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Preámbulo 

La revista Procesamiento del Lenguaje Natural pretende ser un foro de publicación de artículos 
científico-técnicos inéditos de calidad relevante en el ámbito del Procesamiento de Lenguaje 
Natural (PLN) tanto para la comunidad científica nacional e internacional, como para las 
empresas del sector. Además, se quiere potenciar el desarrollo de las diferentes áreas relacionadas 
con el PLN, mejorar la divulgación de las investigaciones que se llevan a cabo, identificar las 
futuras directrices de la investigación básica y mostrar las posibilidades reales de aplicación en 
este campo. Anualmente la SEPLN (Sociedad Española para el Procesamiento del Lenguaje 
Natural) publica dos números de la revista, que incluyen artículos originales, reseñas 
bibliográficas, resúmenes de tesis doctorales y resúmenes de las tareas del Foro de Evaluación de 
Lenguas Ibéricas (IberLEF). Esta revista se distribuye gratuitamente a todos los socios, y con el 
fin de conseguir una mayor expansión y facilitar el acceso a la publicación, su contenido es 
libremente accesible por Internet. 

Las áreas temáticas tratadas son las siguientes: 
• Modelos lingüísticos, matemáticos y psicolingüísticos del lenguaje
• Lingüística de corpus
• Desarrollo de recursos y herramientas lingüísticas
• Gramáticas y formalismos para el análisis morfológico y sintáctico
• Semántica, pragmática y discurso
• Lexicografía y terminología computacional
• Resolución de la ambigüedad léxica
• Aprendizaje automático en PLN
• Generación textual monolingüe y multilingüe
• Traducción automática
• Reconocimiento y síntesis del habla
• Extracción y recuperación de información monolingüe, multilingüe y multimodal
• Sistemas de búsqueda de respuestas
• Análisis automático del contenido textual
• Resumen automático
• PLN para la generación de recursos educativos
• PLN para lenguas con recursos limitados
• Aplicaciones industriales del PLN
• Sistemas de diálogo
• Análisis de sentimientos y opiniones
• Minería de texto
• Evaluación de sistemas de PLN
• Implicación textual y paráfrasis

El ejemplar número 71 de la revista Procesamiento del Lenguaje Natural contiene trabajos 
correspondientes a comunicaciones científicas y resúmenes de las tareas del Foro de Evaluación 
de Lenguas Ibéricas (IberLEF) 2023. Todos ellos han sido aceptados mediante el proceso de 
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revisión tradicional en la revista. Queremos agradecer a los miembros del Comité Asesor y a los 
revisores adicionales la labor que han realizado. 

Se recibieron 57 trabajos para este número, de los cuales 43 eran artículos científicos y 14 
resúmenes de las tareas de IberLEF 2023. De entre los 43 artículos recibidos, 20 han sido 
finalmente seleccionados para su publicación, lo cual fija una tasa de aceptación del 46,51%. 

El Comité Asesor de la revista se ha hecho cargo de la revisión de los trabajos. Este proceso de 
revisión es de doble anonimato: se mantiene oculta la identidad de los autores que son evaluados 
y de los revisores que realizan las evaluaciones. En un primer paso, cada artículo ha sido 
examinado de manera ciega o anónima por tres revisores. En un segundo paso, para aquellos 
artículos que tenían una divergencia mínima de tres puntos (sobre siete) en sus puntuaciones, sus 
tres revisores han reconsiderado su evaluación en conjunto. Finalmente, la evaluación de aquellos 
artículos que estaban en posición muy cercana a la frontera de aceptación ha sido supervisada por 
más miembros del comité editorial. El criterio de corte adoptado ha sido la media de las tres 
calificaciones, siempre y cuando hayan sido iguales o superiores a 5 sobre 7. 

Septiembre de 2023 
Los editores. 

Procesamiento del Lenguaje Natural, Revista nº 71, septiembre de 2023

©2023 Sociedad Española para el Procesamiento del Lenguaje Natural



ISSN: 1135-5948           

Preamble 

The Natural Language Processing journal aims to be a forum for the publication of high-quality 
unpublished scientific and technical papers on Natural Language Processing (NLP) for both the 
national and international scientific community and companies. Furthermore, we want to 
strengthen the development of different areas related to NLP, widening the dissemination of 
research carried out, identifying the future directions of basic research and demonstrating the 
possibilities of its application in this field. Every year, the Spanish Society for Natural 
Language Processing (SEPLN) publishes two issues of the journal that include original articles, 
book reviews, summaries of doctoral theses and summaries of the shared tasks of the Iberian 
Languages Evaluation Forum (IberLEF). All issues published are freely distributed to all 
members, and contents are freely available online. 

The subject areas addressed are the following: 

• Linguistic, Mathematical and Psychological models to language
• Grammars and Formalisms for Morphological and Syntactic Analysis
• Semantics, Pragmatics and Discourse
• Computational Lexicography and Terminology
• Linguistic resources and tools
• Corpus Linguistics
• Speech Recognition and Synthesis
• Dialogue Systems
• Machine Translation
• Word Sense Disambiguation
• Machine Learning in NLP
• Monolingual and multilingual Text Generation
• Information Extraction and Information Retrieval
• Question Answering
• Automatic Text Analysis
• Automatic Summarization
• NLP Resources for Learning
• NLP for languages with limited resources
• Business Applications of NLP
• Sentiment Analysis
• Opinion Mining
• Text Mining
• Evaluation of NLP systems
• Textual Entailment and Paraphrases

The 71st issue of the Procesamiento del Lenguaje Natural journal contains scientific papers and 
summaries of the shared tasks of the Iberian Languages Evaluation Forum (IberLEF) 2023. All 
of these were accepted by a peer review process. We would like to thank the Advisory 
Committee members and additional reviewers for their work. 
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Fifty-seven papers were submitted for this issue, from which forty-three were scientific papers 
and fourteen summaries of the shared-tasks of IberLEF 2023. From these forty-three papers, we 
selected twenty papers (46.51%) for publication. 

The Advisory Committee of the journal has reviewed the papers in a double-blind process. 
Under double-blind review the identity of the reviewers and the authors are hidden from each 
other. In the first step, each paper was reviewed blindly by three reviewers. In the second step, 
the three reviewers have given a second overall evaluation of those papers with a difference of 
three or more points out of seven in their individual reviewer scores. Finally, the evaluation of 
those papers that were in a position very close to the acceptance limit were supervised by the 
editorial board. The cut-off criterion adopted was the mean of the three scores given. 

September 2023 
Editorial board. 
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Spanish hate-speech detection in football

Detección de odio en fútbol en español

Esteban Montesinos-Cánovas,1 Francisco Garćıa-Sánchez,1 José Antonio Garćıa-Dı́az,1

Gema Alcaraz-Mármol,2 Rafael Valencia-Garćıa1

1Departamento de Informática y Sistemas, Facultad de Informática, Universidad de Murcia
2Departamento de Filoloǵıa Moderna, Universidad de Castilla-La Mancha
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Abstract: In the last few years, Natural Language Processing (NLP) tools have
been successfully applied to a number of different tasks, including author profiling,
negation detection or hate speech detection, to name but a few. For the identification
of hate speech from text, pre-trained language models can be leveraged to build high-
performing classifiers using a transfer learning approach. In this work, we train
and evaluate state-of-the-art pre-trained classifiers based on Transformers. The
explored models are fine-tuned using a hate speech corpus in Spanish that has been
compiled as part of this research. The corpus contains a total of 7,483 football-
related tweets that have been manually annotated under four categories: aggressive,
racist, misogynist, and safe. A multi-label approach is used, allowing the same tweet
to be labeled with more than one class. The best results, with a macro F1-score
of 88.713%, have been obtained by a combination of the models using Knowledge
Integration.
Keywords: Hate speech detection, Large Language Models, Linguistic features,
Interpretability.

Resumen: En los últimos años, el Procesamiento del Lenguaje Natural (PLN) se
ha aplicado con éxito a diversas tareas, como la elaboración de perfiles de autor, la
detección de negaciones o la detección de discursos de odio. Para la identificación
de odio a partir de texto, es posible explotar modelos del lenguaje preentrenados
que permitan construir clasificadores de alto rendimiento utilizando un enfoque de
aprendizaje por transferencia (en inglés, transfer learning). En este trabajo, se pre-
sentan los resultados de entrenar y evaluar clasificadores preentrenados de última
generación basados en Transformers. Los modelos explorados se ajustan (en inglés,
fine tune) utilizando un corpus en español sobre el discurso de odio en el fútbol
que se ha compilado como parte de esta investigación. El corpus contiene un total
de 7.483 tuits relacionados con el fútbol que han sido anotados manualmente bajo
cuatro categoŕıas: agresivo, racista, misógino y seguro. Se utilizó un enfoque multi-
etiqueta, que permite etiquetar el mismo tuit con más de una clase. Los mejores
resultados, con un macro F1-score del 88,713%, se han obtenido mediante una com-
binación de los modelos utilizando la estrategia de Knowledge Integration.
Palabras clave: Discurso de odio, Modelos del lenguaje, Caracteŕısticas
lingǘısticas, Interpretabilidad.

1 Introduction

The Cambridge Dictionary defines hate
speech as “public speech that expresses hate
or encourages violence towards a person or
group based on something such as race, reli-
gion, sex, or sexual orientation”1. The use of
hateful rhetoric has been linked to real-world

1https://dictionary.cambridge.org/us/
dictionary/english/hate-speech

violence2 and, with the advent of social me-
dia, hatred has a much higher spreading ve-
locity (Mathew et al., 2019; Paz, Montero-
Dı́az, and Moreno-Delgado, 2020). Tackling
hate speech has become a recognized global

2https://www.un.org/en/hate-speech/
understanding-hate-speech/hate-speech-and-
real-harm
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priority for the United Nations3. The iden-
tification of hate content in different media
constitutes one of the first key steps towards
such objective. The automation of this task
and the early detection of such content would
help media managers to prevent its dissem-
ination and for such harmful messages to
reach the masses.

Textual hate speech detection systems
usually rely on Natural Language Process-
ing (NLP) techniques based on automatic
classifiers trained with Large Language Mod-
els (LLMs) (Alkomah and Ma, 2022). Hate
speech detectors are usually trained with a
set of manually labeled data. The system
learns from these examples, finding relation-
ships between the expressions in the input
texts and other discriminatory features. The
process leads to creating a model capable of
classifying new samples into the considered
categories (e.g., hateful, non hateful). Hate
speech identification is a hot topic, and the
number of research works published in the
last few years dealing with this problem is
increasing (Oliveira and Azevedo, 2022; Bilal
et al., 2022; Mehta and Passi, 2022; Chiril et
al., 2022; Ali et al., 2022; Roy, Bhawal, and
Subalalitha, 2022; Husain and Uzuner, 2022;
Wullach, Adler, and Minkov, 2022; Plaza del
Arco et al., 2021). However, it is far from
solved (Arango, Pérez, and Poblete, 2022).
First, most works are focused on texts writ-
ten in English and only a minority are dedi-
cated to other languages such as Arabic (Hu-
sain and Uzuner, 2022), Urdu (Bilal et al.,
2022), Spanish (Plaza del Arco et al., 2021) or
Dravidian languages (Roy, Bhawal, and Sub-
alalitha, 2022). Therefore, one of the main
difficulties when facing this challenge is to ob-
tain a large enough corpus to train the model.
Second, the classifiers built upon LLMs are
hard to interpret, as these models do not pro-
vide interpretable features.

In this work we aim to facilitate social me-
dia content moderators their mission to avoid
the spread of hatred in sports. With that
purpose, we assess the suitability of several
state-of-the-art LLMs to tackle hate speech
detection from texts written in Spanish. In
particular, we compare the performance of
nine LLMs plus a model based on inter-
pretable Linguistic Features (LFs). We eval-
uate Spanish models such as BETO (Cañete

3https://www.un.org/en/hate-speech

et al., 2020), MarIA (Gutiérrez-Fandiño et
al., 2022), BERTIN (de la Rosa et al., 2022),
DistilBETO (Cañete et al., 2022) and Al-
BETO (Cañete et al., 2022), and multilin-
gual LLMs such as multilingual BERT (De-
vlin et al., 2019), XLM (Conneau et al.,
2020), multilingual DeBERTa (He, Gao, and
Chen, 2021) and TwHIN-BERT (Zhang et
al., 2022). On the other hand, to investigate
the particularities of hate speech in sports,
which can have cultural and contextual com-
ponents, we have compiled a multi-label cor-
pus with 7,482 tweets written in Spanish and
related to football (a.k.a., soccer), annotated
as safe, aggressive, misogynist and racist. In
football, large masses of people that support
one team can generate controversy with other
teams’ fans, and the amount of content gen-
erated in social media around each match is
massive. Therefore, it is quite common to
find aggressive comments on Twitter associ-
ated to a match either towards the referee or
some players. On contrast, some keywords
concerning sports can introduce topic bias in
generic datasets. In this sense, in (Poletto
et al., 2021) the authors identify datasets
in which words concerning football were dis-
cerning features to mark a document as hate-
speech.

The rest of the manuscript is organized as
follows. Section 2 provides background infor-
mation concerning hate-speech detection in
Spanish. A detailed description of the corpus
and its compilation process is presented in
Section 3. Then, in Section 4 the system ar-
chitecture is described along with a complete
overview of all its components. The evalua-
tion of the feature sets in isolation or com-
bined and the error analysis conducted for
the evaluation of the overall system is shown
in Section 5. Finally, conclusions and future
work are put forward in Section 6.

2 State of the art

Pre-trained language models have become a
popular solution for NLP due to their abil-
ity to learn contextualized representations
of language (Min et al., 2021). They are
a type of neural network that is trained
on massive amounts of text data, often us-
ing unsupervised learning techniques. The
goal is to learn general language represen-
tations that can be fine-tuned for specific
NLP tasks such as sentiment analysis or hate
speech detection (Omar et al., 2022). One
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of the most popular pre-trained language
models is the Transformer architecture, orig-
inally introduced in (Vaswani et al., 2017).
The Transformer model was trained on a
large corpus of text using a technique called
self-supervised learning, resulting in BERT
(Bidirectional Encoder Representations from
Transformers) (Devlin et al., 2019), which
outperformed previous state-of-the-art mod-
els on a wide range of NLP tasks.

LLMs have shown promising results for
hate speech detection (Alkomah and Ma,
2022). These models have been pre-trained
on large amounts of text data and can be fine-
tuned on a smaller labeled dataset to perform
specific NLP tasks, including hate speech de-
tection. For this, a classifier is trained on top
of the pre-trained model to predict whether
a given piece of text is hateful or not based
on the features extracted by the model. The
ability of pre-trained models to capture con-
text and nuances in language use can thus
be leveraged by the hate speech identifica-
tion system. Besides, LLMs have the ability
to learn complex linguistic patterns, which
can help improve the accuracy of hate speech
detection.

Twitter characterizes hateful conduct as
promoting “violence against or directly at-
tack or threaten other people on the basis
of race, ethnicity, national origin, caste, sex-
ual orientation, gender, gender identity, reli-
gious affiliation, age, disability, or serious dis-
ease”4. The number of studies on hate speech
detection in Twitter and other social media
is growing dramatically (Mansur, Omar, and
Tiun, 2023). In (Mehta and Passi, 2022),
the authors present an attempt to face hate
speech detection using explainable artificial
intelligence. Different deep learning models
and variants of Transformers-based models
are explored to extract useful interpretable
results from two datasets, the Google Jig-
saw dataset (comprised of user discussions
from talk pages of English Wikipedia) and
the HateXplain dataset (comprised of posts
from Twitter and Gab). The performance in
terms of macro F1-score of the best models
is well over 90%.

In languages other than English, the
scarcity of linguistic resources makes hate
speech detection more challenging. The au-
thors in (Mozafari, Farahbakhsh, and Crespi,

4https://help.twitter.com/en/rules-and-
policies/hateful-conduct-policy

2022) propose a cross-lingual few-shot ap-
proach for hate speech and offensive lan-
guage detection that is evaluated using 15
publicly available datasets in 8 languages.
Instead of transfer learning, a meta learn-
ing approach following optimization-based
and metric-based methods is used to train
a model able to generalize quickly to new
languages with few labeled data. Focus-
ing on Spanish, different machine learning,
deep learning and transfer learning-based
hate speech detection models are compared
in (Plaza del Arco et al., 2021). Pre-trained
language models outperform previous ap-
proaches, with monolingual LLMs obtaining
the best results. In this work, we extend the
evaluation to the most up-to-date language
models, both mono- and multilingual, and
set the focus on a sector particularly hard
hit by the scourge of hatred such as football.
In previous works, we have successfully com-
bined LFs with other classification models to
deal with different NLP tasks such as author
profiling (Garćıa-Dı́az, Colomo-Palacios, and
Valencia-Garćıa, 2022), misogyny identifica-
tion (Garćıa-Dı́az et al., 2021) or sentiment
analysis (Garćıa-Dı́az, Garćıa-Sánchez, and
Valencia-Garćıa, 2023). In this work, we also
incorporate LFs to enhance the interpretabil-
ity of the results.

As far as our knowledge goes, few stud-
ies have considered hate-speech in football as
an automatic document classification prob-
lem. In (Cleland, 2014), the authors con-
ducted a discourse analysis from around 500
online texts concerning racism in football.
They discovered that message boards allow
racist messages to spread but that most of
the racist posts were confronted by other sup-
porters. In (Vasconcelos et al., 2019), the
authors compiled tweets concerning two edi-
tions of the FIFA Soccer World Cup (2014
and 2018). Then, the authors measured the
sentiment polarity of the tweets and identi-
fied the tweets containing hate-speech con-
tent. This latter challenge was treated as a
multi classification problem with three labels,
namely, hate speech, offensive language, and
regular messages.

3 Corpus

In this section, the compiled corpus is de-
scribed. We decided to compile a novel cor-
pus given that, as far as we are concerned,
there are no hate-speech datasets in Span-
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ish focused on football. The source of this
dataset is Twitter. We decided to use Twit-
ter because it is a forum for discussion of cur-
rent topics and, at the time of the compila-
tion process, it had a public API. In addition,
its syndication mechanism through hashtags
allows us to focus on specific debates.

The main topic covered are tweets related
to the Spanish men’s football league. This
league was chosen because of the large num-
ber of comments in Spanish that each game
provokes. In order to obtain large volumes of
data, the search for matches of each match
day is filtered by using hashtags. That is, if
for example Real Madrid was playing against
Levante, then that match was monitored us-
ing a search filter that contained the hash-
tag #RealMadridLevante. It should be noted
that there are Spanish football teams, such as
Real Madrid, Barcelona or Sevilla, which be-
long to large cities and have a higher number
of fans than other teams, and this is reflected
in the number of comments obtained for each
match.

We also included in our search aggressive
tweets. For this, more specific queries are
used to capture types of hate speech. These
queries include aggressive keywords such as
dumb, asshole, or bad ass, along with the key-
word football. Similarly, tweets with likely
racist imagery and language are obtained.
For this, we compiled a list with the names of
several football players of color who play for
top and second division teams of the Span-
ish football league. Then, searches for tweets
whose content included these players’ names
and expressions with, depending on the con-
text, racist meaning (e.g., black, monkey, or
orangutan) were defined. In a similar fash-
ion, to complete the dataset with misogy-
nistic tweets we focused on women’s football
matches and on keywords that could indicate
a case of misogyny. In this case, the word
woman and football always appeared along
with words or phrases with a probably sex-
ist or derogatory meaning, such as scrubbing,
ironing or washing clothes.

Once the tweets were obtained, the an-
notation phase began. For this, two col-
laborators of our research group annotated
whether each tweet is aggressive and/or
racist and/or misogynistic. The disagree-
ments between annotators were resolved in-
dividually. Out of the 7483 tweets pro-
cessed, 1739 were annotated as aggressive,

345 as racist and 350 as misogynistic, leav-
ing the rest annotated as safe. The dataset
was divided into three splits, namely, train-
ing, validation and test, in a ratio of 60-20-
20. This separation is necessary as two hy-
perparameter tuning stages are conducted.
The statistics of the dataset are depicted
in Table 1. It is noticeable that the num-
ber of aggressive tweets is quite higher than
the rest and this causes a strong imbalance
in the labels that will condition the mod-
els evaluation process. The dataset is avail-
able at https://pln.inf.um.es/corpora/
hate-speech/hate-football-2023.zip

Label Train Val Test Total

aggressive 1042 347 350 1739
misogyny 209 69 72 350
racist 206 69 70 345
safe 3355 1118 1119 5592

Total 4812 1603 1611 8026

Table 1: Dataset statistics.

Table 2 includes some examples of the
dataset. As it can be observed, some of the
documents are marked with more than one
label, indicating that the same tweet can be,
at the same time, aggressive, misogynistic,
and racist. Note that the Safe (S) label is not
necessary, as one tweet that does not contain
any of the hate-speech traits can be consid-
ered safe. However, we decided to include
this label explicitly on the dataset for the
sake of clarity.

4 System architecture

For evaluating the different feature sets, the
system depicted in Figure 1 was developed.
In short, the pipeline can be described as fol-
lows. First, a data-cleaning stage takes place
over the dataset to produce different versions
of the texts that are used to extract differ-
ent feature sets. Second, a two-fold feature
extraction process is applied. On the one
hand, we extract LFs using UMUTextStats
(Garćıa-Dı́az et al., 2022) and, on the other,
sentence embeddings from nine LLMs. The
third stage is the training of several deep
learning classifiers. We trained a model for
each feature set separately plus two strate-
gies for combining all the feature sets. The
first strategy is based on Knowledge Integra-
tion (KI), which consists in training a new
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Tweet A R M S

No deseo que ganes nada, pero de madridista a madridista que te vaya bien
y no te lesiones

- - -

EXISTE ALGO PEOR QUE SER MUJER Y ENCIMA SER NEGRA??? -
Este finde 3 al paleti pa debutar y el próximo clásico voltereta y a mamar - - -
Sois una puta lacra! Qué asco dais a todo aquel que no es ultra madridista - - -
El PSG está FRACASANDO ESTREPITOSAMENTE aun con Messi - - -
Hoy Kiko la ha cogido con el negro senegalés diakhaby - - -
Diakhaby es igual de malo que negro es, y es negro negro el cabron. - -
Creo que las palabras mujer y fútbol no pueden estar en la misma frase - - -
Que posibilidad hay q un negro como villa.. sin ser jugador de fútbol pueda
estar con una mujer asi?

- - -

Ojalá que el narizón de scaloni no se esté refiriendo al pecho Frionel Messi - - -

Table 2: Examples of the multi-label annotated corpus for the Aggressive (A), Racism (R),
Misogyny (M), and Safe (S) labels.

multi-input neural network with all the fea-
ture sets. The second strategy is Ensemble
Learning (EL), which combines the outputs
and predictions of the models trained using
only one feature set. Finally, we evaluate the
performance of each classifier using the test
split and the macro F1-score.

4.1 Data-cleaning

We conduct a data-cleaning stage in which
acronyms are expanded, elongations and dig-
its are removed along with hyperlinks, hash-
tags, quotations, and other punctuation sym-
bols. Both the original and the cleaned ver-
sion of the dataset are employed to extract
the LFs as some categories, such as the ones
related to correction and style, require the
use of the original text. For the LLMs, how-
ever, only the original version of the texts is
used, as each LLM has its own tokenizer and
can contain special rules for Out of Vocabu-
lary (OoV) words.

4.2 Feature extraction

The next stage in our pipeline is the feature
extraction phase. Two families of features are
considered: LFs, obtained with the UMU-
TextStat tool, and sentence embeddings, ob-
tained for each of the LLMs.

UMUTextStats (Garćıa-Dı́az et al., 2022)
is a tool for extracting LFs, similar to LIWC
(Tausczik and Pennebaker, 2010) but de-
signed from scratch for Spanish. UMU-
TextStats considers a total of 364 LFs
grouped in the following categories: i) pho-
netics, ii) psycho-linguistic processes, iii)
morphosyntax, iv) stylometry, v) correction

and style, vi) register, vii) semantics, viii)
lexis, ix) pragmatics, and x) social media.
Used in isolation, the performance of the LFs
is more limited than the obtained with LLMs.
However, LFs have two main advantages. On
the one hand, they are interpretable, as it
is possible to correlate the features with the
target labels. On the other hand, LFs can
be combined with other feature sets, such as
the ones obtained with LLMs, improving the
overall performance.

For extracting the features related to the
LLMs, we proceeded as follows. We fine-
tuned each LLM and then obtained the sen-
tence embeddings of the dataset from the
classification token, in a similar fashion as
described at (Reimers and Gurevych, 2019).

In this research, a large variety of LLMs
have been evaluated. Three of them are
trained only with Spanish documents and
four models are multilingual. Besides, two
lightweight models are included, as we want
to measure the performance drop between
the regular and the lightweight models. Next,
some relevant details about each model are
provided.

• MarIA (Gutiérrez-Fandiño et al.,
2022). It is a Spanish LLM based on
the RoBERTa architecture. Therefore,
it is a Masked Language Model (MLM),
as it was trained with the objective of
predicting a word that is hidden in a
sentence. The dataset employed for pre-
training MarIA was crawled from the
National Library of Spain (Biblioteca
Nacional de España) and contains 570
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Figure 1: System architecture.

GB of data. MarIA uses the Byte-Pair
Encoding (BPE) tokenizer.

• BERTIN (de la Rosa et al., 2022). It is
a Spanish LLM and, similar to MarIA,
is based on the RoBERTa architecture.
However, BERTIN was trained using the
Spanish split of the mC4 dataset (Xue et
al., 2021).

• BETO (Cañete et al., 2020). It is a
Spanish LLM trained on a large Spanish
corpus. BETO is based on the BERT
architecture. In fact, it has a similar
size but BETO was trained as a MLM.
BETO uses the BPE tokenizer, with
a size of 31k tokens. BETO has two
lightweight versions. One is AlBETO,
which is based on the ALBERT archi-
tecture, and the other is DistilBETO,
based on distillation. Both models are
described in (Cañete et al., 2022).

• Multilingual BERT (mBERT) (De-
vlin et al., 2019). It is the mul-
tilingual version of BERT, trained in
a self-supervised way with a total of
104 different languages with the largest
Wikipedia. Apart from MLM, mBERT
was also trained using Next Sentence
Prediction (NSP).

• XLM (Conneau et al., 2020). It
is a multilingual LLM based on the
RoBERTa architecture. XLM was
trained with more than 2 terabytes of
texts from CommonCrawl with around
100 different languages.

• TwHIN-BERT (Zhang et al., 2022).
It is a multilingual LLM trained with
around 7 billion tweets written in 100
different languages. The training objec-
tive of TwHIN-BERT includes a social
objective based on the rich social engage-
ments within a Twitter Heterogeneous
Information Network. In this work, we
have used the base model of TwHIN,
with 280M parameters.

• Multilingual DeBERTa (mDe-
BERTa) (He, Gao, and Chen, 2021).
Currently, DeBERTa is in its 3rd ver-
sion. It is a multilingual LLM that
uses disentangled attention and a novel
mask decoder. This LLM is trained
with multilingual data from the CC100
dataset. It has 86M parameters with
a vocabulary containing 250K tokens,
which introduces 190M parameters in
the embedding layer.

As some of the classifiers evaluated are
based on the combination of the features, a
representation of the LLMs that can be eas-
ily combined with the LF is required. In this
sense, we decided to obtain the sentence em-
beddings; that is, every document in the cor-
pus is encoded as vector for representing each
document in the corpus. This representation
can be combined with the fixed-size represen-
tation of the LFs.

Before obtaining the sentence embed-
dings, we conducted an hyperparameter op-
timization stage for each LLM separately.
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The evaluated parameters include the learn-
ing rate (lr), the number of epoch, the batch
size, the warm up steps and the weight de-
cay. The results of this process are depicted
in Table 3. It can be observed that the num-
ber of epochs varies depending on the LLM
but, in general, is always larger or equal to 3.
Concerning the batch size, most of the mod-
els benefit from small sizes, except BETO
and mBERT. The warm-up steps, that mod-
ify the learning rate, is 1000 (the maximum
evaluated) only for XLM and 500 for TwHIN.
The rest of the LLMs, however, achieve bet-
ter performance with smaller or no warm-up
steps. Finally, for the weight decay, the val-
ues differ in the group of Spanish LLMs and
in the group of multilingual LLMs, but are
kept similar in the group of lightweight mod-
els.

After the hyperparameter tuning of the
LLMs, the sentence embeddings for each doc-
ument in the dataset was obtained from
the classification token, in a similar fashion
as Sentence BERT (Reimers and Gurevych,
2019) does.

4.3 Model training

The next step in our pipeline is the train-
ing of different classifiers. Three different ap-
proaches have been explored. First, classi-
fiers trained using one feature set only: nine
classifiers for each LLM and one classifier for
the LFs. Second, a unique classifier combin-
ing all the feature sets using KI. This ap-
proach consists in training from scratch a new
classifier that is multi-input. In deep layers
of this model, the different neurons of each
LLM are combined to produce the final clas-
sification probabilities. The main strength of
KI is that it can learn when two or more fea-
ture sets produce high-order features. The
last approach considered is based on EL. A
total of four EL strategies have been eval-
uated. The first one is based on the mode
of the predictions (MODE), the second one
is based on averaging the probabilities out-
put for each model (MEAN), the third one
is based on obtaining the model that out-
puts the highest probability (HIGHEST) for
each document, and the final strategy con-
sists in a weighted mode (WEIGHTED), in
which the importance of each model is mea-
sured in terms of the performance using the
validation split.

For each deep learning classifier, except

the ones based on EL, we conducted an hy-
perparameter optimization stage. For this,
we evaluated the shape of the neural network
layer. This shape is made up of a number of
hidden layers, a number of neurons per layer,
and how the neurons are arranged in differ-
ent hidden layers. For the neural networks
that have one or two hidden layers, all lay-
ers have the same number of neurons (brick
shape). However, for deep neural networks
other forms are also evaluated, such as fun-
nel shape or triangle, in which the number
of neurons is reduced as the network gets
deeper. A dropout mechanism is also eval-
uated in ratios of .1, .2, and .3, along with
different learning rates, batch sizes, and ac-
tivation functions between the layers of the
network.

The results of the hyperparameter tuning
stage are shown in Table 4. It can be noted
that most of the best neural networks are
shallow neural networks, i.e., neural networks
with only one or two hidden layers. This is
the case of LF, in which the best model is
obtained with a very simple neural network
with a strong dropout mechanism. From the
LLMs, it can be observed that all the mul-
tilingual LLMs, except XLM, require large
number of neurons. XLM, however, achieved
its best results with fewer neurons but larger
number of hidden layers. In case of KI, the
best results are obtained with only two hid-
den layers with 95 neurons in each layer,
arranged in a brick shape. Regarding the
dropout mechanism, all models benefit from
using it but with different degrees, being LF,
mBERT, TWHin, and ALBETO the models
with higher dropout size.

5 Results and discussion

In this section, the results obtained for each
classifier are compared and discussed. This
comparison is made based on the macro-
weighted F1-score, as the labels in the
dataset are unbalanced. Precision and recall
are also included for further analysis.

The results of the LFs and each individ-
ual LLM are depicted in Table 5 along with
the results of combining all the classification
models using both KI and EL. First, it is
possible to observe that the performance of
LF is acceptable, both in terms of precision
and recall, but is quite limited as compared
to the results achieved by the LLMs. In
fact, the average macro F1-score of the nine
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LLM lr epochs batch size warmup steps weight decay

MarIA 2.9e-05 4 8 0 0.1
BETO 4.3e-05 3 16 250 0.062
BERTIN 2.7e-05 5 8 250 0.13

mBERT 4.2e-05 5 16 250 0.26
mDeBERTa 3e-05 3 8 0 0.081
TwHIN 3.4e-05 4 8 500 0.29
XLM 3.5e-05 3 8 1000 0.24

AlBETO 2.4e-05 5 8 250 0.2
DilstilBETO 4.8e-05 3 8 0 0.19

Table 3: Hyperparameter tuning of the LLMs. A total of ten models were evaluated. The LLMs
are organized as focused on Spanish (MarIA, BETO and BERTIN), multilingual (mBERT,
mDeBERTa, TwHIN, and XLM) and lightweight (ALBETO and DistilBETO).

Model shape layers neurons dropout lr batch size activation

LF brick 1 16 0.3 0.01 256 linear

BETO funnel 5 37 0.2 0.01 256 selu
MarIA brick 2 256 0.1 0.001 512 relu
BERTIN brick 2 37 0.1 0.001 512 linear
mBERT funnel 4 256 0.3 0.001 256 selu
mDeBERTa brick 2 512 0.2 0.001 512 tanh
TwHIN brick 2 512 0.3 0.01 256 linear
XML funnel 5 37 0.2 0.01 256 selu
ALBETO brick 2 48 0.3 0.01 128 sigmoid
DistilBETO brick 2 64 0.1 0.01 256 linear

KI brick 2 95 0.2 0.01 128 relu

Table 4: Hyperparameter optimization stage for the models trained with Keras. The results
are grouped by the Linguistic Features (FL), the sentence embeddings for each LLM, and the
Knowledge Integration (KI) strategy.

LLMs is 86.26%, with a standard deviation of
1.58. This constitutes an improvement over
the performance of the LF of 13.79%. Out
of the LLMs taken separately, MarIA is the
one that achieves a better performance with
a macro F1-score of 87.690%. Nonetheless,
BETO and its lightweight version based on
ALBERT (ALBETO) achieve a quite simi-
lar performance (87.240% and 87.440%, re-
spectively). This is interesting since AL-
BETO and DistilBETO can provide faster
inferences, being more suitable to real-time
environments. It can also be noted that
the performance of Spanish LLMs is, in gen-
eral terms, superior to the multilingual mod-
els. However, the case of TwHIN must be
highlighted as it outperformed BETO and
BERTIN. We hypothesize that this model
benefits from the fact that it has been trained
with tweets, the same data source as the one

used in our dataset.
Focusing on the results of the combined

models, KI is the model that achieved the
best overall performance, with a macro F1-
score of 88.713%. This fact suggests that
the integration of LLMs and LFs is benefi-
cial for Spanish hate-speech detection in foot-
ball. However, this model is not the one that
achieved the best precision nor recall. The
results of the EL are more limited than KI in
terms of macro F1-score, but the EL based
on highest probability achieved almost a per-
fect recall (98.287%) but with a very limited
precision, and the EL based on the mode
achieves the best precision (90.257%).

Next, an error analysis of the best model
(KI) was conducted. We analyzed the re-
sults per label. First, regarding aggressive
documents our model identified as aggressive
some tweets that does not use aggressive lan-
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(MOR) nouns-topics-colors

(LEX) social-female

(LEX) social-family

(REG) speech-colloquialisms

(LEX) perceptual-see

(MOR) nouns-proper

(REG) offensive-speech

(PSY) processess-negative-
general

(SOC) hashtags

(PSY) process-negative

0% 25% 50% 75% 100%

aggressive misogyny racist safe

Figure 2: Information gain of the LFs grouped by label.

guage but that contain expressions concern-
ing woman. There are also wrong classifi-
cations in tweets containing insults to some
players indicating that they are stupid or call-
ing them ‘big heads’. Second, with respect to
misogyny, we found out several misogynistic

Model Precision Recall F1-score

LF 73.490 71.650 72.478

BETO 89.264 85.449 87.240
MarIA 87.027 88.462 87.690
BERTIN 85.016 87.437 86.173
mBERT 84.544 85.189 84.842
mDeBERTA 86.919 85.589 86.206
TwHIN 86.522 88.498 87.465
XLM 81.937 83.309 82.468
AlBETO 85.363 89.715 87.440
DistilBETO 86.391 87.348 86.859

KI 88.555 88.923 88.713

HIGHEST 67.523 98.287 79.690
MEAN 88.822 88.039 88.420
MODE 90.257 87.250 88.710
W. MODE 89.200 88.039 88.606

Table 5: Classification report with the test
split comparing the linguistic features, each
LLM separately, and all features combined
using Knowledge Integration (KI) and the
four strategies evaluated for ensemble learn-
ing.

texts associated to the belief that a person
cannot know about football just for being a
woman. For example, in one of the samples
a Twitter user is against having a woman
presiding over German soccer. Third, con-
cerning racism, we identified false-positives in
which the word negro appears together with
the name of African players. However, in
such false-positive cases the term negro was
not directed at the players but to other el-
ements in the context. For example, some
tweets in the dataset contain expressions such
as futuro negro, which alludes to bad expecta-
tions; the idiom ver todo negro, which refers
to a pessimistic point of view; or the idiom
ponerse ciego de rabia, which means to get
extraordinarily angry. These misclassifica-
tions suggest that the attention mechanisms
of the LLMs are not capable to understand
the meaning of certain figurative expressions.

To evaluate the interpretability of the re-
sults, we calculated the Information Gain
(IG) of the LFs correlated with each label
(see Figure 2). Features concerning with
morphological and lexis categories are the
most relevant. For example, topics related to
colors are the most discriminatory features
for the racist label. This fact suggests that
expressions that refer to skin color are abun-
dant. However, topics related to locations or
toponymics are less relevant, which suggests
that racist messages do not include specific
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countries or cities. Another relevant feature
concerning racism is the usage of colloqui-
alisms, proper from informal speech. There
are also relevant topics related to the percep-
tual sense of sight. This is because there are
several expressions in Spanish that are used
in rhetoric such as for example Do you see
what I’m telling you?. We also found several
features concerning misogyny, including the
usage of lexis related to social female groups
and family, such as mothers, sisters or grand-
mothers. It is also relevant for misogyny and
racism detection the usage of proper nouns.
This fact suggests that a relevant portion of
hate-speech is directed towards specific peo-
ple. Finally, concerning aggressive speech, we
found a strong correlation with offensive ex-
pressions and negative psycho-linguistic pro-
cesses. A significant correlation also exists
between aggressiveness and the use of hash-
tags. This latest finding suggests that people
get more aggressive and belligerent when dis-
cussing certain topics. Hashtags in Twitter
are often used to draw attention to a certain
topic and get other people to join the discus-
sion.

6 Conclusions and future work

The focus of this work is on detecting hate
speech in tweets written in Spanish and asso-
ciated to the practice of a sport such as foot-
ball. We have performed an in-depth com-
parison among different LLMs that can un-
derstand Spanish both separated and in com-
bination with LFs using different strategies.
For this, we have compiled a novel Spanish
multi-label corpus focused on hate-speech in
football. This corpus has been manually an-
notated to identify aggressive, misogynistic
and racist comments in social networks. The
results of our experiments suggest that the
combination of all LLMs along with LFs is
beneficial in terms of both performance and
the interpretability of the results. Specifi-
cally, the best classification model is the one
combining all individual features (both LFs
and the nine LLMs) by means of the KI
strategy, which achieved a macro F1-score of
88.713%.

In general, the results obtained by all
LLMs are promising but there is plenty of
room for improvement. As for future work,
we plan to expand the dataset, with the
objective of allowing the classifiers to learn
more features concerned with aggressiveness,

racism or misogyny by exploring and get-
ting trained on a larger set of samples. In
this line, we aim to include more docu-
ments for each label expanding the number
of queries for each hate-speech trait. We con-
sider that some of the queries employed were
quite restrictive, which has enabled the evalu-
ated classifiers to achieve a high performance.
Moreover, as long as more datasets concern-
ing hate-speech in football in Spanish are re-
leased, we need to test these models to ob-
serve how they perform with unseen data in
order to identify some potential bias in the
dataset. On the other hand, we will improve
our pipeline by switching the hyperparame-
ter tuning stage by a nested cross validation,
in order to reduce the bias caused by the val-
idation split. Finally, concerning the inter-
pretability of the models, an important limi-
tation of our approach is that it is model ag-
nostic, that is, it does not consider the model
but only the correlation between the LFs and
the labels. To overcome this limitation, we
plan to analyze the results of each model us-
ing the SHAP and LIME tools (Mosca et al.,
2022).
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Resumen: La asignación de niveles de competencia a escritos producidos por apren-
dices de una lengua es una tarea altamente subjetiva. Es por esto que el desarrollo de
métodos que evalúen escritos de manera automática puede ayudar tanto al profeso-
rado como al alumnado. En este trabajo, hemos explorado dos v́ıas mediante el uso
del corpus CAES. Dicho corpus está formado por escritos de aprendices de español y
etiquetado con niveles CEFR (hasta el C1). La primera aproximación es un modelo
de aprendizaje profundo llamado Deep-ELE que asigna niveles de competencia a las
frases. La segunda aproximación llevada a cabo ha consistido en estudiar la perple-
jidad de las frases de los estudiantes de distintos niveles, para luego clasificarlos en
niveles. Ambas aproximaciones han sido evaluadas, y se ha comprobado que pueden
usarse de manera exitosa para clasificar frases por niveles. En concreto, el modelo
Deep-ELE obtiene una accuracy de 81,3% y un QWK de 0,83. Como conclusión,
este trabajo es un paso para entender cómo las herramientas del procesado de len-
guaje natural pueden ayudar a las personas que aprenden un segundo idioma.
Palabras clave: Perplejidad, Deep Learning, ELE.

Abstract: The allocation of proficiency levels to utterances written by foreign lan-
guage learners is a subjective task. Therefore, the development of methods to au-
tomatically evaluate written sentences can help both students and teachers. In this
work, we have explored two different approaches to tackle this task by using the
corpus CAES, which contains written utterances of learners of Spanish labelled
with CEFR levels (up to C1). The first approach is a deep learning model called
Deep-ELE which assigns proficiency levels to sentences. The second approach con-
sists in studying the perplexity of sentences written by students of different levels,
to later allocate levels to those sentences based on such an analysis. Both approa-
ches have been evaluated, and results confirm that they can be used to successfully
classify written sentences into proficiency levels. In particular, the Deep-ELE model
reaches an accuracy of 81.3% and a weighted Cohen Kappa of 0.83. As a conclusion,
this work is a step towards better understanding how natural language processing
methods can help learners of a second language.
Keywords: Perplexity, Deep Learning, Spanish as a Foreign Language.
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1 Introducción

Las técnicas de deep learning han supuesto
un cambio crucial en la mayoŕıa de los cam-
pos de aplicación del procesamiento del len-
guaje natural (por ejemplo, para la produc-
ción de textos (Narayan y Gardent, 2020),
para el resumen de documentos (Kouris, Ale-
xandridis, y Stafylopatis, 2021), para la tra-
ducción automática (Shao et al., 2021), pa-
ra los sistemas de interrogación (Hao et al.,
2022) o para la clasificación de textos (Mi-
naee et al., 2021)). Siguiendo esta corrien-
te, parece natural la creación de una herra-
mienta automatizada que pueda determinar
el nivel de competencia CEFR (Common Eu-
ropean Framework of Reference for Langua-
ges 2001 ) de un fragmento de texto produci-
do por aprendices de una lengua. Enunciado
el problema de esta manera tan directa, se
comprueba que se trata de un t́ıpico proble-
ma de clasificación enmachine learning : dada
una oración como punto de partida, se bus-
ca etiquetarla con uno de los niveles estándar
CEFR (A1, A2, etc.). Sin embargo, esta ver-
sión simplista debe ser matizada, pues cuan-
do quienes evalúan producciones de lengua
asignan un nivel de conocimiento de dicha
lengua se basan en algo más que en una ora-
ción despojada de cualquier contexto. Pese a
eso, explorar las posibilidades del deep lear-
ning para abordar este marco simplificado
tiene su propio interés, no tanto por el valor
predictivo de las asignaciones realizadas por
un programa de computador, como por ana-
lizar los ĺımites de este tipo de acercamientos
al problema, puesto que la evaluación huma-
na no puede ser formalizada (en un sentido
matemático) y, aśı, evaluar el funcionamien-
to de un programa para el mismo fin puede
desvelar caracteŕısticas relevantes que hayan
podido ser pasadas por alto en aproximacio-
nes previas.

Nuestro marco de trabajo se centra en
ELE (Español como Lengua Extranjera) y
se apoya en la existencia de un repositorio
abierto de frases escritas por estudiantes de
ELE llamado CAES (CAES, 2022). Toman-
do como base este dataset, describimos en es-
te trabajo dos enfoques, ambos basados en
deep learning. En primer lugar, hemos utili-
zado CAES para entrenar (y para validar) un
modelo de deep learning (que hemos denomi-
nado Deep-ELE), basado en una arquitectura
de transformer, y que permite, dado un texto
en español, asignar un nivel de competencia

al mismo.
Por otra parte, nos apoyamos, con el mis-

mo propósito, en el concepto de perplejidad
en un modelo de lenguaje. La noción de per-
plejidad (Jurafsky y Martin, 2021), que esti-
ma la distancia entre una frase introducida
como argumento y las oraciones codificadas
en un modelo de lenguaje dado, ha sido uti-
lizada tradicionalmente para analizar la cali-
dad de un modelo de lenguaje. Aqúı propone-
mos, por primera vez, si no nos equivocamos,
utilizar la perplejidad para determinar el ni-
vel de competencia lingǘıstica de produccio-
nes en ELE, con la hipótesis de que quienes
tengan mayor conocimiento de una lengua,
producirán oraciones con menor perplejidad.
Aunque los resultados experimentales que he-
mos obtenido no permiten adoptar la perple-
jidad como criterio único para determinar el
nivel de competencia lingǘıstica, śı que ob-
tenemos interesantes correlaciones que abren
espacios para continuar la investigación.

2 Investigación relacionada

La evaluación de la producción de aprendices
de una lengua ha sido abordada de dos mo-
dos: 1) por medio de evaluaciones hoĺısticas
que usan rúbricas estandarizadas (por ejem-
plo, ESL Composition Profile (Jacobs et al.,
1981)) o 2) de forma anaĺıtica, supervisan-
do la presencia o ausencia de aspectos es-
pećıficos (en producciones orales o escritas);
entre estos aspectos se puede citar la rique-
za léxica, el número de errores, las estruc-
turas sintácticas o las T-units (véanse, por
ejemplo, (Wolfe-Quintero, Inagaki, y Kim,
1998; Jarvis y Paquot, 2015; Polio y Yoon,
2020)). Los estudios agrupados en la segun-
da clase hacen uso de diferentes corpora y de
técnicas de machine learning (citemos, entre
ellas, el análisis discriminante, support vec-
tor machines o regresión loǵıstica (Malmasi
et al., 2017)) para crear sistemas de clasifi-
cación que predicen la asignación de niveles
en muestras de texto escrito o fragmentos ha-
blados, a través del cómputo de caracteŕısti-
cas, de frecuencias, de n-gramas, etc. Mien-
tras que en la primera aproximación se tiende
a confiar en el criterio de seres humanos que
observan los textos como un todo. La perso-
nas que evalúan utilizan, en conjunción con
su experiencia previa y su conocimiento espe-
cializado, rúbricas normalizadas que les ayu-
dan a concentrarse en ciertos aspectos que la
comunidad ha consensuado que son relevan-
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tes para una buena escritura o habla, lo que
les permite asignar un nivel a una producción
lingǘıstica dada (Jarvis, Alonso, y Crossley,
2019). Los aspectos más repetidos suelen ser:
coherencia, cohesión y presencia de palabras
u oraciones de enlace, la colocación de las pa-
labras, la ausencia de errores, la corrección en
la puntuación y en la ortograf́ıa, una gramáti-
ca adecuada o ser capaces de comunicar efi-
cazmente (veánse (Hamp-Lyons, 1991; COE,
2021; Weigle, 2002)). Además, las evaluacio-
nes humanas pueden descubrir caracteŕısticas
importantes que han podido pasar desaperci-
bidas o ser descartadas en las aproximacio-
nes más algoŕıtmicas. La puntuación hoĺısti-
ca, cuando involucra a personas evaluadoras,
suele ser más rápida, más flexible y de miras
más amplias, pero, por el contrario, suele ser
menos fiable y objetiva, debida al cansancio
generado por el mismo proceso de evaluación,
y suele requerir más recursos, puesto que las
evaluaciones deben ser revisadas por varios
evaluadores para garantizar su validez y fia-
bilidad.

Hasta donde sabemos, los métodos de deep
learning se han utilizado principalmente, en
este contexto, para evaluar la pronunciación
de estudiantes que aprenden inglés como se-
gunda lengua (Fu, 2020; Metallinou y Cheng,
2014; Kobayashi y Wilson, 2020; Takai et al.,
2020). También se han utilizado para analizar
la calidad de documentos escritos por estu-
diantes de una segunda lengua, y algunas de
estas investigaciones han dado lugar a apli-
caciones comerciales como e-rater (Burstein,
Tetreault, y Madnani, 2013), Intelligent Es-
say Assessor (Foltz et al., 2013) o Research
Writing Tutor (Cotos, 2014) que pretende
ayudar a las personas que quieren mejorar
la calidad de sus escritos. Incluso han surgi-
do competiciones para construir sistemas que
midan el nivel de competencia de estudiantes
de lengua extranjera (Lab, 2023).

En el ámbito más preciso que compete a
nuestra investigación, se han utilizado técni-
cas de machine learning y de deep learning
para clasificar muestras de lenguaje en nive-
les CEFR para el portugués (Santos et al.,
2021), con una accuracy del 86.84%; ita-
liano (Santucci et al., 2020), con una accu-
racy del 71.88%; inglés (Ding et al., 2021),
con una accuracy del 90.11%; chino (Sung et
al., 2015), con una accuracy del 74.97%; co-
reano (Lim, Song, y Park, 2022), con una ac-
curacy del 96.85%; o alemán (Hancke y Meu-

rers, 2013), con una accuracy del 62.7%; en-
tre otros.

Sin embargo, de nuevo el foco de estas in-
vestigaciones esta puesto en identificar carac-
teŕısticas textuales, ya sean cuantitativas o
descriptivas, de cada nivel a partir de mues-
tras ya clasificadas. Nuestro método para
construir Deep-ELE es diferente, puesto que
no está basado en ninguna caracteŕıstica pre-
viamente establecida, sino que se deja guiar
por las evaluaciones hoĺısticas almacenadas
en CAES, con un enfoque probabiĺıstico, co-
mo explicaremos en los siguientes apartados.

Por último, y como hemos adelantado en
la introducción, consideramos que la perple-
jidad no ha sido utilizada en ningún trabajo
previo como lo hacemos aqúı.

3 Construcción y evaluación de
Deep-ELE

Determinar el nivel de una oración puede ser
interpretado como un problema de clasifica-
ción de textos (Jurafsky y Martin, 2021). Es-
te tipo de tareas suele ser abordado cons-
truyendo un modelo (es decir: una función,
en el sentido matemático) que, dado un tex-
to como entrada, produce una etiqueta (en
nuestro caso: el nivel del o la aprendiz) co-
mo salida. El proceso para construir tal mo-
delo consta de los pasos que enumeramos a
continuación (Tunstall, von Werra, y Wolf,
2022). El punto de partida es un repositorio
(dataset) que está compuesto por pares: un
texto junto a la etiqueta asociada a el. Estos
datasets deben ser pre-procesados, para eli-
minar duplicados, evitar valores nulos o mal
construidos y, en general, para limpiarlo. Una
vez el dataset ha sido pre-procesado, es divi-
dido en tres grupos disjuntos: un conjunto
de entrenamiento, un conjunto de validación
y un conjunto de test. Los conjuntos de en-
trenamiento y validación son empleados para
ajustar los parámetros e hiper-parámetros del
modelo, para intentar minimizar el número
de errores al asignar una etiqueta a un texto;
esta se conoce como fase de entrenamiento.
Finalmente, el modelo es confrontado con el
conjunto de test para determinar su precisión
(fase de testing) y, más adelante, puede ser
usado para predecir las caracteŕısticas o el ni-
vel de textos que no pertenezcan a ninguno de
los tres conjuntos que acabamos de describir.
En el resto de este apartado proporcionamos
una descripción más detallada de cada uno
de estos pasos para el problema concreto que
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abordamos.

3.1 El corpus CAES

El corpus CAES (CAES, 2022) es una com-
pilación de fragmentos de texto escritos por
aprendices entre los niveles A1 y C1 de com-
petencia en ELE, español como lengua ex-
tranjera. En CAES están representadas on-
ce lenguas maternas: alemán, árabe, chino
mandaŕın, francés, griego, inglés, italiano, ja-
ponés, polaco, portugués y ruso. Se incluyen
6561 fragmentos de 2544 estudiantes que cur-
san estudios de ELE en el Instituto Cervantes
y en otras universidades a lo largo del mun-
do. La asignación de nivel corresponde con
el nivel de referencia que cada estudiante ya
hab́ıa superado, según el curso en que hab́ıa
formalizado matŕıcula en el momento de la
recogida de datos; es decir, por ejemplo, a
los textos de participantes que estaban en un
curso de B1 se le asignaba el nivel A2, pues se
supone que ese es el nivel en el que ya hab́ıan
obtenido su certificado.

3.2 Adquisición de datos para
Deep-ELE

La información extráıda del corpus CAES fue
almacenada como una serie de ficheros CSV
(más concretamente, de ficheros TSV, datos
separados por tabuladores, porque cualquier
otro signo de puntuación, fuesen comas, pun-
tos, puntos y comas, apóstrofes o signos de
interrogación o exclamación, forman parte de
algunos de los textos que CAES almacena).
Cada fila está compuesta por un número de
identificación (véase parte de una pantalla
de CAES en la Figura 1, con mayor resolu-
ción en el material suplementario1), el nivel
de competencia, la lengua materna de quien
emitió la oración, la oración en śı y una pala-
bra distinguida (o, más en general, un token
distinguido; por ejemplo, en la Figura 1 apa-
rece en negrita la palabra “para”). Ese token
es utilizado por CAES para indexar las dife-
rentes páginas web; es decir, las páginas web
agrupan todas las oraciones que contienen ese
ı́tem concreto (la palabra “para” en el ejem-
plo).

Globalmente, obtuvimos 649722 instan-
cias del CAES; por el modo de organización
del CAES, instancias se refieren a fragmentos
de texto que pueden contener una o varias

1Material suplementario https://bit.ly/
45xZ7EP

Figura 1: Captura de pantalla de una página
web de CAES.

oraciones. Estas instancias estaban desequili-
bradas tanto respecto al nivel de competencia
(véase la Tabla 1 y, de forma más descripti-
va, en la Figura 2) como en lo relativo a las
lenguas maternas de los aprendices que las
produjeron (véase en la Tabla 1 del material
suplementario en el enlace del pie de página).

Nivel Número de instancias

A1 140974
A2 180699
B1 145400
B2 119737
C1 62912

Total 649722

Tabla 1: Número de instancias descargadas
por nivel.

Figura 2: Número de instancias descargadas
por nivel.

3.3 Preparación de datos para
Deep-ELE

Los datos descargados no pudieron ser utili-
zados directamente para entrenar un modelo
profundo por las razones explicadas a conti-
nuación. En primer lugar, se eliminaron cier-
tas instancias que presentaban problemas de
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Lengua materna Número de instancias

Árabe 143270
Chino mandaŕın 93189
Francés 79518
Inglés 123586
Portugués 154433
Ruso 55726
Total 649722

Tabla 2: Número de instancias descargadas
por lengua materna.

codificación (debido a la presencia de comi-
llas, apóstrofes y caracteres fuera del reper-
torio UTF-8). En segundo lugar, y esta fue la
parte de pre-procesamiento más importante,
fue necesario eliminar duplicados, dada la for-
ma en que las oraciones son distribuidas en
las páginas web de CAES. Como hemos men-
cionado anteriormente, las oraciones de cada
página web son recuperadas desde un reposi-
torio central a través de un token que actúa
como ı́ndice. Como consecuencia, una mis-
ma oración puede aparecer en varias páginas
web (indexadas con respecto a tokens o voca-
blos diferentes) y, por tanto, en varios ficheros
TSV. Si organizamos el entrenamiento, la va-
lidación y el testing sin tener en cuenta esta
caracteŕıstica, tomando los ficheros TSV ini-
ciales, sin pre-procesamiento, las instancias
duplicadas contaminarán los procesos, pro-
duciendo niveles de precisión que no corres-
ponden a la realidad. Es obligatorio, aśı, eli-
minar duplicados de nuestro dataset.

Tras la eliminación de duplicados, el
número total de instancias se redujo de
649722 a 46784. El dataset continuó estando,
como era de esperar, desequilibrado (véanse
las tablas 3 y 4, y la tabla proporcionada en
el material suplementario).

Nivel Número de instancias

A1 12294
A2 13930
B1 10839
B2 6593
C1 3128

Total 46784

Tabla 3: Número de instancias por nivel, tras
la eliminación de duplicados.

Lengua materna Número de instancias

Árabe 8002
Chino mandaŕın 7628
Francés 5780
Inglés 9837
Portugués 10694
Ruso 4843
Total 46784

Tabla 4: Número de instancias por lengua
materna, tras la eliminación de duplicados.

3.4 BERT y RoBERTa

BERT (Devlin et al., 2019) es un modelo de
lenguaje pre-entrenado orientado a tareas de
procesamiento de lenguaje natural. Fue cons-
truido a partir de un enorme dataset y de-
be su gran éxito a haber sido utilizado en
el contexto de las arquitecturas transformer.
En este tipo de aproximaciones, un modelo
pre-entrenado (como BERT) es refinado (o,
en inglés, fine-tuned) por medio de un nuevo
dataset de entrenamiento (habitualmente de
tamaño mucho menor que el inicialmente uti-
lizado para BERT) elegido para el problema
espećıfico de procesamiento de lenguaje natu-
ral que se quiera abordar. Puesto que BERT
es una herramienta plurilingüe, pudimos uti-
lizarlo para nuestro problema relacionado con
la lengua española.

BERT fue entrenado con amplios cor-
pora textuales utilizando dos tareas no-
supervisadas. La primera tarea, MLM (Mas-
ked Language Modeling), hace que el modelo
“adivine” qué palabra se esconde en una po-
sición de un fragmento del texto, que es ocul-
tada. La segunda tarea es NSP (Next Sen-
tence Prediction), en la que el modelo tiene
que predecir si es probable que dos oraciones
puedan aparecer consecutivamente en el cor-
pus o bien si han sido elegidas al azar en di-
cho corpus. Estas dos tareas permiten que el
modelo cree representaciones internas sobre
la organización del lenguaje, representaciones
que pueden ser luego re-utilizadas en otros
problemas relativos al procesamiento del len-
guaje natural.

La arquitectura BERT fue revisada y
mejorada en RoBERTa (Liu et al., 2019).
RoBERTa vuelve a ser un modelo pre-
entrenado, en el que se escudriñaron distin-
tas decisiones de diseño adoptadas en BERT,
con el objetivo de mejorar su rendimiento. En
particular, se excluyó el paso NSP y, a cam-
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bio, el paso MLM fue enriquecido alimentan-
do el modelo con varias oraciones completas
en cada entrada. En nuestro desarrollo hemos
utilizado tanto BERT como RoBERTa.

3.5 Entrenamiento de Deep-ELE

Para obtener nuestro modelo de clasificación
de texto, hemos aplicado un proceso de fine-
tuning (Sharif Razavian et al., 2014) con las
dos arquitecturas antes mencionadas: BERT
y RoBERTa. Hemos llevado a cabo ese proce-
so de refinado reemplazando la “cabeza” de
cada modelo del lenguaje (es decir, la últi-
ma capa de la red neuronal correspondiente)
por una nueva “cabeza” adaptada a nuestro
problema espećıfico. Entonces, hemos entre-
nado los modelos durante 10 epochs. Todas
las redes utilizadas en nuestro desarrollo han
sido implementadas con Pytorch (Paszke et
al., 2019), y hemos entrenado apoyándonos
en la funcionalidad de las libreŕıas de Hug-
ging Face (Wolf et al., 2020), FastAI (Howard
y Gugger, 2020) y Blur (Gilliam, 2021), uti-
lizando para ello una GPU Nvidia RTX 2080
Ti. Finalmente, ensamblamos los modelos aśı
obtenidos para generar las predicciones sobre
los niveles de competencia.

3.6 Evaluación de Deep-ELE

El dataset fue dividido, tras su pre-
procesamiento, en tres partes: entrenamien-
to, validación y test. El conjunto de entre-
namiento constó de 33684 instancias (72%)
elegidas al azar, el conjunto de validación
de 3743 instancias (8%) y 9357 instancias
(20%) fueron usadas como conjunto de test;
véase la Figura 3. Pese a que el dataset no es-
taba equilibrado ni respecto a nivel de compe-
tencia ni en lo relativo a las lenguas maternas
de los aprendices, los tres conjuntos construi-
dos fueron elegidos aleatoriamente, pero si-
guiendo una estrategia de estratificación por
la que se respetan los porcentajes de cada ni-
vel en cada uno de los tres subconjuntos de
datos; véase la Figura 4.

La accuracy alcanzada en el conjunto de
test es destacable: 81,3%. Recordemos que
mientras que el corpus CAES clasifica las pro-
ducciones según el nivel del aprendiz que las
produce, aqúı, el modelo Deep-ELE, clasifica
las mismas producciones directamente. En la
Figura 5 puede verse la matriz de confusión
obtenida por Deep-ELE.

Además, al poder ser ordenadas las etique-
tas del corpus CAES como ordinales es con-

veniente usar el weighted Kappa coefficient
(κ) con coeficientes cuadráticos para medir
el acuerdo y desacuerdo. La interpretación de
dicho coeficiente es 1 para una concordancia
perfecta, mientras que el puro azar seŕıa un
0. Los valores de este coeficiente se suelen in-
terpretar del siguiente modo. Por debajo de
0, 2 se considera una concordancia pobre; en-
tre 0, 21 y 0, 4 como justa; entre 0, 41 y 0, 6
como moderada; entre 0, 61 y 0, 8 como bue-
na; y por encima de 0, 8 como muy buena.
Es importante notar que el estad́ıstico Kappa
depende de la prevalencia de cada categoŕıa
y su número. En nuestro caso el valor de κ es
de 0, 83 por lo que el nivel de concordancia
se puede considerar como muy bueno.

Figura 3: Porcentaje de datos utilizados para
cada uno de los tres subconjuntos.

Figura 4: Porcentaje de datos de cada nivel
para cada uno de los tres subconjuntos.

Finalmente, se ha desarrollado una aplica-
ción de Gradio que se encuentra alojada en
HuggingFace2 y que permite usar Deep-ELE,
ver Figura 6.

2https://huggingface.co/spaces/joheras/
DeepELE
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Figura 5: Matriz de confusión de Deep-ELE
al ser aplicado al conjunto de test.

4 Perplejidad

En el contexto del procesamiento de lengua-
je natural, la perplejidad es una medida de
lo bien que el modelo de lenguaje predice
una concatenación de palabras. Su uso más
común ha sido para evaluar la calidad de
un modelo de lenguaje (Jurafsky y Martin,
2021). Dado un modelo M y una oración se-
parada en tokens X = (x0x1 . . . xn), la per-
plejidad de X es:

PPL(X) = exp
− 1

n

t∑
i=0

logM(xi|x<i)

donde logM(xi|x<i) es la similitud logaŕıtmi-
ca de la probabilidad asociada al token xi por
el modelo de lenguaje M condicionada a los
tokens previos x<i.

4.1 Pre-procesamiento de los
datos de CAES para el cálculo
de la perplejidad

Del dataset pre-pocesado para Deep-ELE se
excluyeron aquellas oraciones que estuviesen
escritas completamente con mayúsculas, de-
bido a que comprobamos que la perpleji-
dad era muy sensible a ese hecho (por cómo
fue entrenado y evaluado el modelo para el
cálculo de la perplejidad; véase el siguiente
subapartado), y se daŕıa la paradoja de que
para una oración perfecta desde el punto de
vista gramatical se calculase una perplejidad
muy grande.

En este proceso retiramos 228 oraciones
(161 del nivel A1, 34 del nivel A2, 13 del B1,

15 del nivel B2 y 5 del C1), quedándonos con
46556 instancias.

4.2 Modelo para el cálculo de la
perplejidad

Para calcular la perplejidad, utilizamos un
modelo en español para 5-gramas de Kneser-
Ney (Ney, Essen, y Kneser, 1994) implemen-
tado en la libreŕıas KenLM (Heafield, 2023).
Los modelos KenLM (Heafield, 2023) pueden
ser entrenados con diferentes datasets de dis-
tintas lenguas. En nuestro caso, el modelo
en español fue entrenado con datos extráıdos
del corpus de la Wikipedia en español (y es-
to explica la extrema sensibilidad del mode-
lo a las oraciones completamente escritas en
mayúsculas, debido a los procesos de norma-
lización a minúsculas de este corpus de refe-
rencia).

4.3 Resultados sobre la
perplejidad

Nuestros resultados muestran que la perple-
jidad es una métrica que, efectivamente, está
relacionada con los niveles de las distintas
instancias (véase la Figura 7). Las instancias
con menor nivel de competencia tienen un
valor de perplejidad más elevado que las de
nivel superior. Además, como se puede com-
probar en la Figura 8, la perplejidad no solo
discrimina en general, sino que si separamos
por lengua materna, continúa ocurriendo que
las oraciones tienen mayor perplejidad en los
niveles inferiores. Solo en las oraciones cuya
lengua materna es el árabe no se repite esta
situación, ya que el nivel B2 tiene un valor de
perplejidad mayor que los niveles A2 y B1.

5 Conclusiones

En este trabajo se ha estudiado el uso de la
perplejidad y de distintos modelos de apren-
dizaje profundo para evaluar de manera au-
tomática el nivel de competencia de los estu-
diantes de ELE. Ambas aproximaciones han
mostrado su viabilidad para ser empleadas
con tal fin. Para ello se ha utilizado el corpus
CAES, obteniendo con el modelo de aprendi-
zaje profundo un nivel de acuerdo basado en
el coeficiente de Kappa de 0,83 y una accu-
racy de 81,3%, valores similares a los obte-
nidos en otras lenguas. Por su parte, hemos
mostrado que la perplejidad es una métrica
que está correlacionada con el nivel de las
oraciones producidas por las personas apren-
dices.

La perplejidad como herramienta para estimar la asignación de nivel de competencia en escritos de una lengua extranjera

35



Figura 6: Aplicación alojada en HuggingFace para el uso del modelo Deep-ELE.

Figura 7: Media de la perplejidad y el número
de instancias para cada nivel.
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plications, páginas 62–75. Association for
Computational Linguistics.

Metallinou, A. y J. Cheng. 2014. Using
deep neural networks to improve profi-
ciency assessment for children english lan-
guage learners. En Fifteenth Annual Con-
ference of the International Speech Com-
munication Association.

Minaee, S., N. Kalchbrenner, E. Cambria,
N. Nikzad, M. Chenaghlu, y J. Gao. 2021.
Deep learning–based text classification: a
comprehensive review. ACM Computing
Surveys (CSUR), 54(3):1–40.

Narayan, S. y C. Gardent. 2020. Deep
learning approaches to text production.
Synthesis Lectures on Human Language
Technologies, 13(1):1–199.

Ney, H., U. Essen, y R. Kneser. 1994. On
structuring probabilistic dependences in
stochastic language modelling. Computer
Speech & Language, 8(1):1–38.

Paszke, A., S. Gross, F. Massa, A. Le-
rer, J. Bradbury, G. Chanan, T. Killeen,
Z. Lin, N. Gimelshein, L. Antiga, A. Des-
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Resumen: En este artículo se presentan los criterios aplicados para la anotación de la 

negación y del foco de la negación del corpus NoNiRes del catalán. El corpus está 
constituido por 20.600 oraciones procedentes de datasets ya existentes (5.000 oraciones), 

un foro de Internet (10.000 oraciones) y un periódico digital (5.600 oraciones). Se han 

tratado aspectos complejos como son el foco y la gradación de la negación. Se ofrecen 

datos estadísticos exhaustivos sobre las estructuras anotadas. 
Palabras clave: Negación, foco de la negación, anotación de corpus, recursos de 

tecnología lingüística del catalán. 

Resumen: In this article we present the criteria applied for the annotation of negation and 

focus of negation of the corpus NoNiRes of Catalan. The corpus is composed of 20.600 

sentences from existing datasets (5.000 sentences), an Internet forum (10.000 sentences), 

and a digital newspaper (5.600 sentences). Complex aspects such as the focus and the 
gradation of negation have been dealt with. Comprehensive statistical data on the annotated 

structures are provided.  

Keywords: Negation, focus of negation, corpus annotation, Catalan linguistic resources. 

1 Introducción 

En las diversas aplicaciones de Procesamiento 
del Lenguaje Natural (PLN), y muy 

especialmente en la extracción de información, 

existe un interés creciente por el estudio y 
análisis de la negación ya que incide muy 

directamente en el contenido de la información. 

En este artículo se presenta la metodología 

desarrollada para la constitución de un corpus 
del catalán anotado con negación, el corpus 

NoNiRes. 

Como apuntan Jiménez-Zafra et al. (2016), la 
disponibilidad de corpus anotados con negación 

es esencial tanto para llevar a cabo un estudio 

teórico de este fenómeno como para el 
entrenamiento de modelos de inteligencia 

artificial.  

Dado que la forma de expresar la negación es 

diversa según la lengua de que se trate, se hace 

imprescindible disponer de recursos específicos 

para cada una de ellas, puesto que los criterios de 

detección y anotación de la negación no pueden 
aplicarse de forma generalizada.  

Actualmente, la mayoría de corpus de los que 

se dispone son del inglés (Jiménez-Zafra et al. 
2020; Mahany et al., 2022) aunque también 

contamos con algunos corpus del español 

anotados con negación (Jiménez-Zafra et al. 
2020). Sin embargo, hasta la fecha no existía 

ningún corpus del catalán anotado con este tipo 

de información.   

El corpus NoNiRes consta de 20.541 
oraciones extraídas de tres tipos de texto: 

oraciones provenientes de otros conjuntos de 

datos anotados, textos periodísticos formales y 
textos generados por usuarios en un foro de 

Internet (véase sección 3 en este mismo 

artículo).  
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Las directrices utilizadas para la anotación se 

especifican en la Guia d’Anotació de la 

Negació,1 que se presenta en la sección 4 de este 
artículo. Dicha guía se ha elaborado a partir de 

los criterios previamente establecidos en Martí et 

al. (2016) y Taulé et al. (2021). 
En el apartado 2 se presenta un breve estado 

de la cuestión y en el apartado 3 se expone cómo 

se ha constituido el corpus. 
En el apartado 4, además de revisar las 

cuestiones generales acerca de la anotación, se 

analizan los principales problemas encontrados 

durante el proceso de constitución del corpus. En 
concreto, se presentan las decisiones adoptadas 

en lo referente a cuestiones problemáticas como 

la definición del foco de la negación y las 
estructuras que, a pesar de contener una partícula 

negativa, semánticamente no expresan negación. 

Se han incluido, además, expresiones negativas 
que no tienen valor de negación y se presenta 

nuestra propuesta para la resolución de los casos 

en discusión, con especial atención a las 

cuestiones referidas a la idiosincrasia del catalán.  
En el apartado 5 ofrecemos los resultados 

obtenidos tras la anotación del corpus y, 

finalmente, en el apartado 6 proponemos las 
líneas de trabajo futuras. 

 

2 Estado de la cuestión 

2.1 Conceptos preliminares 

Previamente a la presentación de los corpus 

existentes, consideramos necesario esclarecer 
algunos conceptos básicos que caracterizan el 

fenómeno de la negación. 

En primer lugar, desde un punto de vista 
lingüístico, se pueden distinguir diferentes tipos 

de negación: morfológica (derivación: 

“ilógico”), léxica (palabras de base léxica que 
por sí mismas expresan negación: “negar”, 

“ignorar”) y sintáctica (la que se expresa 

mediante marcadores sintácticamente libres: 

“no”, “ni”). 

 
1 Tanto las guías de anotación como el corpus están disponibles bajo licencia 

Creative Commons en la dirección https://zenodo.org/record/7319487. 

2 Los mecanismos de la negación sintáctica (mediante partículas de negación 

independientes) siguen criterios objetivables y claramente definibles (NGLE, 

2009). Para la anotación de la negación léxica y morfológica, en la cual intervienen 

aspectos semánticos, los criterios son más difusos y requieren una fase previa de 

análisis del problema y de toma de decisiones que no se podía abordar en este 

trabajo.  
3 Para este trabajo, se ha considerado que era más relevante y novedosa la 

anotación del foco que la del evento. El evento es un rasgo que, inicialmente, ya 

En segundo lugar, cabe señalar que los 

sistemas de detección de la negación suelen 

centrarse en la identificación de los siguientes 
elementos: 

● los marcadores de negación (negation 

cues), es decir, las palabras que expresan 
la negación. 

● el alcance (scope) de la negación, es 

decir, todos los elementos de la oración 
afectados por la negación. 

● el evento negado (event), es decir, el 

elemento directamente afectado por el 

marcador de negación. 
● el foco (focus), es decir, el elemento que 

se niega de forma más prominente o 

explícita, o la parte del alcance que debe 
entenderse como negada. 

 

En el corpus NoNiRes se ha anotado la 
negación sintáctica2 y, en lo referente a los 

elementos que la constituyen, el marcador, el 

alcance y el foco.3 En el ejemplo 1 aparece una 

negación sintáctica con dichos elementos 
marcados. 

(1) [No hi ha dret]4 

“[No hay derecho]” 

Durante el proceso de anotación, para 

garantizar la consistencia y fiabilidad del 

resultado final, se han realizado pruebas de 

acuerdo entre anotadores, tal y como se explica 
en el apartado 4.1. 

Finalmente, en nuestra aproximación al 

problema utilizamos el concepto de estructura de 
negación para referirnos a aquellos componentes 

sintácticos que contienen alguna forma de 

negación. 
 

2.2 Trabajos previos 

Nuestra aproximación a la anotación de la 
negación se basa en los trabajos realizados 

anteriormente en el marco del PLN y de la 

lingüística de corpus. En el caso de los corpus en 

se abordó en algunos corpus anteriores, aunque no parece una información 

determinante a la hora de interpretar la negación, mientras que el foco aporta 

información con mayor impacto en la interpretación del texto (Blanco y Moldovan, 

2011). 
4  En los ejemplos añadimos una traducción lo más literal posible (T.L.) al 

español para que se aprecie la estructura en catalán. En algunos casos hemos 

optado por una traducción un poco más libre (T.C., traducción conceptual). En 

todos los ejemplos, el marcador se indica en negrita, el foco en cursiva y el alcance 

entre corchetes. 

Laura Tañá Velasco, Montserrat Nofre Maiz, Blanca Calvo Figueras, Carme Armentano-Oller

40



  

español, todos estos trabajos siguen los criterios 

establecidos en la Nueva Gramática de la Lengua 

Española (NGLE, 2009); en el caso del corpus 
en catalán, la referencia es la Gramàtica de la 

llengua catalana del Institut d’Estudis Catalans 

(2016). 
En este subapartado presentaremos de forma 

resumida los corpus anotados con negación en 

inglés y español. Otros trabajos ya ofrecen una 
recopilación exhaustiva de este tipo de recursos, 

e incluyen además corpus en otras lenguas como 

japonés, chino, alemán o italiano (Jiménez-Zafra 

et al., 2020; Mahany et al., 2022). 
Actualmente, al igual que ocurre en otras 

tareas de procesamiento del lenguaje, para 

desarrollar un sistema automático de detección 
de la negación es necesario disponer de datos de 

entrenamiento de calidad, es decir, un corpus de 

un tamaño considerable anotado por expertos 
que incluya toda la información necesaria para 

llevar a cabo las tareas propuestas. 

Dentro de los corpus existentes anotados con 

negación, en Jiménez-Zafra et al. (2020) se 
distingue los que representan la negación de 

forma lógica, utilizando cuantificadores, 

predicados y relaciones, y los que enfocan el 
fenómeno a nivel de cadena, donde el marcador 

de negación y los distintos elementos (alcance, 

evento, foco) se definen como partes del texto. 

En este apartado nos centraremos en estos 
últimos. 

A continuación, mostramos un resumen de 

los principales corpus de lengua general en 
inglés y español anotados con negación. Para 

cada corpus se indica su tamaño, la procedencia 

de los textos, qué tipo de negación se tiene en 
cuenta (sintáctica, morfológica, léxica) y qué 

elementos se han anotado (marcador, alcance, 

evento, foco). 

 
2.2.1 Corpus anotados con negación 

(inglés) 

● Product Review corpus: Formado por 
2.111 oraciones procedentes de reseñas 

de productos extraídas de Google Product 

Research (679 de ellas contenían 
expresiones de negación). Se anotaron de 

forma manual la negación sintáctica: 

marcadores de negación y alcance 

(Councill et al., 2010). 
● PropBank Focus [PB-FOC]: Formado 

por 3.993 expresiones de negación 

contenidas en 3.779 oraciones de la 
sección WSJ del PennTreeBank. Se anotó 

el foco de la negación (únicamente casos 

de negación sintáctica), seleccionando la 

función semántica con mayor 
probabilidad de ser el foco (Blanco y 

Moldovan, 2011).  

● ConanDoyle-neg: Compuesto por 4.423 
oraciones procedentes de narraciones 

escritas por Arthur Conan Doyle, 995 de 

las cuales contiene negaciones. Se 
anotaron los marcadores de negación 

(incluyendo negación sintáctica, 

morfológica y léxica), el alcance y el 

evento (Morante y Daelemans, 2012).  
● SFU ReviewEN: Contiene 17.236 

oraciones procedentes de la página web 

Epinions.com, referidas a diferentes 
dominios, en 3.017 de las cuales aparece 

alguna expresión de negación. Se 

anotaron los marcadores de negación y 
especulación y, en el caso de la negación, 

el alcance. En este corpus se anotó la 

negación sintáctica, pero no la léxica ni la 

morfológica (Konstantinova et al., 2012).  
● Twitter Negation Corpus: Contiene 4.000 

tuits, 539 de los cuales contienen 

expresiones de negación (únicamente se 
tiene en cuenta la negación sintáctica). Se 

anotaron tanto los marcadores de 

negación como el alcance (Reitan et al., 

2015).  
● Deep Tutor Negation [DT-Neg]: 

Formado por 27.785 respuestas de 

estudiantes a un sistema de diálogo sobre 
temas de física, 2.603 de las cuales 

contiene al menos una expresión 

negativa. Las anotaciones corresponden a 
los marcadores de negación, el alcance y 

el foco. Se anotó la negación sintáctica y 

léxica, pero no la morfológica (Banjade y 

Rus, 2016).  
● SFU Opinion and Comments [SOCC]: El 

corpus original contiene 10.339 artículos 

de opinión junto con sus 663.173 
comentarios, extraídos del diario 

canadiense The Globe and Mail durante 

un periodo de cinco años (enero 2012-
diciembre 2016), del cual se 

seleccionaron 1.043 comentarios para 

anotar el marcador de negación, el foco y 

el alcance. Se tuvo en cuenta la negación 
sintáctica, así como algunos verbos y 

adjetivos que indican la negación. 

(Kolkhatar et al., 2019)  
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2.2.2 Corpus anotados con negación 

(español) 

● UAM Spanish Treebank: El corpus inicial 
estaba formado por 1.500 oraciones 

extraídas de artículos de periódicos, que 

fueron anotadas sintácticamente. 
Posteriormente, el corpus se enriqueció 

con la anotación de la negación: solo 160 

oraciones contenían negaciones. Se 
anotaron los marcadores de negación y el 

alcance, y se tuvo en cuenta la negación 

sintáctica, pero no la léxica ni la 

morfológica (Moreno et al., 2013). 
● SFU ReviewSP-NEG: Se trata de la 

versión para el español del corpus SFU 

Review. Consta de 400 reseñas extraídas 
de la página web Ciao.es que pertenecen 

a diferentes dominios; para cada dominio 

hay 50 opiniones positivas y 50 críticas 
negativas. El total del corpus lo 

componen 9.455 oraciones, 3.022 de las 

cuales contienen al menos un marcador 

de negación. En este corpus se anotaron 
los marcadores de negación, el alcance y 

el evento, y se tuvo en cuenta la negación 

sintáctica pero no la léxica ni la 
morfológica (Jiménez-Zafra et al., 2018).  

● NewsCom: El corpus NewsCom es el 

primer corpus en español en el que se 

anota el foco de la negación, en el que se 
tuvo en cuenta únicamente la negación 

sintáctica. Consta de 2.955 comentarios 

publicados en respuesta a 18 artículos de 
noticias diferentes, obtenidos de 

periódicos en línea entre agosto de 2017 

y mayo 2019, que cubren nueve temas 
(inmigración, política, tecnología, 

terrorismo, economía, sociedad, religión, 

refugiados e inmobiliaria). El 57,80 % de 

los comentarios (un total de 1.708) 
contienen al menos una estructura de 

negación. El número total de estructuras 

de negación anotadas con foco es de 
2.975 (Taule et al., 2021). 

● T-MexNeg: Corpus en español de 

México. Consta de 13.704 oraciones 
procedentes de tuits recogidos entre 

septiembre de 2017 y abril de 2019, 4.895 

 
5 La similitud textual semántica y la implicación textual son tareas que 

evalúan la relación de significado entre pares de frases. En el primer caso, se 

mide el grado de similitud semántica entre las dos frases en una escala de 0 

a 5. En el segundo caso, se anota la relación lógica entre la primera frase y 

la segunda, pudiendo ser de implicación, de contradicción o neutra. 

de las cuales incluye una negación. Se 

anotaron los marcadores de negación, el 

alcance y el evento, solo para casos de 
negación sintáctica (Bel-Enguix et al., 

2021). 

 
Cabe mencionar el corpus NUBes, formado 

por documentación clínica anonimizada, que 

consta de 29.682 oraciones, anotadas con 
negación sintáctica, morfológica y léxica 

(marcador, alcance y evento) e incertidumbre. 

En 7.567 de estas oraciones (25,49 %) aparecen 

estructuras negativas (Lima et al., 2020). 

3 Constitución del corpus 

3.1 Selección de las oraciones 

Para la selección de las oraciones candidatas a 

ser anotadas hemos usado tres fuentes distintas: 

a) oraciones procedentes de otros conjuntos de 
datos anotados, b) oraciones publicadas en un 

foro de Internet y c) oraciones publicadas en un 

periódico digital. Llamaremos a estos 
subconjuntos Datasets, Foros y Periódico, 

respectivamente.  A continuación, describimos 

cada una de estas fuentes. 

 
3.1.1 Oraciones de otros conjuntos de datos 

anotados (subconjunto Datasets) 

Para la anotación del corpus NoNiRes hemos 
seleccionado 5.000 oraciones procedentes de dos 

conjuntos de datos anotados para el catalán ya 

publicados: el STS-ca, anotado por similitud 

semántica, y TECa, anotado por implicación 
textual (Rodriguez-Penagos et al., 2021).5 Esta 

selección nos permite tener un mismo conjunto 

de oraciones con distintos niveles de anotación. 
La media de tokens de las oraciones procedentes 

de estos conjuntos de datos es 10,84 tokens, y 

están escritas en un registro formal. 
 

3.1.2 Oraciones de un foro de Internet 

(subconjunto Foros) 

La segunda fuente de oraciones que hemos usado 
es Racó Forums,6 un corpus de textos publicados 

en el foro de Internet Racó Català, 

anonimizados.7   

6 El corpus Racó Forums está disponible en 

https://huggingface.co/datasets/projecte-aina/raco_forums 
7 https://www.racocatala.cat/forums 
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Estos textos recogen el uso del idioma propio 

de los contenidos generados por usuario, con 

numerosas expresiones coloquiales o, incluso, 
vulgares, errores ortográficos y construcciones 

agramaticales.  

En concreto, hemos seleccionado 10.000 
oraciones de este corpus. Para obtener oraciones 

de características parecidas a las del grupo 

anterior, hemos limitado la selección a las 
oraciones cuya longitud oscila entre 4 y 22 

tokens. De media, estas oraciones tienen 11,08 

tokens. 

 
3.1.3 Oraciones publicadas en un periódico 

digital (subconjunto Periódico) 

El resto de las oraciones (5.600) del corpus 
NoNiRes se seleccionaron a partir de noticias del 

periódico digital VilaWeb.8  

Para asegurar que en el corpus hubiera un 
mínimo de oraciones negativas, se seleccionaron 

2.800 de entre las que contenían alguno de los 

marcadores de negación identificados en el 

grupo de oraciones procedentes de otros 
conjuntos de datos anotados.9  

El resto de las oraciones fueron seleccionadas 

al azar, sin determinar una longitud máxima, 
aunque, para evitar la selección de titulares que 

podrían ser oraciones incompletas, se eligieron 

oraciones con un mínimo de 4 tokens. Como 

resultado, las oraciones de esta fuente son más 
largas, con una longitud máxima de 142 tokens, 

y una media de 27,65 tokens. Como el primer 

conjunto, el registro lingüístico de estas 
oraciones es formal. 

 

4 Anotación del corpus 

Como ya se ha explicado en el apartado 1, en el 

corpus NoNiRes se ha anotado la negación 

sintáctica y, en lo referente a los elementos que 
la constituyen, el marcador, el alcance y el foco. 

Para la anotación del corpus NoNiRes se ha 

usado la plataforma Prodigy, que permite hacer 
una anotación manual de spans. Mediante las 

etiquetas <CUE>, <SCOPE> y <FOCUS> se ha 

anotado el marcador de negación, el alcance y el 

foco. 
A continuación, explicamos el proceso de 

anotación y detallamos las cuestiones centrales 

de las guías de anotación. 

 
8 Periódico digital VilaWeb: https://www.vilaweb.cat/ 

9 Los marcadores identificados fueron: "cap", "cap més", "encara 

menys", "enlloc", "excepte", "gaire", "gens", "mai", "menys", "molt", "ni", 

4.1 Acuerdo entre anotadores 

Con el objetivo de comprobar el funcionamiento 
de la plataforma escogida para la tarea de 

anotación y verificar la aplicación de los criterios 

establecidos, en la fase inicial se anotó en 
paralelo un pequeño subconjunto de 50 frases, a 

cargo de dos anotadores expertos (el porcentaje 

de acuerdo para esta pequeña muestra fue del 

87 %, k= 0,67).  
Tras este proceso inicial, se actualizó la guía 

de anotación. 

El grueso de la anotación corrió a cargo de un 
anotador experto principal. Los casos 

conflictivos o dudosos se discutían de forma 

regular por el anotador principal, el segundo 
anotador experto y una lingüista especialista en 

PLN y anotación de corpus. 

Cabe destacar que, tras la primera fase, la 

guía ya no tuvo que ser modificada durante el 
resto del proceso de anotación, lo que corrobora 

la adecuación de los criterios establecidos para 

la tarea. 
 

 

4.2 Criterios de anotación 

Como se ha expuesto en el apartado 2, nos hemos 

centrado en la anotación de la negación 

sintáctica y de los diferentes elementos que 
conforman la negación: hemos anotado el 

marcador de negación (cue), el alcance (scope) y 

el foco (focus). 

En nuestra aproximación, entendemos por 
marcador de negación aquella palabra o grupo de 

palabras que identifica que estamos ante un 

hecho o afirmación negados. En general, 
pertenecen a categorías cerradas como son los 

adverbios, los determinantes y los pronombres, 

pero es necesario tener en cuenta que también 
hay marcadores adverbiales de base léxica. Por 

ejemplo, la expresión “en ma vida” (“en toda mi 

vida”) funciona como un adverbio y es 

equivalente al marcador adverbial “mai” 
(“nunca”), pero no contiene ningún indicio de 

expresión de la negación.  

Son ejemplos de marcadores de negación en 
catalán los adverbios “no” y “mai” (“nunca”), el 

pronombre “ningú” (“nadie”), la conjunción “ni” 

y el determinante “cap” (“ningún”), entre otros. 

"ningú", "no", "no només", "només", "pas", "re", "res", "res més", "sense", 

"tampoc", "tan", "tret".  
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Hay que tener en cuenta que se dan casos de 

marcadores discontinuos que forman parte de 

una sola estructura de negación (ejemplo 2). 
 

(2) [No hi ha cap problema] 

“[No hay ningún problema]” 

 

El alcance se suele definir como la máxima 

unidad sintáctica que se encuentra afectada por 
el marcador de negación (Morante y Sporleder, 

2012). Se trata de una definición vaga que se 

suele interpretar de manera libre, por lo cual en 

los corpus puede estar representado de diferentes 
formas. Existen dos tendencias en la anotación 

del alcance: una que incluye el marcador de 

negación y el sujeto del predicado verbal 
afectado por la negación, y otra que excluye 

dichos elementos. 

En nuestro sistema de anotación hemos 
incluido dentro del alcance tanto el marcador 

como el sujeto del predicado verbal negado 

(subrayados en el ejemplo 3). 

 

(3) [Ells tampoc ho fan amb nosaltres] 

“[Ellos tampoco lo hacen con nosotros]” 

 
El foco es la parte del alcance más explícita o 

prominentemente negada (Huddleston y Pullum, 

2002). Se trata de un elemento especialmente 

difícil de identificar, ya que no siempre se 
dispone de indicadores lingüísticos formalmente 

explicitados para su detección. Puede estar 

determinado por la semántica de las palabras o 
las intenciones comunicativas, y depender de 

información paralingüística.  

En el corpus NoNiRes, para la anotación del 
foco, hemos partido de los criterios de Taulé et 

al. (2021) aplicados al corpus NewsCom, el 

primer y único corpus en español que anota el 

foco.  
 

4.3 El foco de la negación en catalán 

Puesto que el foco de la negación es un 

componente especialmente difícil de identificar, 

lo tratamos de manera específica en este 

apartado. 
Para la identificación del foco de la negación 

partimos del criterio del elemento más oblicuo, 

según el cual el candidato más probable para ser 
interpretado como foco es el constituyente más 

oblicuo, de acuerdo con Taulé et al. (2021). Esta 

decisión se fundamenta en el hecho de que el 

elemento más oblicuo explicita información no 

requerida sintácticamente por el predicado, es 
decir, no constituye un argumento verbal, de 

modo que, si no tuviese un valor informativo 

relevante, no se explicitaría. 
Generalmente el elemento oblicuo es un 

complemento circunstancial o un adjunto 

oracional (ejemplo 4). 
 

(4) Però [tàcticament no ho eren tant].  

“Pero [tácticamente no lo eran tanto].” 

 

4.3.1 Casos con más de un candidato a foco 

Es frecuente que en una misma oración nos 

encontremos con más de un adjunto y por lo 
tanto con más de un candidato a foco de la 

negación. En estos casos uno de los dos adjuntos 

suele ser una expresión temporal (subrayada en 
el ejemplo 5). Cuando esto sucede se genera una 

ambigüedad, ya que hay más de un elemento 

susceptible de ser interpretado como foco de la 

negación. 
En estos casos, hemos decidido considerar 

que la expresión temporal define el marco 

temporal en el que se realiza el foco de la 
negación y, por tanto, hemos anotado como foco 

el otro adjunto oracional, de acuerdo con Tañà 

(2021). 

 

(5) [De vegades, en el bosc no havia 

escombres].  

“[A veces, en el bosque no había 

escobas].”  

 

4.3.2 Foco elíptico 

Existen oraciones (ejemplo 6) que contienen un 

marcador de negación cuyo foco se halla en una 

oración anterior que, dadas las características del 

corpus, no es recuperable. En estos casos, 
consideramos que el foco es elíptico y que el 

alcance está formado únicamente por el 

marcador de negación. 
 

(6) [No], tu amb ella i jo amb ell 

“[No], tú con ella y yo con él 
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En el ejemplo, se sobreentiende que “no” 

responde a una intervención anterior que no 

podemos recuperar y es la que contiene el foco 
de negación. 

 

4.4 Casos especiales 

Incluimos en este apartado las oraciones con 

gradación de la negación, el uso del adverbio 

“pas” y aquellas estructuras que, a pesar de 
contener una partícula negativa, semánticamente 

no expresan negación (subrayadas en los 

ejemplos 13 a 19).  
En el corpus NoNiRes, este tipo de 

construcciones son especialmente frecuentes en 

las oraciones procedentes de foros de Internet. 
 

4.4.1 Gradación de la negación 

Algunas oraciones (ejemplos 7, 8 y 9) contienen 

un marcador de negación (por ejemplo, el 
adverbio “no”) y un segundo elemento que 

expresa una gradación de la negación, es decir, 

que la potencia o atenúa. 

 

(7) Sort que [ja no hi havia gaire gent]...   

“Suerte que [ya no había mucha 

gente]...” 

(8) [Encendre un foc no hauria de ser 

gaire difícil]. 

“[Encender un fuego no debería ser muy 

difícil]." 

(9) [Aquest tercer treball no tingué una 

crítica tan bona com els anteriors] 

“[Este tercer trabajo no tuvo una crítica 

tan buena como los anteriores]” 

 
“Gaire” y “tan” son cuantificadores que 

indican un grado no absoluto de negación. 

Cuando aparecen, hemos optado por anotarlos 

como marcadores discontinuos de negación y 
considerar como foco de la negación el elemento 

que queda afectado. 

 

 

4.4.2 Uso de “pas” 

Un aspecto característico del catalán es el uso del 
adverbio “pas” como componente de las 

expresiones negativas (ejemplos 10 y 11). Su 

función es la de reforzar la negación. En la 

actualidad, su uso, especialmente en la lengua 

oral, ha decrecido.  

 

(10) [No hem de pensar pas que Déu ens 

castiga]. 

“[No debemos pensar Ø que Dios nos 

castiga].” 

 

(11) Però [en qüestions d’amor, no 

escullo pas bàndols]. 

“Pero [en cuestiones de amor, no elijo Ø 

bandos].” 

 
En nuestro caso, hemos anotado estos casos 

como marcadores de negación discontinuos, de 

forma similar a la que se anotan en corpus en 
francés, como en el ejemplo 12, donde “n’” y 

“pas” se consideran un marcador discontinuo. 

(Seminck, s.f.). 
 

(12) Ils n’ont pas conduit jusqu’au pont 

 

4.4.3 Expresiones lexicalizadas  

Se trata de expresiones que contienen una 

partícula negativa y que se han lexicalizado, con 

lo cual han perdido el valor negativo y han 
adquirido otro tipo de significado (ejemplos 13 y 

14, donde se subrayan dichas expresiones). 

 

(13) Acaben dient si fa o no fa el mateix 

“Acaban diciendo más o menos lo 

mismo” 

(14) El referèndum el vol convocar tan sí 

com no 

“El referéndum lo quiere convocar sí o 

sí” 

 

4.4.4 Partículas expletivas de negación 

Se trata de partículas que originariamente 
expresan negación pero que en el contexto en el 

que aparecen no tienen ningún valor semántico. 

Son formas expletivas redundantes (en el 

ejemplo 15 se subraya uno de dichos casos). 
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(15) RCat treurà més vots que no pas SCI  

“RCat sacará más votos que Ø SCI” 

 

4.4.5 Expresiones con valor contrastivo o 

de contraposición  

Se trata de expresiones que introducen una 
corrección, añaden información nueva o 

contraponen respecto de un límite (ejemplo 16, 

subrayado). 

 

(16) És una pocasoltada que no té cap 

més objectiu que crear confusió.  

“Es una tontería que no tiene Ø otro 

objetivo que crear confusión” 

 

4.4.6 El uso retórico discursivo del lenguaje 

En estos casos la partícula negativa (subrayada 

en el ejemplo 17) se usa con un valor 

pragmático/comunicativo. 

 

(17) T’agrada la pel·lícula, no? 

“Te gusta la película, ¿no?” 

 

4.4.7 Doble negación 

El fenómeno de la doble negación tiene lugar 

cuando en una misma oración aparecen dos o 
más palabras que expresan negación (Espinal y 

Tubau, 2010). 

Generalmente encontramos un adverbio de 
negación y un verbo con contenido semántico 

negativo que cancela el valor del adverbio (por 

ejemplo, ‘negar’ y ‘descartar’). En los ejemplos 

18 y 19 se subrayan algunos casos. 

 

(18) Ningú no podrà negar que és 

original.  

“Nadie Ø podrá negar que es original.” 

(19) Els Mossos d’Esquadra no descarten 

més detencions.  

“Los Mossos d’Esquadra no descartan 

más detenciones.” 

 
10  En el proceso de anotación se descartaron 59 frases que 

resultaban incomprensibles. 

5 Resultados 

El corpus NoNiRes consta de 20.541 oraciones 
anotadas,10 que incluyen 5.182 estructuras de 

negación contenidas en 4.488 oraciones, lo que 

representa un 21,85 % del total de las oraciones 
del corpus. De estas 4.488 oraciones, 3.881 

contienen una sola estructura negativa, 532 

contienen dos estructuras de negación, y las 75 

restantes contienen más de dos estructuras 
negativas.  

El 21,73 % de los marcadores de negación 

detectados son discontinuos, como en el ejemplo 
20. 

 

(20) No tinc casa ni cotxe  

“No tengo casa ni coche” 

 

En cuanto al alcance, este incluye, de media, 

el 50,31 % de tokens de las frases anotadas (8,56 
tokens de media). Por lo que refiere al foco, se 

ha anotado en un 98 % de aparición de 

marcadores de negación, y la distancia media 
entre el marcador y el foco es de 1,65 tokens.  

Los marcadores de negación más usados en 

el corpus son “no” (3.302 ocurrencias), “sense” 

(“sin”, 328 ocurrencias), “no [...] cap” (“no [...] 
ninguno/a”, 239 ocurrencias), “no [...] res” (“no 

[...] nada”, 154 ocurrencias) y “ni” (112 

ocurrencias). En el Anexo 1 se muestra la lista 
de los marcadores más usados. 

Dado que nuestro corpus contiene tres 

subconjuntos de datos tomados de diferentes 
fuentes, conviene observar los resultados de 

estas tres fuentes por separado. Las Tablas 1 y 2 

contienen las estadísticas para cada una de 

dichas fuentes.  
En primer lugar, podemos comparar las 

oraciones procedentes de Datasets y de Foros, ya 

que son oraciones de una longitud similar, que se 
han obtenido sin realizar ningún filtro por 

marcadores, pero de registros lingüísticos 

distintos (formal frente a generado por usuario). 
En estos conjuntos observamos que las oraciones 

que contienen alguna estructura negativa 

suponen, proporcionalmente, más del doble en 

las oraciones de Foros (21,6 %) que en las de 
Datasets (8,15 %). Esto se acentúa todavía más 

en las oraciones que contienen dos estructuras 

negativas, cuatro veces más frecuentes en las 
oraciones procedentes de foros (2,67 %) que en 
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las procedentes de conjuntos de datos (0,66 %). 

Finalmente, mientras que en las oraciones de 

Datasets solo hay una oración con más de dos 
estructuras negativas, en las oraciones de Foros 

encontramos hasta 23 ejemplos.  

Aunque, en principio, las oraciones del 
subconjunto Periódico deberían tener 

características parecidas a las del subconjunto 

Datasets, ya que ambos contienen lenguaje 
formal, no se pueden comparar en términos de 

cantidad de estructuras negativas, ya que se trata 

de oraciones considerablemente más extensas y 

a las que se ha aplicado un filtro previo por 
marcadores. No obstante, sí podemos comparar 

algunos rasgos de sus estructuras negativas. 

Mientras que en las oraciones de lenguaje formal 
(Datasets y Periódico) la distancia media entre 

foco y marcador es de 1,80 y 1,96 tokens, 

respectivamente, en las oraciones de Foros, 
generadas informalmente por usuarios, la 

distancia media entre foco y marcador se reduce 

a 1,32 tokens. También es reseñable la diferencia 

en cuanto al número de estructuras negativas con 
foco elíptico: en Foros representan un 2,82 % del 

total de estructuras negativas, mientras que en 

Datasets y Periódico suponen el 1,05 % y el 
1,40 % respectivamente.  

En cuanto al uso de marcadores, destacan 

algunas diferencias entre los subconjuntos de 

lenguaje formal y el de Foros. Por un lado, 
observamos que el uso de “sense” (“sin”) es más 

frecuente en el lenguaje formal (3,34 % de las 

estructuras negativas en Foros frente a un 8,4 % 
y un 8,97 % en Datasets y Periódico, 

respectivamente). Por el contrario, el marcador 

“ni” es más frecuente en el lenguaje generado 
por usuarios (3,18 % de las estructuras negativas 

en Foros frente 0,63 % y 1,40 % en Datasets y 

Periódico, respectivamente). Las listas de los 

marcadores más frecuentes por fuente pueden 
consultarse en los anexos 2, 3 y 4. 

A continuación, se resumen todos estos datos 

en las Tablas 1 y 2.11 
 

 

 
 

 

 

 
 

 
11 En el Anexo 5 se ofrece una comparación con los datos obtenidos a 

partir del corpus NewsCom. 

 Total Datasets Foros Periód 

Orac. 20.541 4.993 9.990 5.558 

Tokens/ 

oración 

(media) 

15,50 10,84 11,08 27,65 

Orac. 

con 

alguna 

estr. 

neg. 

(%) 

4.488 

(21,85) 

441 

(8,83) 

2.104 

(21,06) 

1.943 

(34,95) 

1 estr. 

neg. 

(%) 

3.881 

(18,8) 

407 

(8,15) 

1.814 

(18,1) 

1.660 

(29,8) 

2 estr. 

neg. 

(%) 

532 

(2,59) 

33  

(0,66) 

267 

(2,67) 

232 

(4,17) 

>2 estr. 

neg. 

(%) 

75 

(0,37) 

1  

(0,02) 

23  

(0,23) 

51  

(0,92) 

Tabla 1: Datos referentes a las oraciones del 

corpus por fuente de procedencia. 

 Todas Datasets Foros Periód 

Estr.  

Neg. 

5.182 476 2.420 2.286 

Discont. 

(%) 

1.126 
(21,73) 

110 
(23,11) 

526 
(21,74) 

490 
(21,43) 

Tokens 

alcance 

(%) 

8,56 

(50,31) 

6,98 

(64,70) 

6,84 

(56,71) 

10,71 

(40,53) 

Foco 

elíptico 

(%) 

105 
(2,02) 

5  
(1,05) 

 68 
(2,81) 

32 
(1,40) 

Distancia 

media 

(tokens) 

foco/ 

marcador 

1,65 1,80 1,32 1,96 

Tabla 2: Datos referentes a las estructuras 

negativas del corpus por fuente de procedencia. 
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6 Conclusiones y futuras líneas de 

trabajo 

En este artículo hemos presentado los criterios 

para la anotación de la negación en catalán 

partiendo de Martí et al. (2016) y Taulé et al., 
(2021). Nos hemos centrado principalmente en 

el foco de la negación, puesto que se trata de un 

elemento cuya identificación resulta difícil, ya 
que puede estar determinado por la semántica de 

las palabras y las intenciones comunicativas, y 

depender de información extralingüística.  
Hemos tratado también la gradación de la 

negación, el uso típico del catalán del adverbio 

“pas” y diversos casos de oraciones que, a pesar 

de contener una partícula negativa, no expresan 
negación.  

El corpus NoNiRes es, por lo tanto, el primer 

corpus del catalán anotado con negación que 
incluye el marcador, el foco y el alcance. El 

corpus está formado por 20.541 oraciones, un 

21,65 % de las cuales contienen estructuras 
negativas. La mitad de las oraciones 

corresponden a textos generados por usuarios en 

foros (subconjunto Foros), un cuarto procede de 

conjunto de datos ya existentes (Datasets), y otro 
cuarto de las oraciones se han obtenido de un 

periódico digital (Periódico). Comparando los 

dos primeros conjuntos, hemos observado que 
las estructuras de negación son más abundantes 

en los textos generados por usuarios. 

NoNiRes constituye un recurso lingüístico 

interesante para estudiar el uso de la negación en 
los distintos dominios del lenguaje. Como 

futuras líneas de trabajo podemos apuntar el uso 

de este corpus para entrenar y evaluar modelos 
de detección automática de la negación. 

Adicionalmente, también proponemos estudiar 

la relación entre negación y 
factualidad/contrafactualidad, como en el caso 

de los enunciados no declarativos expresados 

mediante una negación. 

Agradecimientos 

Agradecemos a Racó Català la cesión de sus 

datos, que han sido usados para la recolección de 
frases generadas por usuarios.  

Agradecemos la implicación y el apoyo de la 

profesora M. Antònia Martí (Universitat de 

Barcelona, CLiC-Centre de Llenguatge i 
Computació) durante todo el proceso de 

anotación y de elaboración del artículo. 

Agradecemos también el asesoramiento de 
Carlos Gerardo Rodriguez Penagos y Ona de 

Gibert (BSC-Barcelona Supercomputing 

Center). 

Este trabajo ha sido financiado por CLiC, 
Centre de Llenguatge i Computació, grupo de 

investigación consolidado por la Generalitat de 

Catalunya (2021 SGR 00313), y por el 
Departament de la Vicepresidència i de 

Polítiques Digitals i Territori de la Generalitat de 

Catalunya, dentro del marco del Projecte AINA. 

Bibliografía 

Armengol-Estapé, J., C. Pío Carrino, C. 

Rodriguez-Penagos, O. de Gibert Bonet, C.  
Armentano-Oller, A. Gonzalez-Agirre, M. 

Melero, y V. Villegas 2021. Are Multilingual 

Models the Best Choice for Moderately 
Under-resourced Languages? A 

Comprehensive Assessment for Catalan. 

Findings of the Association for 

Computational Linguistics: ACL-IJCNLP 

2021, 4933–4946. 

Banjade, R., y V. Rus. 2016. DT-Neg: Tutorial 

dialogues annotated for negation scope and 
focus in context. Proceedings of the Tenth 

International Conference on Language 

Resources and Evaluation (LREC 2016), 

3768–3771. 

Bel-Enguix, G., H. Gómez-Adorno, A. Pimentel, 

S.-L. Ojeda-Trueba, y B. Aguilar-Vizuet. 

Negation Detection on Mexican Spanish 
Tweets: The T-MexNeg Corpus. Applied 

Sciences, 11: 3880. 

Blanco, E., y D. Moldovan. 2011. Semantic 
representation of negation using focus 

detection. Proceedings of the 49th Annual 

Meeting of the Association for 

Computational Linguistics: Human 

Language Technologies, 581–589. 

Councill, I. G., R. McDonald, y L. Velikovich. 

2010. What’s great and what’s not: Learning 
to classify the scope of negation for improved 

sentiment analysis. Proceedings of the 

Workshop on Negation and Speculation in 

Natural Language Processing, 51–59. 

Gramàtica de la llengua catalana. 2016. 

Barcelona: Institut d’Estudis Catalans. 

Jiménez-Zafra, S. M., M. T. Martín-Valdivia, L. 
A. Ureña López, M. A. Martí, y M. Taulé. 

2016. Problematic Cases in the Annotation of 

Negation in Spanish. Proceedings of the 
Workshop Extra-Propositional Aspects of 

Laura Tañá Velasco, Montserrat Nofre Maiz, Blanca Calvo Figueras, Carme Armentano-Oller

48

https://aclanthology.org/2021.findings-acl.437
https://aclanthology.org/2021.findings-acl.437
https://aclanthology.org/2021.findings-acl.437
https://aclanthology.org/2021.findings-acl.437
http://www.aclweb.org/anthology/W16-5006
http://www.aclweb.org/anthology/W16-5006


  

Meaning in Computational Linguistics 

(ExProM-2016): 45-48.  

Jiménez-Zafra, S. M., R. Morante, M. T. Martín-
Valdivia, y L. A. Ureña-López. 2018. A 

review of Spanish corpora annotated with 

negation. Proceedings of the 27th 
International Conference on Computational 

Linguistics, 915–924. 

Jiménez-Zafra, S. M., M. Taulé, M. T. Martín-
Valdivia, L. A. Ureña-López, y M. A. Martí. 

2018. SFU ReviewSP-NEG: A Spanish 

corpus annotated with negation for sentiment 

analysis. A typology of negation patterns. 
Language Resources and Evaluation, 

52(2):533–569. 

Jiménez-Zafra, S. M., R. Morante, M. T. Martín-
Valdivia, y L. A. Ureña-López. 

2020. Corpora Annotated with Negation: An 

Overview. Computational Linguistics, 

46(1):1–52. 

Kolhatkar, V., H. Wu, L. Cavasso, E. Francis, K. 

Shukla, y M. Taboada. 2019. The SFU 

opinion and comments corpus: A corpus for 
the analysis of online news comments. 

Corpus Pragmatics, 1–36. 

Konstantinova, N., S. C. M. De Sousa, N. P. Díaz 
Cruz, M. J. Maña Lopez, M. Taboada, y R. 

Mitkov. 2012. A review corpus annotated for 

negation, speculation and their scope. 

Proceedings of the Eighth International 
Conference on Language Resources and 

Evaluation, 3190–3195. 

Lima López, S., Pérez, N., Cuadros, M. y Rigau. 
G. 2020. NUBes: A Corpus of Negation and 

Uncertainty in Spanish Clinical Texts. 

Proceedings of the Twelfth Language 
Resources and Evaluation Conference, 

5772–5781. 

Mahany, A., H. Khaled, N. Sabri, N. Aljohani, y 

S. Ghoniemy. 2022. Negation and 
Speculation in NLP: A Survey, Corpora, 

Methods, and Applications. Applied 

Sciences. 12: 5209.  

Martí, M. A., M. T. Martín-Valdivia, M. Taulé, 

S. M. Jiménez-Zafra, M. Nofre, y L. Marsó. 

2016. La negación en español: análisis y 
tipología de patrones de 

negación. Procesamiento del Lenguaje 

Natural, 57: 41-48. 

Morante, R., y W. Daelemans. 2012. 
ConanDoyle-neg: Annotation of negation in 

Conan Doyle stories. Proceedings of the 

Eighth International Conference on 

Language Resources and Evaluation, 1563–

1568. 

Morante, R. y C. Sporleder. 2012. Modality and 

Negation: An Introduction to the Special 
Issue. Computational Linguistics, 38: 223-

260. 

Moreno, A., S. López, F. Sánchez, y R. 
Grishman. 2003. Developing a syntactic 

annotation scheme and tools for a Spanish 

treebank. Treebanks, 149–163. 

Nueva Gramática de la Lengua Española. 2009. 

Espasa Libros. 

Reitan, J., J. Faret, B. Gambäck, B., y L. 

Bungum. 2015. Negation Scope Detection 
for Twitter Sentiment Analysis. Proceedings 

of the 6thWorkshop on Computational 

Approaches to Subjectivity, Sentiment and 

Social Media Analysis, 99–108. 

Rodriguez-Penagos, C., C. Armentano-Oller, M. 

Villegas, M. Melero, A. Gonzalez, A., O. de 

Gibert Bonet, y C. Carrino Pio. 2021. The 
Catalan Language CLUB. arXiv preprint 

arXiv: 2112.01894.  

Seminck, O. (s. f.). Guide d’Annotation corpus 
FReND. 

https://hackmd.io/@xcEOEFWUR1aRl-

Zrtx-lWA/BJav8DMJq#Outil-

d%E2%80%99annotation [Recuperado 6 de 

marxo de 2023]. 

Tañá, L. 2021. Anotació del focus de la negació 

i de la temporalitat en informes mèdics. 
[Treball de Fi de Màster, Universitat de 

Barcelona]. Dipòsit Digital de la Universitat 

de Barcelona.  

Taulé, M., M. Nofre, M. González, y M. A. 

Martí. 2021. Focus of negation: Its 

identification in Spanish. Natural Language 

Engineering, 27(2): 131-152.  

Tubau, S., y M. T. Espinal. 2010. Doble negació 

dins l’oració simple en català. Estudis 

Romànics, 34: 145-164. 

Wilson, T., J. Wiebe, y P. Hoffmann. 2005. 

Recognizing contextual polarity in phrase-

level sentiment analysis. Proceedings of the 
Conference on Human Language Technology 

and Empirical Methods in Natural Language 

Processing, 347–354. 

 

NoNiRes: Corpus del catalán anotado con negación

49

https://aclanthology.org/2020.cl-1.5
https://aclanthology.org/2020.cl-1.5
https://aclanthology.org/2020.lrec-1.708
https://aclanthology.org/2020.lrec-1.708
http://journal.sepln.org/sepln/ojs/ojs/index.php/pln/article/view/5335/3148
http://journal.sepln.org/sepln/ojs/ojs/index.php/pln/article/view/5335/3148
http://journal.sepln.org/sepln/ojs/ojs/index.php/pln/article/view/5335/3148


 

A Anexo 1:  Marcadores de negación 

más frecuentes en las oraciones del 

corpus 

 

Marcador Ocurrencias % 

no 3.302 63,72 

sense 328 6,33 

no… cap 239 4,61 

no… res 154 2,97 

ni 112 2,16 

no… ni 87 1,68 

no… pas 69 1,33 

tampoc 51 0,98 

mai 49 0,95 

cap 49 0,95 

 

 

B Anexo 2: Marcadores de negación más 

frecuentes en las oraciones 

procedentes de Datasets 

 

Marcador Ocurrencias % 

no 302 63,45 

sense 40 8,40 

no… cap 25 5,25 

no… res 19 3,99 

no… mai 9 1,89 

no… gaire 7 1,47 

no… ni 6 1,26 

tampoc 6 1,26 

no… pas 6 1,26 

no… ningú 4 0,84 

C Anexo 3: Marcadores de negación más 

frecuentes en las oraciones 

procedentes de Foros 

 

Marcador Ocurrencias % 

no 1.546 63,88 

no… res 100 4,13 

no… cap 84 3,47 

sense 83 3,43 

ni 77 3,18 

no… ni 43 1,78 

mai 33 1,36 

tampoc 31 1,28 

no… gaire 31 1,28 

no… pas 27 1,12 

 

D Anexo 4: Marcadores de negación más 

frecuentes en las oraciones 

procedentes de Periódico 

 

Marcador Ocurrencias % 

no 1.454 63,60 

sense 205 8,97 

no… cap 130 5,69 

no… ni 38 1,66 

no… pas 36 1,57 

no… res 35 1,53 

ni 32 1,40 

cap 29 1,27 

no… mai 23 1,01 

tampoc… no 21 0,92 
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E Anexo 5: Comparación entre los datos 

obtenidos en los corpus NoNiRes y 

NewsCom 

 

 NoNiRes NewsCom 

Oraciones 20.541 4.980 

Oraciones con 

alguna estr. 

de negación 

 

4.488  

(21,85 %) 

2.247  

(45,12 %) 

Total estr. de 

negación  

5.182 2.975 

Marc. 

discont. 

1.126  

(21,73 %) 

694  

(20,23 %) 

Foco elíptico 105  

(2,2 %) 

161  

(5,41 %) 
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Detección y clasificación de falacias protot́ıpicas y
espontáneas en español

Detection and classification of prototypical and spontaneous
fallacies in Spanish

Fermı́n L. Cruz, José A. Troyano, Fernando Enŕıquez, F. Javier Ortega
Departamento de Lenguajes y Sistemas Informáticos

Universidad de Sevilla, España
{fcruz, troyano, fenros, javierortega}@us.es

Resumen: El empleo de falacias en el seno de los debates públicos en contextos
poĺıticos, sanitarios, económicos y sociales supone un perjuicio en tanto que dificulta
el entendimiento entre las partes y facilita la manipulación de la opinión pública
y la propagación de desinformación. Recientemente, han aparecido conjuntos de
datos que aglutinan falacias de distintos tipos, lo que habilita la experimentación en
tareas como la clasificación automática de falacias. En este trabajo, presentamos el
primer corpus de falacias en español, con dos secciones diferenciadas: una formada
por ejemplos protot́ıpicos extráıdos de materiales educativos, y otra por ejemplos
espontáneos extráıdos de comentarios on-line a noticias. Ambas secciones incluyen
ejemplos de textos no falaces, de temática similar. Los resultados preliminares al
abordar las tareas de detección y clasificación usando el recurso que hemos creado
muestran que se trata de una tarea desafiante (especialmente cuando se centra en
falacias espontáneas) que podŕıa ser buena candidata para formar parte de las tareas
con las que se evalúan los últimos avances en modelos de lenguaje.
Palabras clave: Recursos lingǘısticos, clasificación y detección de falacias, ajuste
de modelos de lenguaje.

Abstract: The use of fallacies in public debates in political, health, economic and
social contexts is detrimental in that it hinders understanding between the parties
and facilitates the manipulation of public opinion and the propagation of misinfor-
mation. Recently, datasets containing various types of fallacies have become avai-
lable, allowing experimentation in tasks such as automatic fallacy classification. In
this paper, we present the first corpus of fallacies in Spanish, with two distinct sec-
tions: one formed by prototypical examples extracted from educational materials,
and the other by spontaneous examples extracted from on-line comments to news
items. Both sections include examples of non-fallacious texts of similar subject mat-
ter. Preliminary results on the detection and classification tasks using the corpus we
have created show that it is a challenging task (especially when focused on sponta-
neous fallacies) that could be a good candidate to be part of the tasks with which
the latest advances in language models are evaluated.
Keywords: Linguistic resources, Fallacy classification and detection, Language mo-
del tuning.

1 Introducción

Las falacias lógicas, argumentales o argumen-
tativas (en adelante, falacias) son argumen-
tos que parecen válidos pero que no lo son
(Tindale, 2007). La invalidez de un único ar-
gumento da lugar a ĺıneas de razonamiento
erróneas, a pesar de que el resto de argu-
mentos sean sólidos. Esto hace que la identi-
ficación de falacias sea una cuestión especial-
mente interesante y necesaria, ya que ayu-

daŕıa a desactivar un mecanismo realmente
pernicioso en el seno de los debates públi-
cos en diversos contextos (poĺıtico, sanitario,
económico y social, entre otros). El uso de fa-
lacias en estos contextos, con o sin intencio-
nalidad, suponen un claro perjuicio en el pro-
ceso comunicativo, dando lugar a situaciones
indeseables como el eqúıvoco, la desviación
de la atención, el refuerzo de prejuicios y es-
tereotipos, o incluso la manipulación del dis-
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curso, contaminando los debates y facilitan-
do la propagación de noticias falsas y otros
fenómenos de desinformación. Estos fenóme-
nos tienen una gran repercusión en la socie-
dad y son por ello un problema de creciente
interés (Allcott y Gentzkow, 2017; Vosoughi,
Roy, y Aral, 2018; Kouzy et al., 2020). En
ocasiones, las noticias falsas y las teoŕıas de
la conspiración se basan precisamente en el
uso de falacias (Langguth et al., 2023). La
disponibilidad de sistemas automáticos que
permitieran detectar el uso de falacias facili-
taŕıa la moderación de contenidos en la web,
y, desde un punto de vista educativo, permi-
tiŕıa reforzar la capacidad cŕıtica de la pobla-
ción, haciéndola menos vulnerable ante des-
informaciones o manipulaciones.

Este trabajo es, hasta nuestro conoci-
miento, el primer intento de procesar este
fenómeno para textos en español. Para ello
hemos recopilado y anotado un corpus de fa-
lacias, que posteriormente hemos usado pa-
ra entrenar y evaluar las tareas de detec-
ción y clasificación de falacias, determinan-
do la existencia y el tipo de entre un catálo-
go de tipos de falacias más comunes. Nues-
tro corpus contiene dos colecciones de fala-
cias extráıdas de fuentes muy distintas: las
que denominamos falacias protot́ıpicas, y las
falacias espontáneas. Las falacias protot́ıpi-
cas han sido traducidas y posteriormente re-
visadas a partir del corpus Logic (Jin et
al., 2022), un recurso compuesto por fala-
cias en inglés extráıdas de materiales educa-
tivos. Las falacias espontáneas, por su parte,
han sido extráıdas de conversaciones reales
on-line entre usuarios. Son precisamente es-
tas falacias espontáneas las que plantean un
problema más dif́ıcil, pero a la vez más útil
e interesante. En nuestros experimentos, he-
mos realizado un ajuste fino usando los ejem-
plos de nuestro corpus sobre dos modelos de
lenguaje basados en la arquitectura transfor-
mers: Flan-T5 (Chung et al., 2022), un mode-
lo multilingüe ajustado mediante instruccio-
nes, y RoBERTa-BNE (Gutiérrez Fandiño et
al., 2022), un modelo pre-entrenado sobre un
corpus de textos exclusivamente en español.

1.1 El concepto de falacia

El concepto de falacia se conoce desde la an-
tigüedad: ya Aristóteles hizo una primera ca-
talogación de 13 falacias lógicas. Desde en-
tonces, ese catálogo no ha hecho más que cre-
cer y estructurarse. Las falacias se suelen cla-

sificar en formales y no formales. Las falacias
formales son aquellas que pueden detectar-
se sustituyendo las premisas por śımbolos y
aplicando reglas lógicas. Las no formales, por
su parte, son aquellas en las que esto no ocu-
rre. Falacias formales son, por ejemplo, las
que parten de un condicional lógico o impli-
cación (“si está nevando, entonces hace fŕıo”)
y aplican una inferencia incorrecta, por ejem-
plo, mediante la negación del antecedente, in-
firiendo incorrectamente la negación del con-
secuente (“si no está nevando, entonces no
hará fŕıo”). En cuanto a las falacias no forma-
les, existen multitud de clasificaciones y tipo-
loǵıas. Algunos tipos frecuentes son la falacia
ad hominem, consistente en desacreditar a la
persona que argumenta, y no al argumento
en śı; la falacia del hombre de paja, consis-
tente en generar un nuevo argumento falso
exagerando o caricaturizando el argumento
del oponente, para pasar a criticar este nue-
vo argumento falso; la falacia de autoridad,
que vincula la veracidad de un argumento a
la autoridad de quien lo esgrime (o viceversa);
o la falacia ad antiquitatem, donde se apela
a la antigüedad o la tradición como elemento
verificador de un argumento.

Cabe señalar que el uso de un argumen-
to falaz no implica la falsedad intŕınseca de
las conclusiones: simplemente, la argumenta-
ción no está construida de manera correcta.
Esto es importante a la hora de anotar po-
sibles falacias, pues no se debe juzgar si la
conclusión es o no cierta, sino si la argumen-
tación es sólida. Tampoco se debe considerar
falaz cualquier argumentación que no consti-
tuya una prueba cient́ıfica e irrefutable de lo
que se defiende, siempre que quede claro en
la exposición que se está enunciando una opi-
nión o una mera posibilidad, y no una certeza
sin argumentos sólidos. Todas estas conside-
raciones hacen que la tarea de anotación de
falacias en textos y, consecuentemente, la de
detección y clasificación automática, sean de
una pronunciada dificultad.

1.2 Colecciones de falacias

Recientemente, se han producido distintos es-
fuerzos orientados a la recopilación de con-
juntos de falacias, primer paso fundamental
para la implementación de sistemas de detec-
ción y clasificación automática. Los trabajos
de Habernal et al. (2017) y Habernal, Pauli, y
Gurevych (2018) se centran en la utilización
de juegos serios como mecanismo para reco-
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pilar ejemplos de falacias. Es una alternati-
va interesante, dado que permite aprovechar
el esfuerzo argumental y de razonamiento de
los jugadores para anotar tareas que implican
un esfuerzo de razonamiento importante, co-
mo ocurre con la detección de falacias. Otras
propuestas se basan en la anotación manual
de textos de distintas fuentes, en concreto fo-
ros de discusión en Reddit (Habernal et al.,
2018) o textos period́ısticos (Da San Martino
et al., 2019). Por su parte, Sahai, Balalau,
y Horincar (2021) también anotan manual-
mente comentarios en foros de discusión de
Reddit, pero aplicando una idea interesan-
te para obtener una lista de posibles can-
didatos a falacias: es relativamente habitual
que los usuarios usen los nombres técnicos
de las falacias para responder a otras inter-
venciones en la discusión. Usando esta infor-
mación como etiquetado preliminar, los au-
tores consiguen descargar de Reddit un gran
volumen de textos que potencialmente pue-
den incluir falacias. Tras la selección manual
de los ejemplos, obtienen un corpus con más
de 3.000 textos etiquetados con 8 tipos de
falacias. Por último, Jin et al. (2022) cons-
truyen dos conjuntos de datos diferenciados,
uno a partir de ejemplos protot́ıpicos de fa-
lacias extráıdos de materiales docentes on-
line (Logic), y otro a partir de la anota-
ción manual de noticias de la web Climate
Feedback (LogicClimate). Todos estos re-
cursos están basados en el inglés, salvo (Ha-
bernal, Pauli, y Gurevych, 2018) que lo está
en el alemán, no existiendo hasta nuestro co-
nocimiento ningún recurso similar en español.
Además, no aportan ejemplos de frases que
no incluyan falacias, de un género similar a
las falacias incluidas, lo que seŕıa interesan-
te de cara al entrenamiento y validación de
detectores de falacias.

1.3 El conjunto de datos LOGIC

Una de las secciones del recurso que presenta-
mos en este trabajo está basada en el conjun-
to de datos Logic (Jin et al., 2022). Logic
está formado por ejemplos en inglés de fala-
cias protot́ıpicas extráıdas de diversos mate-
riales educativos on-line (Quizziz, study.com
y ProProfs) destinados a la enseñanza o la
evaluación de estudiantes acerca del entendi-
miento de las falacias. El recurso está forma-
do por 2.449 ejemplos de falacias de 13 tipos.

Decimos que se trata de falacias protot́ıpi-
cas precisamente por la fuente de la que

han sido extráıdas. Se trata de ejemplos muy
sintéticos y claros, en los que el tipo de fa-
lacia queda claramente representado (p.ej, “I
met a tall man who loved to eat cheese. Now I
believe that all tall people like cheese”). Esto
las aleja del tipo de falacias que podemos en-
contrar en textos espontáneos, escritos en el
contexto de un debate, que en muchos casos
tienden a ser mucho más sutiles y complejas
de identificar, como veremos más adelante.

En nuestro trabajo, no hemos utilizado di-
rectamente Logic, sino una versión revisada
publicada por la organización Make Sense1,
en la que se han eliminado instancias erróneas
o repetidas, y se ha corregido el texto o el ti-
po de algunos de los ejemplos. Esta versión
consta de 2.226 ejemplos.

1.4 Clasificación automática de
falacias

Hasta el momento, los resultados experimen-
tales de clasificación automática de falacias
son escasos, y todos para textos en inglés. Ha-
bernal, Pauli, y Gurevych (2018) aplica SVM
(Cortes y Vapnik, 1995) y Bi-LSTM (Ho-
chreiter y Schmidhuber, 1997), consiguiendo
con este último los mejores resultados (0,421
de F1 con 6 clases). Habernal et al. (2018)
usan Bi-LSTM y CNN para textos (Zhang y
Wallace, 2017), abordando la tarea de clasi-
ficación binaria de un solo tipo de falacia, ad
hominem (0,81 de accuracy). Da San Mar-
tino et al. (2019) usan la arquitectura BERT
(Devlin et al., 2019) con distintas capas fina-
les, implementando distintas granularidades
de la tarea de clasificación (a nivel de docu-
mento, párrafo, oración y palabra); clasifican
entre 18 clases, aunque no todas son falacias,
pues el trabajo se centra en el análisis de
técnicas de propaganda en noticias (0,6098
de F1 a nivel de frase). Sahai, Balalau, y Ho-
rincar (2021) aplica los mismos algoritmos de
Da San Martino et al. (2019) para clasificar
entre 8 tipos de falacias (0,5841 de F1 a ni-
vel de comentarios). Por último, Jin et al.
(2022) reporta resultados con diversos mode-
los de encoder y encoder-decoder basados en
arquitecturas de tipo transformer, siendo los
mejores resultados los obtenidos con Electra
(Clark et al., 2020) (0,5877 de F1).

1https://github.com/tmakesense/logical-
fallacy/tree/main/dataset-fixed
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2 La colección de datos
FALLACYES

Para construir nuestro recurso, al que hemos
llamado FallacyES2, hemos recopilado fa-
lacias en español de dos fuentes diferencia-
das. Por un lado, hemos revisado y traduci-
do las falacias protot́ıpicas del conjunto de
datos Logic en su versión corregida, y he-
mos añadido ejemplos similares no falaces,
para habilitar la experimentación en detec-
ción además de en clasificación de falacias.
Por otra parte, hemos localizado y anotado
ejemplos de falacias espontáneas a partir de
los comentarios a noticias publicadas en la
web de agregación de noticias meneame.net3.
También en este caso hemos incluido ejem-
plos de textos no falaces extráıdos de los mis-
mos comentarios. La inclusión de este tipo de
falacias surge de la observación del carácter
en ocasiones poco realista de las falacias que
llamamos protot́ıpicas; cabe plantearse has-
ta qué punto dicho tipo de falacias seŕıan de
utilidad en la detección de falacias en textos
reales, asunto que abordaremos en la sección
3. Todo el proceso de anotación fue llevado
a cabo por cuatro anotadores, dividiendo las
tareas en grupos iguales y realizando reunio-
nes posteriores para revisar los resultados ob-
tenidos.

A continuación, explicamos detalladamen-
te el procedimiento seguido para la obtención
de ambas secciones del conjunto de datos.

2.1 Falacias protot́ıpicas

La traducción de las falacias del recurso Lo-
gic ha sido llevada a cabo mediante la he-
rramienta DeepL4, y un proceso de revisión
manual posterior de todas las traducciones
para corrección de errores. A pesar de que
partimos de la versión corregida del recur-
so, hemos encontrado nuevos errores que han
sido corregidos: textos que consist́ıan en la
definición o mención expĺıcita de la falacia
en cuestión (64 instancias), textos formula-
dos como preguntas de un cuestionario (14),
textos erróneos o incompletos (5), ejemplos
duplicados (4), ejemplos que no pueden con-
siderarse falacias a falta de mayor contexto
(12), y ejemplos cuya traducción no es viable
(17). En este último caso, se trata de ejemplos
de falacias de tipo equivocación, categoŕıa que
se basa en gran parte en usar la polisemia

2https://github.com/ITALIC-US/FallacyES
3http://old.meneame.net
4https://www.deepl.com

de algún término para realizar razonamien-
tos incorrectos; estos juegos de palabras en
ocasiones son imposibles de traducir. El ba-
jo número de ejemplos finales que obtuvimos
para esta categoŕıa (27) nos hizo descartar
la categoŕıa para nuestro recurso. En total
hemos eliminado 143 instancias, además de
corregir el texto de 7 instancias y el tipo de
falacia asignado a otras 6. Los tipos de fala-
cias incluidos son los siguientes (se indica un
acrónimo para cada uno que usaremos en las
tablas y figuras en adelante):

• generalización apresurada (ga): se ex-
trae una conclusión general en base a uno o
pocos casos.

• ad hominem (ah): se ataca a la persona o
entidad que argumenta, en lugar de razonar
acerca del argumento en śı.

• ad populum (ap): basa la veracidad (o fal-
sedad) de un argumento en que la mayoŕıa
de las personas lo considera cierto (o falso).

• falsa causalidad (fc): establece una rela-
ción de causalidad entre dos fenómenos sin
aportar evidencias.

• razonamiento circular (rc): razonamien-
to erróneo en varios pasos, en el que premisa
y conclusión se basan una en la otra para
demostrar su veracidad.

• apelación a las emociones (ae): trata de
manipular los sentimientos del receptor para
ganar el debate.

• pista falsa (pf): introduce un nuevo tema
de debate no relacionado directamente con
el original, distrayendo la atención sobre el
debate original.

• deducción errónea (de): se presenta un
razonamiento en apariencia lógico, pero con
errores formales que lo invalidan (falsa ana-
loǵıa, negación del antecedente, afirmación
del consecuente,...)

• credibilidad (c): basa la veracidad (o false-
dad) de un argumento en la opinión de una
autoridad en el tema (falacia de autoridad),
o en la opinión tradicionalmente aceptada
(falacia ad antiquitatem).

• falso dilema (fd): se presentan dos opcio-
nes como las únicas posibles, cuando real-
mente existen muchas opciones posibles.

• hombre de paja (hp): se reformulan los
argumentos del oponente de manera exage-
rada o caricaturizada, para pasar a atacar
esa nueva versión distorsionada de los argu-
mentos.
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• intencional (i): cualquier otro tipo de fala-
cia que no entre en las categoŕıas anteriores,
pero en la que quede patente la intención del
orador de ganar el debate sin usar argumen-
tos correctos.

2.1.1 Ejemplos no falaces

Para poder realizar experimentos no sólo de
clasificación sino también de detección de fa-
lacias, hemos creado manualmente ejemplos
de argumentos no falaces, partiendo de las
instancias anteriores. La tarea consistió en
realizar transformaciones a cada uno de los
enunciados, de manera que se mantuviese en
la medida de lo posible la temática tratada en
cada texto, pero haciendo las matizaciones o
correcciones necesarias para eliminar el uso
de falacias. Por ejemplo, la instancia “A An-
nie le debe gustar Starbucks porque a todas
las chicas blancas les gusta Starbucks”, que
es una falacia de generalización apresurada,
dio lugar a la instancia no falaz “A Annie le
debe gustar Starbucks porque a ella le gus-
tan las bebidas dulces y Starbucks tiene mu-
chas opciones de bebidas dulces”. Aquellas
instancias en que la posible transformación
resultaba demasiado complicada o se alejaba
del contenido original fueron descartadas.

En la tabla 1 se muestran el número de
instancias falaces de cada tipo, aśı como el
número de instancias no falaces generadas a
partir de cada tipo.

Longitud No
Tipo Falacias media falacias

ga 399 146±109 116
ah 258 139±92 114
ap 191 114±73 109
fc 190 155±105 116
rc 158 109±64 115
ae 140 150±123 96
pf 138 181±100 108
de 141 149±89 115
c 118 152±96 106
fd 120 92±54 109
hp 108 197±99 107
i 122 148±139 107

Total 2.083 144±100 1.318

Tabla 1: Número de falacias por tipo y de no fa-
lacias generadas a partir de cada tipo incluidas en
la sección de falacias protot́ıpicas de FallacyES,
y longitud media de las falacias (en caracteres).

2.2 Falacias espontáneas

Para obtener ejemplos de falacias es-
pontáneas (esto es, ejemplos sacados de deba-

tes reales), hemos usado como fuente los co-
mentarios a noticias de la web meneame.net.
Se trata de un agregador de noticias con
un sistema de votación, en la que los usua-
rios pueden proponer noticias, siendo lleva-
das a portada aquellas noticias más votadas.
La comunidad es muy propensa a comentar
dichas noticias, estableciendo intensos deba-
tes alrededor de temas de actualidad poĺıtica,
económica, social y cultural. Basándonos en
la misma idea utilizada por Sahai, Balalau, y
Horincar (2021), buscamos comentarios con
menciones a los nombres de los distintos tipos
de falacias (comentario acusador), y almace-
namos los mensajes a los que dichas mencio-
nes se refieren (comentario candidato a fala-
cia). Por ejemplo, para el término de búsque-
da “falso dilema”, uno de los resultados es el
siguiente:

• Comentario acusador: “falacia de falso
dilema. Pero no te entiendo, si le das 700
euros a alguien con ingresos eso es RBU. Yo
también estoy de acuerdo en eso: para todos.
para mi también.”

• Comentario candidato a falacia: “Pre-
fiero darle 700 euros a un tio que gane 1200
aunque haga alguna treta para conseguirlos
que darle no se cuantos millones a OHL o
a Florentino para que te construya cualquier
mierda y se queden un buen pico la verdad.”

Posteriormente, utilizamos todos estos
candidatos para anotar manualmente aque-
llos trozos de los comentarios candidatos que
constituyan falacias del tipo correspondien-
te. Esto no ocurre en la mayoŕıa de los casos,
pues muchas veces las acusaciones de falacia
no están fundamentadas, o es dif́ıcil extraer
un trozo de texto con el suficiente contexto
como para que la falacia sea ineqúıvoca. He-
mos sido muy rigurosos en esta selección, tra-
tando de quedarnos sólo con ejemplos que no
admitan dudas sobre la existencia de la fala-
cia en cuestión. En total, se revisaron más de
14.000 comentarios candidatos. Aunque he-
mos llevado a cabo este procedimiento para
los 12 tipos de falacias incluidos en la sección
anterior del recurso, sólo hemos encontrado
un número significativo de ejemplos para 8
de las categoŕıas. Las categoŕıas no incluidas
son aquellas para las cuáles no hemos loca-
lizado un número suficiente de comentarios
acusadores (al menos 30), o bien la mayoŕıa
de los comentarios candidatos no teńıan el
suficiente contexto para poder discernir ese
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tipo de falacias. En la tabla 2 se muestran el
número total de instancias de cada tipo de
falacia obtenidas y la longitud media de las
mismas.

Además del tipo y el texto, para cada una
de las instancias también incluimos en el re-
curso el titular y el resumen de la noticia de
cuyos comentarios se extrajo el texto; dicho
contexto podŕıa ser incluido como entrada en
los modelos de detección y clasificación de fa-
lacias.

Longitud
Tipo Instancias media

generalización apresurada 48 172±87
ad hominem 208 144±100
ad populum 67 127±60
apelación a las emociones 38 128±49
deducción errónea 42 224±152
credibilidad 185 164±109
falso dilema 182 128±64
hombre de paja 153 163±73

Total falacias 923 151±93

Total no falacias 917 148±63

Tabla 2: Número de instancias por tipo inclui-
das en la sección de falacias espontáneas de Fa-
llacyES, y longitud media de los ejemplos (en
caracteres).

2.2.1 Ejemplos no falaces

Aunque inicialmente intentamos localizar
ejemplos no falaces a partir de los candidatos
revisados en el proceso explicado en la sec-
ción anterior, encontramos que en su mayoŕıa
tampoco son buenos candidatos para esta ca-
tegoŕıa, pues muchos bordean el uso de algu-
na falacia, o al menos no puede asegurarse su
clase a la vista del contexto proporcionado.
Para localizar ejemplos no falaces que incluir
en esta sección del recurso, hemos revisado
todo el hilo de comentarios de las noticias
para las que hemos encontrado ejemplos de
falacias, buscando trozos de participaciones
que expresen opiniones o razonamientos sin
caer en el uso de falacias. Al usar como fuente
los comentarios de las mismas noticias, pre-
tendemos que la temática de los ejemplos no
falaces sea similar a la de los ejemplos fala-
ces, para evitar que los modelos entrenados se
basen en las posibles diferencias de termino-
loǵıa relacionada. También hemos analizado
la distribución de longitud de las instancias
de ambos tipos (falaces y no falaces), para
asegurarnos de que no haya diferencias signi-
ficativas entre ambas que puedan falsear los

resultados de evaluación de los modelos en-
trenados a partir de dichos ejemplos (ver ta-
bla 2).

3 Experimentación

En todos los experimentos, hemos procedido
a realizar un ajuste fino sobre dos modelos
pre-entrenados basados en transformers, uno
de tipo encoder-decoder (Flan-T5) y otro de
tipo encoder (RoBERTa-BNE), haciendo uso
de los ejemplos disponibles en el conjunto de
datos que hemos recopilado. Hemos elegido
Flan-T5 (Chung et al., 2022) por los buenos
resultados alcanzados en diversas tareas de
PLN, mejorando el estado del arte en muchos
casos. Los modelos Flan-T5 son versiones de
los modelos originales T5 (Raffel et al., 2020)
que han sido ajustados mediante instruction
fine-tuning sobre un amplio conjunto de ta-
reas. Como se trata de un modelo de tipo
sequence-to-sequence, es decir, que recibe un
texto de entrada y genera un texto de sali-
da, hemos codificado las tareas de detección
y clasificación de falacias de la siguiente ma-
nera:

• Entrada: Posible falacia: <texto ejemplo>

• Salida detección: falacia o no falacia

• Salida clasificación: <tipo de falacia>

Por su parte, hemos elegido RoBERTa-
BNE (Gutiérrez Fandiño et al., 2022) por
tratarse de un modelo pre-entrenado exclu-
sivamente sobre textos en español: el cor-
pus BNE, un enorme conjunto de textos de
540GB. Este corpus fue elaborado a partir
de los textos de todas las webs con domi-
nios .es recopilados anualmente por la Biblio-
teca Nacional de España desde 2009 hasta
2019. En este caso, al tratarse de un mo-
delo de tipo encoder, para realizar el ajus-
te fino hemos añadido una capa densa final
con una neurona para la tarea de detección
y tantas neuronas como clases de salida pa-
ra la de clasificación. De entre los modelos
de distintos tamaños disponibles, hemos esco-
gido Flan-T5-base (250 millones de paráme-
tros) y RoBERTa-base-BNE (125 millones de
parámetros), por ser los modelos de mayor
tamaño sobre los que podemos ejecutar el
ajuste fino con los recursos de que dispone-
mos actualmente. Debe suponerse por tanto
un margen de mejora en los resultados obte-
nidos, puesto que existen modelos de hasta
11 mil millones y 355 millones de parámetros

Fermín L. Cruz, José A. Troyano, Fernando Enríquez, F. Javier Ortega

58



para Flan-T5 y RoBERTa-BNE, respectiva-
mente.

Para tener una referencia basada en bolsas
de palabras con la que comparar los resulta-
dos, y medir de esta forma la importancia
de la estructura del discurso en las falacias,
todos los experimentos han sido replicados
entrenando un clasificador de tipo Logistic
Regression, haciendo uso de pesado tf-idf y
considerando unigramas y bigramas. En cada
experimento, se han utilizado el 90% de las
instancias disponibles para entrenamiento y
el 10% restantes para evaluación, distribui-
das aleatoriamente de manera estratificada.
Se han utilizado exactamente las mismas par-
ticiones en todos los experimentos. Dado que
hab́ıa relativamente pocos datos disponibles,
hemos optado por no definir una partición de
desarrollo, usando valores por defecto para
los hiperparámetros; existe por tanto en este
sentido un margen de mejora con respecto a
los resultados aqúı mostrados. El código de
toda la experimentación está disponible en
GitHub para su completa reproducibilidad5.

3.1 Clasificación

Los resultados de clasificación se muestran
en la tabla 3. Hemos realizado experimentos
con las falacias protot́ıpicas (P) y con las es-
pontáneas (E). Los números que acompañan
a los nombres de los experimentos hacen re-
ferencia al número de clases consideradas, in-
dicándose el número total de instancias en la
segunda columna de la tabla. La métrica de
evaluación es F1 macro-ponderada, dadas las
diferencias entre el número de instancias de
cada clase en algunos experimentos.

3.1.1 Flan-T5 vs RoBERTa-BNE

En todos los casos salvo en el experimento
P-8 → E-8, los mejores resultados son obte-
nidos con un amplio margen por RoBERTa-
BNE frente a Flan-T5. Es posible que el pre-
entrenamiento sobre un gran volumen de tex-
tos exclusivamente en español sea determi-
nante, a pesar de ser un modelo con la mitad
de parámetros que Flan-T5. Por su parte, los
resultados del clasificador Logistic Regression
son muy pobres, lo que indica la imposibili-
dad práctica de afrontar la tarea de clasifi-
cación de falacias desde un modelo de bolsa
de palabras. Esto es coherente con la impor-
tancia de la estructura discursiva inherente al
concepto de falacia.

5https://github.com/ITALIC-US/FallacyES

3.1.2 Protot́ıpicas vs Espontáneas

En relación al experimento P-12, aunque los
resultados no son del todo comparables con
los mostrados por Jin et al. (2022), puesto
que en nuestro recurso los ejemplos han sido
traducidos y en algunos casos corregidos (sólo
143 ejemplos eliminados y 11 corregidos, ver
sección 2.1), la considerable mejora obtenida
(0, 6775 frente a 0, 5877) parece indicar el me-
jor desempeño de RoBERTa-BNE en la clasi-
ficación de falacias en español frente a Electra
en la clasificación de falacias en inglés. La ma-
triz de confusión (figura 1) muestra los resul-
tados obtenidos por RoBERTa-BNE a nivel
de cada uno de los tipos de falacias.

En el experimento P-8 hemos seleccionado
únicamente las falacias de los tipos que están
representados en la sección de falacias es-
pontáneas, para que los resultados sean más
fácilmente comparables con el experimento
E-8. Los resultados obtenidos son claramen-
te inferiores en todos los casos. Si bien esto
podŕıa estar relacionado con la mayor difi-
cultad de la tarea de clasificación de falacias
espontáneas frente a las protot́ıpicas, no po-
demos asegurarlo, debido al diferente número
de instancias en ambas secciones del conjun-
to de datos (1475 falacias protot́ıpicas frente
a 923 falacias espontáneas).

A la vista de la matriz de confusión del ex-
perimento E-8 (figura 2), en el experimento
E-5 descartamos las falacias de los tipos que
obtuvieron peores resultados (aquellos cuyo
tipo predicho mayoritariamente fue incorrec-
to); las falacias descartadas son precisamen-
te las que tienen un menor número de ins-
tancias (apelación a las emociones, deducción
errónea y generalización apresurada). Los re-
sultados obtenidos son significativamente me-
jores que los anteriores, tanto usando Flan-
T5 como RoBERTa-BNE, lo que sugiere la
necesidad de incluir más instancias de los ti-
pos minoritarios para conseguir mejores re-
sultados.

3.1.3 Clasificación inter-género

Para comprobar en qué medida las falacias
protot́ıpicas seŕıan útiles para clasificar fala-
cias espontáneas, hemos realizado un experi-
mento inter-género, en el que utilizamos los
modelos ajustados usando las falacias pro-
tot́ıpicas y los evaluamos sobre las falacias es-
pontáneas (P-8 → E-8). Mantenemos el mis-
mo conjunto de evaluación utilizado en el ex-
perimento E-8. Los resultados no dejan lugar
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a dudas: los modelos entrenados sobre las fa-
lacias protot́ıpicas son de poca utilidad cuan-
do se utilizan para clasificar ejemplos reales
de falacias. De todas formas, esta conclusión
debe ser considerada en el contexto de los ex-
perimentos expuestos: no es descartable que
otros acercamientos puedan aprovecharse de
los ejemplos protot́ıpicos para mejorar el ren-
dimiento de los clasificadores de falacias es-
pontáneas.

Exper. Inst. LR Flan BNE

P-12 2.083 0,3907 0,6179 0,6775

P-8 1.475 0,4312 0,7259 0,7459

E-8 923 0,3517 0,6039 0,6385

E-5 795 0,3966 0,6575 0,7575

P-8 → E-8 1.568 0,1173 0,3139 0,2817

Tabla 3: Valores de F1 en la tarea de clasificación
de falacias usando Logistic Regression (LR), Flan-
T5 (Flan) y RoBERTa-BNE (BNE).

ga ah ap fc rc de ae pf i fd c hp

ga

ah

ap

fc

rc

de

ae

pf

i

fd

c

hp

0.51 0.06 0.00 0.06 0.00 0.14 0.00 0.14 0.06 0.00 0.00 0.03

0.00 0.74 0.00 0.00 0.05 0.00 0.00 0.11 0.05 0.00 0.00 0.05

0.04 0.00 0.83 0.00 0.04 0.04 0.00 0.00 0.00 0.00 0.04 0.00

0.05 0.00 0.00 0.82 0.00 0.05 0.05 0.05 0.00 0.00 0.00 0.00

0.00 0.00 0.05 0.05 0.79 0.11 0.00 0.00 0.00 0.00 0.00 0.00

0.09 0.18 0.00 0.00 0.00 0.55 0.09 0.00 0.09 0.00 0.00 0.00

0.14 0.00 0.00 0.00 0.00 0.00 0.77 0.00 0.05 0.05 0.00 0.00

0.00 0.00 0.00 0.09 0.00 0.09 0.27 0.55 0.00 0.00 0.00 0.00

0.00 0.11 0.00 0.00 0.00 0.22 0.22 0.11 0.33 0.00 0.00 0.00

0.15 0.00 0.00 0.08 0.00 0.00 0.08 0.00 0.00 0.69 0.00 0.00

0.00 0.07 0.07 0.00 0.07 0.14 0.07 0.07 0.07 0.00 0.43 0.00

0.00 0.00 0.00 0.00 0.00 0.00 0.18 0.09 0.00 0.00 0.00 0.73

Figura 1: Matriz de confusión normalizada del
experimento P-12 usando RoBERTa-BNE. Las
etiquetas de los ejes horizontal y vertical hacen
referencia a los tipos predichos y reales, respecti-
vamente.

3.2 Detección

Los resultados de detección se muestran en
la tabla 4. Hemos realizado tres experimen-
tos: uno sobre las falacias protot́ıpicas, otro
con las espontáneas, y un tercero inter-géne-
ro. En el caso de las falacias protot́ıpicas, he-
mos utilizado un conjunto de instancias con

ga ah ap de ae fd c hp

ga

ah

ap

de

ae

fd

c

hp

0.20 0.20 0.00 0.00 0.00 0.20 0.20 0.20

0.00 0.87 0.00 0.00 0.04 0.00 0.00 0.09

0.00 0.00 0.50 0.00 0.12 0.00 0.00 0.38

0.00 0.00 0.00 0.00 0.00 0.00 0.00 1.00

0.00 0.00 0.00 0.00 0.33 0.00 0.00 0.67

0.00 0.00 0.00 0.06 0.12 0.59 0.00 0.24

0.16 0.05 0.00 0.05 0.00 0.00 0.74 0.00

0.00 0.00 0.00 0.00 0.00 0.33 0.08 0.58

Figura 2: Matriz de confusión normalizada del
experimento E-8 usando RoBERTa-BNE. Las eti-
quetas de los ejes horizontal y vertical hacen re-
ferencia a los tipos predichos y reales, respectiva-
mente.

igual número de instancias de ambas clases
(falacias y no falacias), evitando que se in-
cluyan parejas de falacia y no falacia rela-
cionadas (recordemos que las no falacias se
generaron a partir de transformaciones sobre
las falacias). La métrica de evaluación es F1
de la clase positiva (falacia).

Se observan mejores resultados en la de-
tección de falacias protot́ıpicas en compara-
ción con las espontáneas, como ocurŕıa con
la clasificación. Sin embargo, a diferencia de
dicho experimento, en este caso el número
de instancias disponibles en ambas seccio-
nes del conjunto de datos es prácticamen-
te idéntico, lo que nos permite confirmar la
mayor dificultad intŕınseca de las falacias es-
pontáneas frente a las protot́ıpicas. De nue-
vo, RoBERTa-BNE obtiene mejores resulta-
dos que Flan-T5, especialmente en el caso de
las falacias espontáneas. En cuanto al experi-
mento inter-género, los resultados confirman
las diferencias sustanciales entre ambos tipos
de falacias.

4 Conclusiones

Desde el punto de vista de su procesamien-
to automático, las falacias suponen un des-
af́ıo semántico muy complejo dada la gran va-
riedad de mecanismos falaces existentes, aśı
como la sutileza que a veces requiere distin-
guir un argumento falaz de otro que no lo
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Exper. Inst. LR Flan BNE

P 1.884 0,8137 0,9297 0,9362

E 1.840 0,6627 0,7892 0,8781

P → E 1.879 0,6357 0,6698 0,6524

Tabla 4: Valores de F1 en la tarea de de-
tección de falacias usando Logistic Regres-
sion (LR), Flan-T5 (Flan) y RoBERTa-BNE
(BNE).

es. La complejidad del proceso de anotación
llevado a cabo para la construcción de nues-
tro recurso (incluyendo largas sesiones de dis-
cusión entre los anotadores para discernir la
existencia y el tipo de las falacias) nos ha
permitido comprobarlo emṕıricamente. Aún
teniendo en cuenta esta dificultad intŕınseca,
los resultados de los experimentos realizados
nos permiten ser optimistas en cuanto a las
capacidades de las nuevas arquitecturas de
modelos de lenguaje basados en transformers
para detectar y clasificar falacias.

El recurso que hemos generado es, hasta
nuestro conocimiento, el primer corpus de fa-
lacias en español, y el primero, independien-
temente de la lengua, que incluye además
ejemplos de textos no falaces de la misma
temática que las falacias incluidas. Espera-
mos que la disponibilidad pública de este re-
curso permita a otros investigadores avanzar
en la construcción de modelos especialmente
adaptados al análisis de falacias en español,
permitiendo con ello facilitar la moderación
de contenidos en la web y el reforzamiento
de la capacidad cŕıtica de la población, ha-
ciéndola menos vulnerable ante desinforma-
ciones o manipulaciones.

Existe una clara correlación entre el núme-
ro de instancias de cada tipo de falacia inclui-
dos en el recurso y los resultados experimen-
tales en las tareas de detección y clasificación,
lo que nos anima a continuar aumentando el
tamaño del recurso. En este sentido, nuestra
intención es explorar métodos semisupervisa-
dos para encontrar nuevos ejemplos, hacien-
do uso de los modelos obtenidos con la ver-
sión actual del recurso. También pretendemos
abordar la anotación de falacias en textos de
otros géneros, con un especial interés en los
debates poĺıticos, un ámbito en el que, des-
graciadamente, el uso de estos mecanismos es
mucho más frecuente de lo que seŕıa deseable.
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Abstract: Digitalised recruitment processes typically rely on key information
automatically extracted from resumes. The case of educational background infor-
mation is particularly noisy, considering the ever-growing naming of degrees, thus
making its normalisation a decisive aspect for subsequent exploitation of such data.
In this work we define the normalisation of education information as its transforma-
tion into pairs of level/field-of-study. Towards that purpose, we define and share a
new taxonomy for fields of study within the labour context. We develop a simple
approach where level of study is identified using expert rules, and field of study
is normalised using a combination of rules to cover the most frequent occurrences
and classifier predictions to generalise over the less frequent cases. We evaluate the
proposed system on a new test set that we also make publicly available. We also
investigate the application of education normalisation to a candidate-job matching
use case.
Keywords: Education Normalisation, Parsed Resumes, Recruitment Systems,
Candidate-Job Matching.

Resumen: Los procesos de contratación digitalizados suelen basarse en información
clave extráıda automáticamente de los curŕıculums. El caso de la trayectoria educa-
tiva es especialmente conflictivo, considerando la creciente cantidad de titulaciones,
por lo que su normalización es decisiva para la posterior explotación de dichos datos.
En este trabajo definimos la normalización de la información educativa como su
transformación en una serie de pares nivel-campo de estudio. Para ello, definimos y
compartimos una nueva taxonomı́a de campos de estudio en el contexto laboral. De-
sarrollamos un sistema sencillo en el que el nivel de estudios se identifica mediante
reglas expertas, y el campo de estudios se normaliza utilizando una combinación
de reglas para cubrir las ocurrencias más frecuentes y predicciones de clasificadores
para generalizar sobre los casos menos frecuentes. Evaluamos el sistema propuesto
en un nuevo test set compartido públicamente y probamos su aplicación en un caso
de uso de comparación candidato-empleo.
Palabras clave: Normalización de Educación, Curŕıculums Procesados, Sistemas
de Contratación, Comparación Candidato-Empleo.

1 Introduction

With the rapid digitalisation of recruitment
processes, both candidates and recruiters in-
creasingly rely on digital management sys-
tems to discover, model, and analyse relevant
opportunities. Sophisticated tools such as
candidate-job matching can help to optimise
this process. However, the efficacy of these
tools can be greatly influenced by the degree
to which data are normalised. Information

about the candidates is sourced through var-
ious means, including manual input, imports
from external sources, and automatic extrac-
tion from their resumes. This, combined with
the diversity of information expressed in nat-
ural language, implies that the input data are
highly variable and noisy.

Resumes remain a key aspect of digitalised
recruitment processes. They are often the
first point of contact between candidates and
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recruiters, providing an initial impression of
their suitability. Nonetheless, digitalising re-
sumes is challenging due to their diverse for-
matting and structuring. The typical process
for extracting information from resumes is to
first convert the original file to plain text,
then detect its language, and finally extract
the candidate information using a language-
specific resume parser. Any error introduced
by a component in this pipeline adds noise to
the information stored in the system.

One particularly challenging aspect of nor-
malising resume information is educational
background. The same degree can have differ-
ent names depending on the issuing institu-
tion and country, making it difficult to com-
pare educational backgrounds. Education
programmes also evolve, with new degrees
and fields of study emerging constantly. Nor-
malisation of the education information helps
to reduce this linguistic variability, which in
turn improves the efficacy of down-stream
tools like job-candidate matching.

In this paper, we address the task of nor-
malising education information found in re-
sumes by automatically mapping the diverse
descriptions of education experiences to a
predefined set of standard values. We formu-
late the problem as two short text classifica-
tion sub-tasks: one for education level, where
the target is a small set of possible classes,
and one for field of study, where there is a
large number of classes hierarchically organ-
ised. A simple approach is proposed by com-
bining expert rules and classifier predictions.

To our knowledge, this is the first time
automatic normalisation of education infor-
mation is addressed in the literature. Other
tasks involving the normalisation of short
texts into a predefined domain-specific taxon-
omy include normalising products within on-
line marketplaces (Aanen, Vandic, and Fras-
incar, 2015; Skinner and Kallumadi, 2019),
mentions of symptoms and diseases in med-
ical records (Jia et al., 2021; Ziletti et al.,
2022), and job titles in the context of recruit-
ment processes (Decorte et al., 2021).

This paper is organised as follows: Sec-
tion 2 describes education experiences in re-
sumes and the relevant standards for educa-
tion categorisation. Section 3 describes our
proposed system for normalising education
information. Section 4 presents the experi-
ments and discusses the results. Section 5
introduces an application use case, and Sec-

tion 6 concludes the paper.

2 Education in Resumes

Resumes are structured into different sec-
tions, with Education being one of the most
common. It lists a chronological progression
of a person’s educational experiences such as
high school, formal academic programs, or
vocational training, and it usually includes
details such as the period, the institution, the
education level (e.g. “bachelor degree”), the
primary area of concentration (e.g. “mathe-
matics”), and possibly other information like
final grades.

In the real-world scenario that we are
considering, the recruitment system follows
a typical pipeline for resume digitalisation.
The input resume is first converted from its
original format (PDF, DOCX, DOC, RTF,
etc.) into plain text. Then, a language-
specific automated resume parser is used to
extract the relevant information. The parser
is implemented as a sequence labelling model,
which classifies spans of text depending on
which target entities they belong to. The
parser does not perform any kind of nor-
malisation on its own. Although the parser
extracts different types of information, this
work focuses on the Education section of re-
sumes in English.

There are two main sources of variability
in the digitalised resumes: the diversity in
the use of language coming from the original
text, and the noise introduced by the com-
ponents in the pipeline. In this context, nor-
malising these noisy data into a fixed stan-
dard becomes important for the subsequent
exploitation of the extracted information.

Our main goal is to devise a system
that normalises the education information
extracted from resumes. For this purpose,
we conduct an initial exploratory analysis on
a small set of parsed data (Section 2.1) and
present our definition of the normalisation
task (Section 2.2).

2.1 Initial Data Exploration

In this work, we focus on the information that
the resume parser identifies as degree (i.e.
type of qualification) and major (i.e. area of
concentration). Other extracted education-
related information, like institution or pe-
riod, can be considered sensitive personal in-
formation and are not necessarily required for
the normalisation task.
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An initial analysis was performed on
37, 441 examples of (degree, major) pairs ex-
tracted from a proprietary corpus of En-
glish resumes1. In the observed data,
degree shows considerately less diversity
than major. Most of such examples refer to
a small number of what can be considered
canonical education degrees, such as “bach-
elor of arts” or “master of science”. Using
a reduced set of only 39 canonical degrees,
around 70% of the data could be covered.

On the other hand, major includes highly
varied text values, and is closer to an open
set than to a limited set of canonical val-
ues. While some values like “economics”
and “mechanical engineering” are particu-
larly frequent, most of the samples are highly
infrequent. Many factors can contribute to
this: (i) the major is not frequent in the real
world (e.g. “soil science”), (ii) the text is
a compound of multiple majors (e.g. “busi-
ness economics & public policy”), (iii) it is
expressed in a non-standard way (e.g. “comp
science” instead of “computer science”), or
(iv) the writing contains typos (e.g. “com-
puter sobware engineering”).

An additional source of noise are errors in-
troduced by the upstream components of the
system and propagated through the rest of
the pipeline. They can occur in the initial file
conversion into plain text (e.g. “interna onal
business”) or in the resume parser (e.g. in-
cluding the degree information as part of the
major, “msc business intelligence”).

2.2 Definition of the
Normalisation Task

Several frameworks have been proposed to
normalise information about education in
a unified form. Notably, the Interna-
tional Standard Classification of Education
(ISCED) was introduced by UNESCO to col-
lect and analyse comparable education statis-
tics, both for individual countries and in-
ternationally (UNESCO Institute for Statis-
tics, 2012; UNESCO Institute for Statistics,
2014). ISCED is widely used in education
science research and socio-economic reports
(Araki, 2020; Jaunzeme and Busule, 2022).

The ISCED framework considers two clas-
sification variables: level and field of edu-
cation. The level of education is rep-
resented as an integer scale, ranging from

1No data containing personal information were
used throughout the development of this work.

level 0 for early childhood education –
including preschool and other forms of earlier
education– to level 8 for doctorate or equiv-
alent studies. On the other hand, the field
of education is normalised using a 3-levels
deep taxonomy with 11 broad fields, 29 nar-
row fields, and 80 detailed fields. Dai et al.
(2015) approach a task similar to ours, by
extracting LinkedIn profiles and categorising
their education items into ISCED levels us-
ing keyword matching. However, they do not
consider the field of education.

Our analysis of ISCED identified some is-
sues that made it unsuitable for downstream
tasks like candidate-job matching. In par-
ticular, the path distance between fields of
education in this taxonomy is not a good ap-
proximation of their relationship within the
labour market: “mathematics” is equally dis-
tant to “computer science” as it is to “phi-
losophy” or “veterinary”. Knowing this, al-
ternative taxonomies were also considered for
normalising the field of education. The Aus-
tralian and New Zealand Standard Research
Classification (ANZSRC) is a 3-level taxon-
omy for fields of research, with 1967 distinct
fields (Hancock, 2022). The United King-
dom’s Higher Education Statistics Agency
proposed two taxonomies: the Joint Aca-
demic Coding System (JACS)2, and its newer
replacement, the Common Aggregation Hier-
archy3. They are also multi-level taxonomies,
with 1551 and 1092 entities respectively. The
excessive fine-grained detail of these alterna-
tive taxonomies makes them unsuitable for
our task as well.

For these reasons, it was decided to cre-
ate a new taxonomy for fields of education,
using ISCED’s and others as a reference, but
adapted to the labour context. The result is
a 3-level taxonomy with 16 broad fields, 39
narrow fields, and 132 detailed fields. A key
difference with ISCED is that detailed fields
(the most specific elements) can be repeated
across several groups. In this way, the path
distance between fields is intended to be more
informative. As an example, “biochemistry”
appears both under “chemical sciences”, a
sibling to “chemistry”, and under “biological
and life sciences”, a sibling to “biology”.

With that in mind, we define the task of
normalising an education experience as infer-

2www.hesa.ac.uk/support/documentation/jacs
3www.hesa.ac.uk/support/documentation/

hecos/cah
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ring the correct values for level and field of
education based on the text coming from a
resume. For level normalisation the ISCED
level scale is adopted, and for field the new
proposed taxonomy is used. While the pref-
erence is to map into a detailed field, which
is the most specific type of element in the
taxonomy, narrow and broad fields are valid
normalised fields if the information observed
is underspecified. Figure 1 shows an example
of the input and output of education normal-
isation.

Figure 1: Example of input and expected
output of the education normalisation pro-
cess.

3 Proposed Normalisation
System

The proposed approach for the education
normalisation task is described below. The
normalisation of level and field of education
are addressed separately, since the interde-
pendence between these two variables is no-
tably low.

3.1 Normalising Level of Study

The approach taken for normalising level of
education for an education experience is en-
tirely rule-based and focused on levels 3 and
above, i.e. high school education and higher,
since levels below that are rarely considered
in the labour market context. The logic is
outlined in Algorithm 1.

Algorithm 1 Normalising level of education.
Input: degree, degree-to-level mappings, fall-

back rules
1: level ← ∅
2: degree ← clean(degree)
3: if degree ∈ mappings.keys then
4: level ← mappings[degree]
5: else
6: for rule in rules do
7: if degree matches rule then
8: level ← rule.level

return level

The parsed degree text, if any, first un-
dergoes a basic cleaning process. This in-
volves the normalisation of white spaces, cas-

ing and diacritics, as well as the conversion
of typical abbreviations, acronyms, and vari-
ations into a standard base form4. For ex-
ample, “b. s.”, “b.sc.”, and “bachelor of sci-
ences” are all converted to the base form
“bachelor of science”.

The resulting text is then checked against
predefined degree-to-level correspondence
mappings. These mappings were meticu-
lously hand-crafted following a data-driven
approach, using the exploratory degree -
major corpus as base. If the cleaned text
exists as a key in these mappings, the cor-
responding level of education is returned as
the normalisation output. Otherwise, further
generic string-matching rules are used to find
the normalised level (e.g. starting with the
word “vocational” or containing the string
“doctor”). If no rule is matched, or if the
degree was empty to start with, the system
returns a null value.

3.2 Normalising Field of Study

The field of education is normalised using
a combination of expert rules and machine
learning predictions. The detailed procedure,
which is described next, is shown in Algo-
rithm 2. One thing to keep in mind is that
one education experience can correspond to
more that one field of study, either because of
compositionality (e.g. “biology & statistics”),
or because the item is interdisciplinary (e.g.
“psycholinguistics”).

Algorithm 2 Normalising field of education.
Input: major, major-to-field mappings, classi-

fier, degree, degree-to-field mappings
1: fields ← [ ]
2: major ← clean(major)
3: for part in split(major) do
4: if part ∈ mappings.keys then
5: field ← mappings[part]
6: fields.insert(field)
7: else
8: pred, conf ← classifier(part)
9: if conf is high then

10: fields.insert(pred)

11: if fields is empty then
12: degree ← clean(degree)
13: if degree ∈ mappings.keys then
14: field ← mappings[degree]
15: fields.insert(field)

return fields

The input to this module is typically

4Base forms were defined during the exploratory
data analysis of Section 2.1
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the text extracted as major during pars-
ing. The text first undergoes some pattern-
based cleanup and pre-processing, which in-
cludes normalising case, spaces, connectors
and punctuation (e.g. “and”, “&”, “/”), and
diacritics. The next step is to find the fields
corresponding to the clean major text (lines 3
to 10). If the input contains a joining connec-
tor, then the splitting function breaks it into
smaller parts (e.g. “economics & manage-
ment” would be split into “economics” and
“management”). Each part is then checked
against major-to-fields mappings, which were
built in a data-driven manner and guided by
the analysis of Section 2.1. If a segment can-
not be mapped, it is sent to an ML-based field
classifier and, only if the model’s confidence
is high, the prediction is accepted. The de-
tails of the classifier component are provided
in Section 4.2. More information about the
choice of a threshold for its integration into
the full system is further explained in Section
4.3.2.

If no normalised field is found using the
major text, then the clean degree text is
checked against manually-defined degree-to-
field mappings (lines 11-15) as a fallback.
From the data exploration of Section 2.1, we
know that the information parsed into the
degree field can sometimes include relevant
information about the field of education. For
example, the degree “B.Eng.” can suggest
that the normalised field is “engineering”,
while the degree “master of surgery” implies
“medicine” as the normalised field. Finally, if
the degree still cannot be mapped, the nor-
malised field is left empty.

4 Experiments

Two types of experiments are used to evalu-
ate the effectiveness of the proposed system:
testing the classifier by itself, and testing the
complete system. First, alternative models
for the classifier used in Algorithm 2 line 8
are examined and compared. This is the only
module of the system that is trainable. Then,
the overall performance of the complete sys-
tem is assessed.

In particular, the following research ques-
tions are explored:

• Which family of algorithms is the most
effective for the classifier component?

• Can data augmentation via synthetic
data pre-training lead to performance

improvements for the classifier?

• Is the information parsed as degree use-
ful for normalising the field of education?

This section presents the datasets used for
the development and evaluation of the system
(Section 4.1), the experiments and results for
the classifier component (Section 4.2), and
those for the complete system (Section 4.3).

4.1 Datasets

The task defined in Section 2.2 is a new
one with no annotated data available for ei-
ther the standalone classifier evaluation or
for evaluating the complete system. For this
reason, we made the annotations required to
conduct our experiments.

The raw data originate from a propri-
etary corpus of parsed resumes in English,
where the degree and major information is
extracted from each education experience.
Three pairwise-disjoint subsets are sampled
from this original set of (degree, major)
pairs: setA, setB and setC.

setA is a large, uniformly sampled part of
the original corpus. It was primarily used for
exploratory data analysis (Section 2.1) and
for the creation of the handcrafted mappings:
degree-to-level, major-to-field, and degree-to-
field. The mappings were defined in a data-
driven manner to cover the most-frequent
cases. For this reason, subset setA was not
used for testing purposes.

The other two subsets are devoted to cre-
ate a test set:

• setB was sampled uniformly from the
original set. Notice that, although
setA and setB are disjoint, when the
major values are cleaned (line 2 in Al-
gorithm 2), many of those values end up
being shared across the subsets.

• setC is intended to be a more challeng-
ing test dataset. For this reason, it was
obtained by first filtering out any pair
from the original set which was fully cov-
ered by the rule-based system, and then
sampling uniformly from the remaining
pairs.

Gold standard annotations for setB and
setC were labelled by two human annotators:
each (degree, major) pair was assigned their
normalised level and fields from the taxon-
omy. We combined the two sets to create a
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test set totalling 1119 education experience
items. We make this test publicly available
for research, together with our custom tax-
onomy for fields of education5.

4.2 Evaluation of the Classifier

The classifier by itself is a machine learning
model that receives a segment of text6 and
assigns it one of the possible fields from the
taxonomy. We approach this as a single-label
but highly multi-class classification problem.

The handcrafted major-to-field mappings
are used as samples to train the classifier,
as these consist of high-quality associations
between clean majors and their normalised
fields. We only keep one-to-one mappings
and discarded the rest. We call this the sim-
ple training set. We also explore whether
the information parsed as degree is useful
for normalising the field of education. For
that, we create a second training set called
combined, which is also derived from the
major-to-field mappings but including sam-
ples where the input is the concatenation of
the clean degree and the clean major. Both
these datasets are partitioned in training
(90%) and development (10%) using strati-
fied sampling.

To evaluate the classifier, the test set con-
sisting of the joined annotations of setB and
setC (see Section 4.1) is used. To make this
set appropriate for testing the classifier only,
we remove examples that normalise into more
than one field of education, and apply the
preliminary cleanup that is part of the com-
plete pipeline. Samples found in the training
set are also removed in order to evaluate only
on unseen samples. Then, a combined ver-
sion of the test set was also created to evalu-
ate the corresponding training condition.

Finally, we explore the use of data aug-
mentation by creating a synthetic dataset.
To do so, the normalisation rules are applied
on setA and only the samples that are cov-
ered by those rules are kept. These data
are noisy because the application of the rules
does not ensure that the output is completely
correct. As an example, the text “mathemat-
ics & econoimcs” would only be assigned the
field “mathematics” by the rules, since the

5Available at https://github.com/Avature/
education-normalisation

6As detailed in line 8 of the Algorithm 2, the input
to the model is a clean segment of the major, after
splitting if connectors are found.

Corpus Train Dev Test
Simple 1789 199 488
Combined 3573 398 905
Synthetic Simple 2247 250
Synthetic Combined 7634 849

Table 1: Corpora generated for training
and evaluating field classifiers in stand-alone
mode and number of samples per partition.

second part of the text is not covered (due
to the misspelling). We create a “simple”
and “combined” version of this set, and use
it to pre-train the BiLSTM model before fine-
tuning on the gold training data. These con-
ditions are labelled ftBiLSTM in the results
tables.

Table 1 presents the corpora generated for
the training and testing of the classifier com-
ponent and their size.

We compare different models for the field
of study classifier and report the results in
Table 2. Following is a listing of the explored
models. In each case, suffix -S refers to mod-
els trained on the simple dataset, and -C to
those trained on the combined dataset.

SVM-S/C : Linear classifiers based on Sup-
port Vector Machines. The input fea-
tures were extracted from the text and
consist of the count of different char n-
grams with 1 ≤ n ≤ 3.

BiLSTM-S/C : Bidirectional recurrent
neural network encoder based on LSTM
(BiLSTM), with the input text tokenised
using SentencePiece.

ftBiLSTM-S/C : BiLSTM encoder, but
pre-trained using “synthetic” corpora
before fine-tuning on the corresponding
training set.

BERT-S/C : Transformer-based encoder,
using a pre-trained BERT model.

Besides accuracy, weighted precision, re-
call, and F1 measure, at this level we also
report on Relaxed Accuracy, a new metric
based on the distance in the taxonomy be-
tween the predicted output and the target
label. This metric stems from the intuition
that not all the predictions are equally wrong
when they are not an exact match. For
example, predicting the field of study “his-
tory” for an item that should be normalised

Laura García-Sardiña, Federico Retyk, Hermenegildo Fabregat, Lucas Alvarez Lacasa, Rus Poves, Rabih Zbib

68



Model
Test Simple Test Combined

Rel Acc P R F1 Rel Acc P R F1
SVM-S 0.73 0.68 0.71 0.68 0.66 - - - - -
SVM-C 0.71 0.65 0.69 0.65 0.64 0.81 0.76 0.78 0.76 0.75
BiLSTM-S 0.57 0.49 0.60 0.49 0.50 - - - - -
BiLSTM-C 0.57 0.48 0.58 0.48 0.50 0.71 0.66 0.71 0.66 0.66
ftBiLSTM-S 0.68 0.62 0.69 0.62 0.62 - - - - -
ftBiLSTM-C 0.59 0.53 0.64 0.53 0.54 0.76 0.72 0.77 0.72 0.73
BERT-S 0.76 0.71 0.74 0.71 0.70 - - - - -
BERT-C 0.77 0.71 0.75 0.71 0.71 0.86 0.82 0.84 0.82 0.81

Table 2: Comparison of classifiers for field of education prediction on simple and combined test
sets. Metrics reported include Relaxed Accuracy (Rel), Accuracy (Acc), and weighted Precision
(P), Recall (R), and F1 measure. The best results are shown in bold.

as “history of art” (a sibling in the taxon-
omy) should not be considered as invalid as
predicting “medicine” (an unrelated field).
To calculate this metric, we first obtain the
code7 corresponding to the fields being com-
pared. These codes consist of 6-character
long strings which determine their position in
the hierarchy: the first two characters iden-
tify the broad field, the middle two identify
narrow field, and the last two the detailed
field. The codes of the predicted and the true
fields are compared for each hierarchy stage
in a top-down manner, and the score is in-
creased with every hierarchy level matched.
The relaxed accuracy metric ranges from 0
–full mismatch, not even sharing the broad
field level – to 1 –exact field match at all hi-
erarchy levels–. Relaxed Accuracy is reported
as Rel of Table 2.

Overall, the best results are obtained by
using the BERT-based models, which are
able to encode semantic information seen
during the model’s pre-training and fine-
tuning; followed by the SVM-based models,
even though the latter only consider sub-
word surface form patterns. BiLSTM-based
models get the worst results, although it is
confirmed that pre-training models on the
noisy synthetic data and then fine-tuning the
model on the gold standard data helps to sig-
nificantly improve the results without need-
ing to manually annotate extra data. This
is particularly true for the models trained on
“simple” data, which improve by 12% in F1.

As for the research question regarding the
informativeness of degree besides major in-
formation for training, Table 2 shows a gen-

7The field-to-code mappings are also
shared at https://github.com/Avature/
education-normalisation.

eral small decline in results with such an ap-
proach. The numbers are similar for SVM-
based and BiLSTM-based models, with the
exception of the fine-tuned BiLSTM models,
for which the difference is greater. BERT-
based models do get improved results when
using these extended data for training, al-
though the difference is very small.

Considering that the “combined” mod-
els learned from samples including degree +
major texts, the performance of those models
are also tested on a “combined” test set. The
best results are again achieved by the BERT-
based model, followed by the SVM, and fine-
tuned BiLSTM.

When inspecting the wrong predictions
made by the best models, the difficulty of
this task becomes apparent. Many of the
wrongly predicted items are samples which
could be considered inter-disciplinary, and
which would be hard to label by human an-
notators as well. For example, the BERT-
S model predicted the field “geography” for
the sample “geography education”, while the
field labelled as ground truth was “teach-
ing”. Other cases like this include “athletic
medicine” –true label “medicine”, predicted
“sports”– or “biblical counseling” –true label
“theology and religious studies”, predicted
“psychology and cognitive sciences”–.

4.3 Evaluation of the Complete
Normalisation System

The test set described in Section 4.1 is used
for the evaluation of the complete normali-
sation system, which includes both level and
field of education.

4.3.1 Results for Level of Education

Results for the level of education normalisa-
tion are presented in Table 3. The proposed
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Acc P R F1
0.96 0.97 0.96 0.96

Table 3: Accuracy (Acc) and weighted Preci-
sion (P), Recall (R), and F1 measure for level
of education normalisation.

Model Acc P R F1
- 0.55 0.91 0.59 0.68
SVM-S 0.73 0.83 0.80 0.80
SVM-C 0.73 0.84 0.79 0.80
ftBiLSTM-S 0.70 0.86 0.76 0.78
ftBiLSTM-C 0.57 0.84 0.63 0.68
BERT-S 0.75 0.88 0.79 0.81
BERT-C 0.74 0.88 0.79 0.81

Table 4: Accuracy (Acc) and weighted Preci-
sion (P), Recall (R), and F1 measure for field
of education normalisation using the com-
plete system, comparing different models.

rule-based approach handles most of the ex-
amples found in the test set. By analysing
those cases for which the system does not pro-
vide the correct answer, we find three partic-
ular situations: (i) the input degree contains
acronyms that are not covered by the rules,
e.g. “xii isc” which corresponds to Indian
School Certificate; (ii) typos in the spelling
of the degree, e.g. “hight school diploma”;
(iii) and parsing errors, e.g. “engineering)
c.b.s.e m.k.d.a.”.

4.3.2 Results for Field of Education

Table 4 shows the results for field of edu-
cation normalisation. We compare six vari-
ants of the systems using the different clas-
sification models of Section 4.2, and include
a no-model condition as a baseline. When
integrating the classification models into the
system, an entropy threshold is used to de-
cide when to keep or discard their predic-
tions, as specified in Algorithm 2 line 9. For
each model, a wide range of thresholds was
tried over the held-out development set, fi-
nally choosing the values that achieved the
best accuracy results8.

The first observation is that using any ma-
chine learning classifier brings a notable im-
provement with respect to the variant that is
purely rule-based. Overall, using classifiers
trained on the combined dataset does not
provide a significant improvement over us-

8SVM-S: 0.97; SVM-C: 0.9; ftBILSTM-S: 0.23;
ftBILSTM-C: 0.2; BERT-S: 0.5; BERT-C: 0.26.

Model Acc P R F1
SVM-C 0.72 0.82 0.79 0.79
ftBiLSTM-C 0.58 0.85 0.63 0.69
BERT-C 0.75 0.89 0.79 0.82

Table 5: Accuracy (Acc) and weighted Preci-
sion (P), Recall (R), and F1 measure for field
of education normalisation using the com-
bined pipeline and models. Improvements
over results presented in Table 4 in bold.

ing those trained on the simple dataset, once
those are integrated into the full pipeline.
The best results are obtained through the
BERT-based models, closely followed by the
SVM models.

Furthermore, the variants of the system
using classifiers trained on the combined
dataset are also evaluated in an alternative
way, where the classifier receives the con-
catenation of the clean degree and the clean
major as input (i.e. modifying the line 8 of
Algorithm 2). We refer to this as the com-
bined pipeline. In this way, the classifiers
trained with the combined dataset are evalu-
ated with the same type of input as they ob-
served during training. The results are pre-
sented in Table 5. The combined pipeline
does not produce significant changes in per-
formance: the results for each variant are
within 1% with respect to those of the orig-
inal pipeline. The best overall results are
obtained by the variant using the BERT-C
model and the combined pipeline.

5 Use Case: Candidate-Job
Matching Based on Education

As mentioned at the beginning of this paper,
resume education normalisation is useful for
several tasks. Some of these include: data
analytics on a pool of candidates or on hired
profiles; candidate search or filtering by edu-
cation level, field, or a combination of both;
or candidate-job ranking based on education.
In this section we focus on the latter as an ap-
plication of the proposed normalisation sys-
tem in a digitalised recruitment process.

In this use case scenario, the recruitment
system has a pool of job postings which
include, among others, the required educa-
tional background of the candidate. We as-
sume that these requirements are normalised
into level and field of study as proposed in
this paper. Using the system presented in
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Figure 2: Examples for the tasks rank jobs given a resume (left) and rank resumes given a job
(right) based on education.

this work to get the applicants’ normalised
education tracks as well, a simple rule-based
system can be created to rank candidates for
a job given its education requirements, or
rank jobs for a candidate given their educa-
tional achievements. We next describe an ex-
ample system with such functionality that:

• Takes into account the distance in the
proposed taxonomy to score field match-
ing, and

• Compares education items of different
levels, as long as the distance is small.

Considering the second point, candidates
that are under- or over-qualified with respect
to the required level get a small penalisation
in their scores, in order to benefit exact level
matches.

Using such system, a score for each
(candidate, job) pair can be obtained based
on their normalised education and used for
ranking. Figure 2 presents some examples of
the tasks for candidate-job matching based
on education. Using 100 varied job postings
and 180 randomly sampled resumes, the left
side shows a selection of the top-ranked jobs
matched for an input resume, while the right
side shows the top-ranked candidates for an
input job post.

The matching system used for the exam-
ples is based on expert rules, but more com-
plex methods could be taken for developing
a machine learning-based approach. A sys-
tem for matching based on education could
be applied in isolation for ranking tasks like
the presented examples, or used as a filter to
retain candidates that satisfy the minimum
requirements for further selection steps. It

could also be used in combination with other
matching systems to create a more complex
tool. For example, matching based on educa-
tion, work experience, and skills could have
their scores combined using different weights
to get a final complex ranking that takes into
account all those aspects. All these processes
could help recruiters, on the one hand, by
making screening processes easier with stan-
dardised information, and job-seekers on the
other hand, by showing more relevant job rec-
ommendations based on their profile.

6 Conclusion

This work defined the education normalisa-
tion problem and proposed a new taxonomy
for fields of study within the labour context.
A simple yet effective system has been pre-
sented to approach the automation of the
task of education normalisation from parsed
resumes. Besides this, we have studied the
effects of integrating diverse types of mod-
els –from simpler light-weight SVMs to more
complex semantic-aware transformers– into
the system.

Results have shown that a simple rule-
based approach can account for the vast ma-
jority of cases regarding level of study nor-
malisation, although it could miss noisier
inputs like misspellings and parsing errors.
With regard to field of study normalisation,
a more complex task, using a combination of
rules for the most frequent cases and a clas-
sifier to generalise over noisier unseen data
achieves good results, even on a forcefully
challenging test set.

We presented a use case where the pro-
posed education normaliser can be integrated
into recruitment management systems to
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help automate tasks like candidate screening
or candidate-job ranking.

As far as we know, the normalisation of
education-related information contained in
resumes has not been addressed before. We,
therefore, had to develop and validate our
own datasets from a limited set of initial
data in order to train and test the models.
It is possible that the relatively small size
of the generated corpora, and the fact that
we could not sample all the classes homoge-
neously, have limited the scope of the conclu-
sions reached in our results.

On the other hand, it should be noted
that, given that an automatic pipeline
(namely resume parsing) was used to obtain
the input data, these upstream processes may
have resulted in added noise to data which
are already variable by nature.

Finally, the defined taxonomy for field of
education and the full normalisation test set
on which our proposed system was evaluated
are made publicly available with this work for
research purposes.
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A Classifiers Details

Throughout the experimentation phase, dif-
ferent types of models and configurations
were developed and tested. Next, further de-
tails about the models reported in this work
are given.

SVM-based models: Calibrated Linear
SVMs. Training configuration: C = 0.1,
tol =1e−5, max iter = 10000.
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BiLSTM-based base models: Classi-
fiers based on BiLSTMs and using a 300-
dimensional non-pretrained embedding layer.
The BiLSTM generates a 300-dimensional
vector space processed by a final 139-
dimensional dense softmax layer. Training
configuration: lr=1e−3, dropout=0, Adam
optimiser (Kingma and Ba, 2015).

ftBiLSTM models: A base BiLSTM
model was trained using the synthetic data.
Then, the model was fine-tuned on the gold
standard data. During pre-training, a learn-
ing rate of 0.01 was used, keeping the rest
of the base configuration. Fine-tuning con-
figuration: lr =1e−3, dropout = 0.4, Adam
optimiser.

BERT-based models: Classifier based
on an uncased BERT (Devlin et al., 2018)
architecture9. This model was fine-tuned
on the gold-standard data using a final 139-
dimensional dense softmax layer. Fine-
tuning configuration: lr =3e−5, dropout =
0.1, Adam optimiser.

9https://huggingface.co/google/bert_
uncased_L-12_H-768_A-12
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An approach to lexicon filtering for author profiling
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Abstract: This paper studies the influence of a general Spanish lexicon and a
domain-specific lexicon on a text classification problem. Specifically, we address the
impact of the choice of lexicons for user modelling. To do so, we identify gender and
profession as demographic traits, and political ideology as a psychographic trait from
a set of tweets. We experimented with machine learning and supervised learning
methods to create a prediction model with which we evaluated our specific lexicon.
Our results show that the choice and/or construction of lexicons to support the
resolution of this task can follow a given strategy, characterised by the domain of
the lexicon and the type of words it contains.
Keywords: Lexicon filtering, user modelling, feature extraction.

Resumen: Este trabajo estudia la influencia de un léxico general del español y un
léxico espećıfico del dominio en un problema de clasificación de textos. En concreto,
abordamos el impacto de la elección de léxicos para el modelado de usuarios. Para
ello, identificamos el género y la profesión como rasgos demográficos, y la ideoloǵıa
poĺıtica como rasgo psicográfico a partir de un conjunto de tuits. Experimentamos
con métodos de aprendizaje automático y aprendizaje supervisado para crear un
modelo de predicción con el que evaluamos nuestro léxico espećıfico. Nuestros resul-
tados muestran que la elección y/o construcción de léxicos para apoyar la resolución
de esta tarea puede seguir una estrategia determinada, caracterizada por el dominio
del léxico y el tipo de palabras que contiene.
Palabras clave: Filtrado de lexicones, modelado de usuario, extracción de carac-
teŕısticas.

1 Introduction

Words are well-described units that provide
the link between perception and meaning, so
they have been central to developments in
computational modelling of language during
decades (McClelland and Rumelhart, 1981).
The stock of words that speakers can draw
on in a language is the lexicon (Clark, 1995).
Research uses specific lexicons that have been
created to address tasks of a general na-
ture (Sandoval et al., 2022) or about specific
domains such as medical (Campillos-Llanos
et al., 2021), including the COVID-19 pan-
demic (Lanza et al., 2021), but also tourism
(Moreira, 2021), and about emotional aspects
(Roy and Sharma, 2021), among others.

Since the word is the basic unit of a lan-
guage, improving its representation has a sig-
nificant impact on various tasks in Natural
Language Processing (NLP) (Zhang et al.,

2017). By measuring some textual character-
istics we can distinguish between texts writ-
ten by different authors and identify their au-
thorship. Juola and others (2008) define Au-
thorship Attribution as the science of infer-
ring author characteristics from documents
written by that author. This task can be seen
as a text classification task and it is related
to the profiling of the user from the text, i.e.
it consists in the identification of user char-
acteristics according to the style used by the
user in his or her writings.

Some areas of NLP where the use of lexi-
cons is most relevant are user profiling and
authorship attribution (Eder, Rybicki, and
Kestemont, 2016). Lexicons have been rou-
tinely used for automatic sentiment extrac-
tion as a text classification task. The emer-
gence of end-to-end solutions for text classifi-
cation, such as deep neural networks, has not
made lexicons any less useful.
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Many of the issues discussed by politicians
and the media are so nuanced that even the
choice of certain words implies the choice of
an ideological position. Erikson and Tedin
(2015) define political ideology as the set of
beliefs about the proper order of society and
how it can be achieved. In terms of groups
of individuals

The aim of this paper is to analyse the
influence of a specific lexicon versus a gen-
eral one for text classification, in particular
for user profiling, and how to filter and for-
mat them. To this end, we address the task
of identifying gender and profession as demo-
graphic traits, and political ideology as a psy-
chographic trait, from a user’s set of tweets,
the as a binary (for gender) or multi-class (for
the rest) classification problem. We obtain a
specific lexicon by filtering according to the
influence of different types of word in the pre-
diction of the tags. Thus, we re-experiment
with the new filtered lexicon and demonstrate
improvements in prediction metrics. We use
phraseological and word frequency features
as features and supervised learning classifi-
cation methods for training. The proposed
method can be generalised to other tasks re-
lated to user profiling and stylometric char-
acterisation. The paper is organized as fol-
lows: in Section 2 we present the objectives
and questions posed in our research; related
research work is studied in Section 3. The
dataset used and the lexicons for profile char-
acterisation are described in Section 4. Our
approach is detailed in Section 5, and the de-
sign of experiments is described in Section 6.
In Section 7, we present the results. Discus-
sion of the findings is given in Section 8. Fi-
nally, the conclusions of our research are re-
ported in Section 9 along with guidelines for
further research.

2 Objectives and contribution

The aim of this work is to determine the im-
pact of lexicons in extracting style features
for supervised learning systems on a text clas-
sification task. We focus on obtaining clear
insights on the following issues:

1. Generic versus specialised lexicons.
Usually, what is commonly available
(even more in stylometry analysis) are
general lexicons of frequent words in the
target language without considering the
specific topic to be addressed. This pa-

per includes the prediction of political
ideology as a relevant feature in user pro-
filing, so it is interesting to explore the
use of politically oriented lexicons and
how this may affect the determination
of features within the political domain.

2. Lexicon size. To understand the influ-
ence of the number of words considered
in a lexicon on the performance of the
final system, we have found some clues
to help us determine the most appropri-
ate size for the task and domain under
consideration.

3. Normalisation of words We study the
importance of the use of words in their
inflected form (conjugated, number, gen-
der, etc.) versus their respective normal-
ized form, such as the lemma. The Span-
ish language is very rich and has profuse
morphosyntactic derivations. A canon-
ical representation of words may con-
dense the semantic representation but to
the detriment of the grammatical role
and thus its possible stylometric value.
This paper also analyzes the relevance
of the canonical use of the terms.

4. Influence of grammatical category.
Given that lexicons incorporate terms
from a wide range of grammatical cate-
gories(part -of-speech), we are interested
in exploring whether certain categories
(verbs, adjectives, adverbs, etc.) have
more impact as a source of stylometric
features.

Thus, our aim of the study is to analyse
the influence of the use of a lexicon in a spe-
cific attribution domain, in our case a lexi-
con of political words, in order to determine
gender, profession and political ideology (bi-
nary and multiclass) on the basis of short
texts. Likewise, together with a general lex-
icon of frequently used words in the Spanish
language, to analyse the impact for training
and prediction according to the number of
words they contain.

We contribute with a lexical analysis for
the classification of Spanish texts, and high-
light the importance of a specific lexicon re-
lated to the prediction topic at hand. Our
work provides clues for future research when
the use of lexicons for the extraction of style
features is considered.
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3 Related work

From the 1960s until the late 1990s, research
on authorship attribution was dominated by
attempts to define traits to quantify writing
style, a line of research known as “stylome-
try” (Holmes, 1994; Savoy, 2020). Tweedie,
Singh, and Holmes (1996) define style as a set
of measurable patterns that may be unique
to an author. Stylometric analysis assumes
that style is quantifiable in order to evalu-
ate its distinctive qualities (Neal et al., 2017).
Stylometry offers powerful techniques for ex-
amining variation in authors’ style (Hoover,
2007). Moreover, stylometry can be useful
not only for identifying an author, but also
for associating styles with certain distinctive
features of the author, such as gender or pro-
fession (Ikae, Nath, and Savoy, 2019). It can
also be used to detect a way of conveying cer-
tain messages on social networks, such as po-
litical orientation (Garćıa-Dı́az et al., 2022).

Regarding the use of lexicons, automatic
sentiment determination is one of the text
classification tasks in the area of PLN in
which lexicons have been commonly em-
ployed. EuroWordNet (Vossen, 1998), is a
multilingual database with word networks of
several European languages including Span-
ish.

Taboada et al. (2011) present a lexicon-
based approach to extract sentiment from
text by incorporating the semantic orienta-
tion of individual words and contextual va-
lence shifters, they describe the Semantic
Orientation Calculator (SO-CAL) which they
developed. They extract sentiment words
(including adjectives, verbs, nouns, and ad-
verbs), use them to compute semantic ori-
entation, and demonstrate that this lexicon-
based method works well and is robust across
domains and texts.

For automatic analysis of emotions ex-
pressed in tweets, specialized lexical re-
sources are necessary. Sidorov et al. (2013)
present Spanish Emotion Lexicon (SEL)1 as
a resource for the analysis of emotions in
texts, a dictionary marked with probabilities
of expressing one of the six basic emotions
containing 2,036 words. Moreno-Ortiz and
Hernández (2013) perform a lexicon-based
sentiment analysis of short texts generated on
the social network Twitter in Spanish, carry-
ing out such a performance evaluation with

1https://www.cic.ipn.mx/sidorov/SEL

the Sentitext tool2, a Spanish sentiment anal-
ysis system.

Molina-González et al. (2013) present a
Spanish resource for Opinion Mining com-
posed of a list of opinion words; SOL (Span-
ish Opinion Lexicon), with the objective of
developing a Spanish lexicon based on one
of the most widely used English lexicons for
polarity classification, the Bing Liu English
Lexicon (Hu and Liu, 2004). They manu-
ally revised the lexicon to improve the final
word list resulting in iSOL (improved SOL)3.
Next, they describe eSOLHotel, a new corpus
for Sentiment Analysis composed of hotel re-
views written in Spanish (Molina-González et
al., 2014). They use the corpus to conduct a
set of experiments for unsupervised polarity
detection using different lexicons.

Davidson et al. (2017) use a crowdsourced
hate speech lexicon to collect tweets contain-
ing hate speech keywords, tagging a sample of
these tweets into three categories: those con-
taining hate speech, only offensive language,
and those containing neither. They train a
multi-class classifier to distinguish between
these different categories. Plaza-del Arco et
al. (2018) present the process carried out to
generate a new lexicon of intensity of emo-
tions for Spanish, generating a parallel list to
the lexicon of intensity of affects for English
of (Mohammad, 2017).

A deep learning-based framework for
building a sentiment domain lexicon by
employing word vector models and deep
learning-based classifiers is proposed by (Li
et al., 2021), this work proposes a method
to create a sentiment-related lexicon in an
automated way. Plaza-del Arco et al.
(2021) present a Spanish-language corpus
for researching offensive language OffendES4,
collects 47,128 Spanish-language comments
from young influencers on the social plat-
forms Twitter, Instagram and YouTube,
manually tagged in predefined offensive cate-
gories. As part of a project on extracting sen-
timent from text, Taboada (2017) presents
the SFU Spanish review corpus5, a collec-
tion of 400 reviews on cars, hotels, washing
machines, books, cell phones, music, com-
puters and movies. On the political theme,

2http://tecnolengua.uma.es/sentitext
3http://sinai.ujaen.es/?p=1202
4https://github.com/pendrag/MeOffendEs
5https://www.sfu.ca/mtaboada/docs/research/

SFU Spanish Review Corpus.zip
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Garćıa-Dı́az, Colomo-Palacios, and Valencia-
Garćıa (2022) publish PoliCorpus 20206, a
dataset composed of tweets of Spanish politi-
cians published in 2020 including members
of government, senators, deputies, presidents
of autonomous communities, mayors, coun-
cillors, advisors and former politicians, clas-
sifying political ideologies as a binary classi-
fication problem (left versus right) and as a
multiclass problem (left, moderate left, mod-
erate right and right).

Another are where general lexicons has
been used is when determining lexical com-
plexity; the more common (frequent) is the
vocabulary used, the easier its understand-
ing. General lexicons have been found use-
ful even when integrated in end-to-end solu-
tions like deep neuronal networks in lexical
complexity detection. For example, Ortiz-
Zambrano, Espin-Riofrio, and Montejo-Ráez
(2022) review the use of word embeddings
and compare them to a broader list of lexical-
level linguistic features. They use tuned
Transformers-based models run on the pre-
trained models BERT (Devlin et al., 2018),
XLM-RoBERTa (Conneau et al., 2019) and
RoBERTalarge-BNE (Gutiérrez Fandiño,
Armengol Estapé, and others, 2022) on the
different Spanish datasets with various re-
gression algorithms.

4 Data

There is debate about the use of different
lexical units in research (Laufer and Cobb,
2020). Word types have to be taken into
account when compiling word lists or lexi-
cons (Webb, 2021). It is also essential for
lexical profiles of texts and corpora, which
indicate learning objectives in a specific do-
main. Also, machine learning methods tend
to draw on more data to create better pre-
diction models.

We will use data collections from evalu-
ation campaigns for the specific task of text
classification, establishing a point of compari-
son with the results obtained by previous par-
ticipants.

4.1 Bechmarking collection

We have selected the PoliticEs task - Span-
ish Author Profiling for Political Ideology
task organised in the IberLEF 2022 evalu-
ation campaign (Garćıa-Dı́az et al., 2022).

6https://pln.inf.um.es/corpora/politics/
policorpus-2020.rar

We use the dataset provided for this task,
which was collected between 2020 and 2021
from Twitter accounts of politicians and po-
litical journalists in Spain using the UMU-
CorpusClassifier (Garćıa-Dı́az et al., 2020),
from selected users whose political affiliation
can be identified according to the party to
which the politicians belong or the editorial
line of the newspapers where the journalists
write. Each author is anonymized and tagged
with their gender (male, female), and their
political spectrum on two axes: binary (left,
right) and multiclass (left, left moderate,
right, right moderate). It is composed of
messages from about 400 different users with
at least 120 tweets. There are two datasets, a
training and a test dataset (80% and 20% re-
spectively), which are independent to prevent
machine learning approaches from identify-
ing authors instead of features. The dataset
is an extension of PoliCorpus 2020 (Garćıa-
Dı́az, Colomo-Palacios, and Valencia-Garćıa,
2022).

We participated in the IberLEF 2022 cam-
paign in the PoliticEs task. As “SINAI”
team, we presented an approach with fea-
tures of frequently used Spanish words (cita-
tion removed for blind review) using a com-
bination of a Transformer model (Vaswani et
al., 2017) with traditional machine learning
methods. Twenty teams submitted results
(Garćıa-Dı́az et al., 2022) and, although we
ranked 16th, our results are not far off given
the simplicity of our method, highlighting the
importance of using a lexicon of frequently
used Spanish words, Table 1. This paper
covers a deeper analysis on the use of lex-
icons with several strategies to optimize its
integration in text classification tasks.

Among the most outstanding works were
LosCalis (Carrasco and Rosillo, 2022) with a
system based on Transformers. They com-
bine BETO (Canete et al., 2020) and MarIA
(Gutiérrez Fandiño, Armengol Estapé, and
others, 2022) to extract document-level fea-
tures together with a Multilayer Perceptron
(MLP) for tag decoding. The NLP-CIMAT
team (Villa-Cueva et al., 2022) proposed
PolitiBETO, a pre-trained BETO model in
the political domain that predicts test data
at the tweet level, merges these predictions
through a majority vote to determine the
tags of a given author based on his or her
tweets. Thirdly, Alejando Mosquera (Mos-
quera, 2022) explores the use of a regularised
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Team Average Macro F1 gender profession ideology binary ideology multiclass
LosCalis 0.90226 (01) 0.90287 (01) 0.94433 (01) 0.96162 (01) 0.80023 (04)
NLP-CIMAT 0.89096 (02) 0.78484 (06) 0.92125 (03) 0.96148 (02) 0.89628 (01)
Alejandro Mosquera 0.88918 (03) 0.82671 (03) 0.93345 (02) 0.95152 (03) 0.84504 (03)
SINAI 0.72147 (16) 0.78571 (05) 0.75395 (15) 0.78469 (15) 0.56154 (16)

Table 1: PoliticEs official ranking according to F1 metrics.

L2 Logistic Regression (LR) model based on
n-grams of words and characters together
with readability features.

4.2 Lexicons

We use the lexicon of frequently used Span-
ish words from the Corpus de Referencia
del Español Actual (CREA)7 referenced by
the Real Academia Española (RAE). As its
name suggests, it is a list of the most fre-
quently used words in the Spanish language,
from which we have incrementally taken the
first 1,000 words for our experimentation (Ta-
ble 2).

1 de 26 sus 51 mi 76 vida
2 la 27 le 52 porque 77 otro
3 que 28 ha 53 qué 78 después
4 el 29 me 54 sólo 79 te
5 en 30 si 55 han 80 otros
6 y 31 sin 56 yo 81 aunque
7 a 32 sobre 57 hay 82 esa
8 los 33 este 58 vez 83 eso
9 se 34 ya 59 puede 84 hace
10 del 35 entre 60 todos 85 otra
11 las 36 cuando 61 aśı 86 gobierno
12 un 37 todo 62 nos 87 tan
13 por 38 esta 63 ni 88 durante
14 con 39 ser 64 parte 89 siempre
15 no 40 son 65 tiene 90 d́ıa
16 una 41 dos 66 él 91 tanto
17 su 42 también 67 uno 92 ella
18 para 43 fue 68 donde 93 tres
19 es 44 hab́ıa 69 bien 94 śı
20 al 45 era 70 tiempo 95 dijo
21 lo 46 muy 71 mismo 96 sido
22 como 47 años 72 ese 97 gran
23 más 48 hasta 73 ahora 98 páıs
24 o 49 desde 74 cada 99 según
25 pero 50 está 75 e 100 menos

Table 2: CREA Lexicon, showing the first
100 frequently used words in Spanish.

On political words, Sánchez-Junquera,
Ponzetto, and Rosso (2020) present a cor-
pus of tweets from politicians’ accounts of
the main political parties during the Spanish
elections of 10 November 2019 (10N Spanish
elections). The authors performed a semi-
automated annotation process of themes and
feelings/emotions, and provided a prelimi-
nary qualitative analysis of the dataset on

7 https://corpus.rae.es/lfrecuencias.html

different topics addressed in the election cam-
paign. From this corpus, we extract the most
frequently used words in these texts, thus cre-
ating a list of 300 words of political use which
we call ELECC (Table 3). We then used this
lexicon together with the CREA lexicon to
determine word frequency characteristics.

The different versions of the Spanish polit-
ical lexicon, original and filtered, are hosted
at Spanish-election-lexicon8.

1 vox 26 fuerza 51 educación 76 niños
2 españa 27 libertad 52 simpatizantes 77 reforma
3 psoe 28 mañana 53 madrid 78 laboral
4 gobierno 29 electoral 54 europa 79 casa
5 sánchez 30 debate 55 minuto 80 plan
6 gracias 31 quiero 56 millones 81 derogar
7 páıs 32 pedro 57 puedes 82 trabajadores
8 españoles 33 ciudadanos 58 seguirlo 83 problemas
9 campaña 34 torra 59 impuestos 84 hablando
10 barcelona 35 sociales 60 ungobiernocontigo 85 medios
11 10n 36 única 61 derecho 86 apoyo
12 acto 37 derechos 62 voto 87 ortega
13 cataluña 38 quieren 63 democracia 88 votantes
14 personas 39 noche 64 encuentro 89 murcia
15 directo 40 irene 65 valientes 90 real
16 poĺıtica 41 único 66 alternativa 91 ilusión
17 entrevista 42 nacional 67 poĺıtico 92 convivencia
18 partido 43 oviedo 68 elecciones 93 v́ıa
19 años 44 mitin 69 señor 94 miles
20 seguir 45 domingo 70 hablar 95 votapsoe
21 gente 46 presidente 71 unidas 96 abascal
22 10nvotasolucions 47 futuro 72 catalunya 97 sede
23 aversivoyaserdeup 48 montero 73 español 98 frente
24 ley 49 propuestas 74 socialista 99 congreso
25 españasiempre 50 familias 75 mensaje 100 pensiones

Table 3: ELECC Lexicon, showing the top
100 words in political usage.

5 Approach

We start from the hypothesis of the useful-
ness of lexicons to determine the user profile
and how decisive is the choice of a lexicon
adapted to the specific domain related to the
object under study. We experimented with
the extraction of profile features such as gen-
der and profession, and semantics for politi-
cal ideology, in order to establish and differ-
entiate the impact of the lexicons used.

We carried out our experimental approach
in the following way: Starting from a general
lexicon of frequently used words of the Span-
ish language, we train classifier models incre-
mentally as a function of the number of words
used. We add a specific lexicon of political
words to establish another point of compar-
ison in conjunction with the general lexicon.

8https://github.com/cespinr/Spanish-election-
lexicon
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Now, we analyse how determinant both lex-
icons are on the outcome by correlating the
variables with the prediction. We continue
by exploring the lexicons with their words in
their inflected or lemma form and check again
which lexicon is more influential. Having es-
tablished which lexicon is more determinant,
we go deeper with it in its grammatical word
forms and filter out which forms have more
weight on the studied features. Now, we can
obtain a new lexicon even more specific and
determinant according to the domain treated,
in our case the political one. At each step we
obtain prediction metrics for a final sequen-
tial comparison.

In more detail, our model extracts style
features by analysing the CREA lexicons of
frequently used words in the Spanish lan-
guage and the ELECC lexicon of political
words. Taking each word from the lexicons
we determine its frequency of occurrence in
the analysed texts by computing a frequency
ratio per 1000. In addition, we compute
other phraseological features such as Mean-
WordLen, LexicalDiversity, MeanSentence-
Len, StdevSentenceLen, MeanParagraphLen
and DocumentLen, based on the Stylome-
try library9. This set of features has no
variations throught our experiment. Thus,
we obtain the final feature vector used for
training different classical machine learnnig
algorithms: Logistic Regression (LR), Ram-
dom Forest (RF), Decision Tree (DT), Multi-
layer Perceptron (MLP) and Gradient Boost-
ing (GB), together with an ensemble voting
classification method. Thus, we have our ex-
perimental approach to filter a lexicon for
a specific domain by training and evaluat-
ing different classifiers for the prediction of
gender, profession, binary ideology and mul-
ticlass ideology, Figure 1.

With the most influential lexicon we gen-
erate a version with the inflected types or
lemma of the words (”siguiendo” – ”seguir”).
We also estimate the grammatical categories
by means of POS, i.e. whether they are verb,
adjective, noun, etc. We relate again this
versions with F1 score metric using Pearson
correlation to determine more precisely the
types of words that have the greatest influ-
ence on the performance of the system. We
thus establish a new filtered ELECCNEW
lexicon with the most important grammat-

9 https://github.com/jpotts18/stylometry

Figure 1: Experimental approach.

ical forms of words, Fig. 2.

Figure 2: Lexicon filtering process.

Now we have a new point of analysis with
this new ELECCNEW lexicon, we train again
with the classifiers and method proposed and
compare these results with the first ones ob-
tained.

6 Experiments design

Our experimentation proceeds as follows:

• Exploration with the original lexicons;
first only with the frequently used words
for CREA Spanish and then in conjunc-
tion with the ELECC lexicon of polit-
ical words in incremental combinations
of 100 by 100, based on the analysis of
word frequency and phraseological fea-
tures. In this way, we observe the be-
haviour of the lexicons and their impor-
tance on prediction.

• Determination of the importance of the
use of the words in their inflected form
versus their respective normal form.
Knowing which lexicon is the most de-
cisive, we use Freeling10 to obtain the
lemma of the words and unify their dif-
ferent grammatical variants.

• Analysis of the grammatical categories
of the lexicon from the parts of

10https://nlp.lsi.upc.edu/freeling/
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speech (POS) with the Spacy11 pipeline
es core news sm, counting the number of
occurrences of each type.

• Filtering a new political lexicon by de-
termining the correlation of words and
their influence on prediction.

• New training with filtered lexicon to ob-
tain resulting performances.

7 Results

We then have several points of assessment to
present your results.

The results of evaluating the original
ELECC lexicon together with CREA in in-
cremental word combinations of 100 by 100,
are shown in Table 4. Also, Figure 3 shows
where the best results were obtained for each
label according to the lexicon combinations.

CREA ELECC gender profession ideology ideology
binary multiclass

100 100 0.7122 0.8798 0.7673 0.5934
100 200 0.7268 0.8785 0.8220 0.6238
100 300 0.7463 0.8885 0.8429 0.6702
200 100 0.7207 0.9149 0.8005 0.5898
200 200 0.7015 0.9149 0.8429 0.6697
200 300 0.7207 0.8945 0.8533 0.6311
300 100 0.7037 0.8872 0.7673 0.5927
300 200 0.7292 0.9060 0.8113 0.6623
300 300 0.7324 0.8667 0.8325 0.6524
400 100 0.7486 0.8561 0.8113 0.5942
400 200 0.7679 0.8647 0.8533 0.6414
400 300 0.7890 0.8770 0.8728 0.6501
500 100 0.7817 0.8959 0.8128 0.6168
500 200 0.7572 0.9048 0.8429 0.6239
500 300 0.7268 0.8972 0.8325 0.6320
600 100 0.7785 0.8699 0.8220 0.6329
600 200 0.7744 0.8945 0.8337 0.6376
600 300 0.7378 0.8770 0.8128 0.6572
700 100 0.7918 0.8872 0.7806 0.5858
700 200 0.7634 0.8840 0.8635 0.6629
700 300 0.7548 0.8945 0.8220 0.6520
800 100 0.7324 0.8734 0.8220 0.6533
800 200 0.7548 0.8647 0.8635 0.6704
800 300 0.7486 0.8476 0.8533 0.6431
900 100 0.7853 0.8753 0.8220 0.6376
900 200 0.7208 0.8929 0.8325 0.6941
900 300 0.7679 0.8734 0.8533 0.6531
1000 100 0.7420 0.8581 0.8220 0.6276
1000 200 0.7160 0.8770 0.8429 0.6162
1000 300 0.8349 0.8667 0.8220 0.6743

Table 4: F1 weighted average for each label
combining the CREA and ELECC lexicons.

We have, Table 5 , the influence of ELECC
and CREA on label prediction by measur-
ing the statistical relationship (Pearson cor-
relation coefficient) between the number of
CREA and ELECC words with the weighted
mean F1 obtained for each label. The strong
correlation (above 0.5) of ELECC on the ide-
ology binary and ideology multiclass labels is
clearly visible. CREA has a moderate influ-

11https://spacy.io

ence on gender. From here, we continue the
deeper analysis of ELECC.

gender profession ideology ideology
binary multiclass

CREA 0.4403 -0.4216 0.2203 0.2808
ELECC 0.0845 -0.0363 0.5887 0.5803

Table 5: Pearson correlation of CREA and
ELECC words on prediction of each tag.

Table 6 shows the prediction using the
ELECC words in their inflected or lemma
form, with 263 words making up this new list.

CREA ELECC gender profession ideology ideology
lemma binary multiclass

100 100 0.6132 0.8581 0.7584 0.5506
100 200 0.6971 0.8885 0.7915 0.5654
100 263 0.6987 0.8753 0.8635 0.5221
200 100 0.7043 0.8872 0.7559 0.5552
200 200 0.6696 0.8785 0.7559 0.5376
200 263 0.6839 0.8785 0.8325 0.5634
300 100 0.7099 0.8411 0.7356 0.6066
300 200 0.7207 0.8770 0.7294 0.5643
300 263 0.7263 0.8753 0.7444 0.6048
400 100 0.7766 0.8770 0.7785 0.5692
400 200 0.7572 0.8770 0.8325 0.5510
400 263 0.7350 0.8929 0.7896 0.6006
500 100 0.7634 0.8857 0.8429 0.6189
500 200 0.7486 0.8667 0.8005 0.5905
500 263 0.7451 0.8667 0.8005 0.6557
600 100 0.7400 0.8667 0.7915 0.5935
600 200 0.7207 0.8496 0.7716 0.6407
600 263 0.6952 0.8428 0.8220 0.6493
700 100 0.6690 0.9137 0.8005 0.6352
700 200 0.7268 0.8770 0.8022 0.6286
700 263 0.7524 0.8840 0.7785 0.6197
800 100 0.7422 0.8734 0.8220 0.6643
800 200 0.7037 0.8496 0.7896 0.6012
800 263 0.7698 0.8667 0.8533 0.5786
900 100 0.7268 0.8929 0.7896 0.6687
900 200 0.7634 0.8753 0.8429 0.6541
900 263 0.7324 0.8857 0.8418 0.6542
1000 100 0.7437 0.8840 0.8113 0.6387
1000 200 0.7314 0.8840 0.8522 0.6381
1000 263 0.7437 0.8647 0.8205 0.6574

Table 6: F1 weighted average F1 for each la-
bel using the inflected form or lemma of the
words ELECC.

With the PoS grammatical categories of
ELECC words, we continue filtering this lex-
icon according to the influence of each gram-
matical category, Table 7, we again use Pear-
son.

gender profession ideology ideology
binary multiclass

ADV -0.0178 0.0984 0.6901 0.6589
NOUN 0.0832 -0.0344 0.5912 0.5825
CCONJ -0.0178 0.0984 0.6901 0.6589
PRON 0.1642 -0.1612 0.3296 0.3462
SPACE 0.0486 0.0134 0.6462 0.6289
AUX 0.1317 -0.1069 0.4656 0.4708
PROPN 0.1144 -0.0800 0.5185 0.5184
VERB 0.0825 -0.0333 0.5927 0.5838
ADP 0.1642 -0.1612 0.3296 0.3462
ADJ 0.0727 -0.0196 0.6106 0.5991

Table 7: Correlation of ELECC grammatical
types on each label.

We are left with the grammatical types

An approach to lexicon filtering for author profiling

81



Figure 3: F1 weighted avg using the CREA and ELECC lexicons.

ADV, NOUN, CCONJ, PROPN and VERB,
which show a strong correlation with the pre-
diction labels, highlighted in Table 7. Thus,
we have obtained a new filtered ELECCNEW
lexicon of 250 words with which to proceed to
the final training and prediction, see Table 8.

CREA ELECC gender profession ideology ideology
NEW binary multiclass

100 100 0.7524 0.8798 0.8022 0.5931
100 200 0.7074 0.8539 0.8005 0.5596
100 250 0.6922 0.8840 0.8325 0.6377
200 100 0.7400 0.9248 0.7532 0.5535
200 200 0.7539 0.8429 0.8312 0.5864
200 250 0.7057 0.8514 0.7806 0.6113
300 100 0.7400 0.8454 0.7326 0.6077
300 200 0.6971 0.8840 0.7356 0.5692
300 250 0.7364 0.8734 0.7471 0.6176
400 100 0.7572 0.8840 0.8113 0.6035
400 200 0.7122 0.8476 0.7806 0.5717
400 250 0.7100 0.8753 0.8429 0.6300
500 100 0.7785 0.8872 0.8205 0.5887
500 200 0.6885 0.8561 0.8533 0.6475
500 250 0.7420 0.8392 0.8113 0.6399
600 100 0.7378 0.8598 0.8022 0.6042
600 200 0.7400 0.8667 0.8337 0.6804
600 250 0.7099 0.8647 0.8533 0.6745
700 100 0.7400 0.9048 0.8113 0.6405
700 200 0.7314 0.8647 0.8233 0.6731
700 250 0.7122 0.8734 0.8113 0.6285
800 100 0.7437 0.8734 0.8325 0.6633
800 200 0.7229 0.8840 0.8533 0.6698
800 250 0.7698 0.8712 0.8429 0.6918
900 100 0.7378 0.8840 0.8220 0.6772
900 200 0.7634 0.8734 0.8429 0.6547
900 250 0.7766 0.8625 0.8429 0.6552
1000 100 0.7400 0.8753 0.8533 0.6129
1000 200 0.6885 0.8734 0.8325 0.6478
1000 250 0.7333 0.8539 0.8429 0.7006

Table 8: F1 weighted average for each label
with filtered ELECCNEW lexicon.

Finally, in Figure 4, we have the individ-
ual behaviour of the LR, RF, DT and MLP
classifiers used for training, now with the new
ELECCNEW lexicon.

Figure 4: Performance of classifiers using
CREA and ELECCNEW.

8 Discussion

We used CREA to explore the relative fre-
quency of words in profile discovery (Espin-
Riofrio, Ortiz-Zambrano, and Montejo-Ráez,
2022). The best prediction was obtained
for profession with F1 of 0.9060, followed by
ideology 0.8418, gender 0.7853 and ideology
0.6494. These values, compared to the of-
ficial PoliticEs results, are very competitive
and close to the state of the art.

The addition of the original ELECC lexi-
con, in combination with CREA, shows that
the more ELECC words used, the better the
prediction of political ideology, highlighting
the importance of building specific lexicons
when trying to identify thematically narrow
characteristics of individuals. Improvements
were also obtained in predicting gender and
profession.

Original ELECC is more influential in de-
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termining political ideology, while CREA is
more influential in determining gender, as
can be seen from the correlation between lex-
icons and label prediction.

When comparing the prediction, using the
inflected form or lemma of the ELECC words,
with the prediction using the original ELECC
lexicon, the results are very similar, even gen-
der has some decrease. Therefore, it does not
seem that the use of a canonical form of the
lexicons results in a relevant improvement in
the performance of the systems.

ELECC has a strong positive association
for ideology binary and ideology multiclass,
highlighting the grammatical forms ADV,
NOUN, CCONJ, PROPN, VERB and ADJ,
we filter these and get the filtered lexicon
ELECCNEW with which we get better per-
formance on almost all tags. We show the
sequential results of our experiments, which
can be seen in Table 9.

A marked improvement in the prediction
results using the ELECCNEW filtered lexi-
con is observed, thus outperforming the re-
sults presented by the SINAI team in the
IberLEF 2022 PoliticES task (Table 10).

Regarding the classifiers used, LR and
MLP presented better accuracy than RF and
DT, all with better results in profession pre-
diction.

9 Conclusions and future
research

We have established that the choice of the
type of lexicon to be used in a profile iden-
tification task is decisive. There are aspects
of the profile that are more closely related to
domain and semantics, and others to style.
General lexicons like CREA (in the case of
Spanish) are a resource that we can find
useful in the identification of issues related
to style or with inherent characteristics of
the author such as gender and profession.
But, when target information about content,
such as political ideology, it is clear that the
ELECCNEW lexicon adapted to the domain
related to the object of that profile aspectec,
politics, is more appropriate.

In addition, we have seen how certain
grammatical categories are more useful for
providing certain information (such as deter-
minants with gender) and that the relevance
of these categories also depends on the level
of specialisation of the lexicon. This gives us
clues as to what both CREA and ELECC can

provide, either with words that carry the se-
mantics of the content of the text being anal-
ysed, or words that have to do with the per-
son’s writing style.

We contribute to the community with the
ELECCNEW filtered political lexicon and its
original and lemma versions of the most in-
fluential words.

We will continue experimenting with new
methods, such as word type, word family,
phrasing, etc., for lexical filtering and their
influence on prediction according to the lexi-
cal profile of the text under investigation. We
will analyze the use of several Transformer-
based pretrained classifiers to model the con-
text and relationship between words in a text,
and compare them with the results obtained
here. To extend our results, we will also
use other Spanish datasets such as those pro-
posed in the PAN workshops. In addition,
considering other languages will help us to
check the consistency of our results across
tasks and languages.
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Molina-González, M. D., E. Mart́ınez-
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Oscar Navarrate-Parra, Vı́ctor Uc-Cetina, Jorge Reyes-Magaña
Universidad Autónoma de Yucatán, Facultad de Matemáticas, México
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Abstract: In this paper, we propose a methodology to align a medium-sized GPT
model, originally trained in English for an open domain, to a small closed domain
in Spanish. The application for which the model is finely tuned is the question
answering task. To achieve this we also needed to train and implement another
neural network (which we called the reward model) that could score and determine
whether an answer is appropriate for a given question. This component served
to improve the decoding and generation of the answers of the system. Numerical
metrics such as BLEU and perplexity were used to evaluate the model, and human
judgment was also used to compare the decoding technique with others. Finally, the
results favored the proposed method, and it was determined that it is feasible to use
a reward model to align the generation of responses.
Keywords: Model alignment, GPT, reward model, human preferences.

Resumen: En este art́ıculo se propone una metodoloǵıa para alinear un modelo
GPT de tamaño mediano, entrenado originalmente en inglés y de dominio abierto, a
un dominio cerrado y pequeño en español. La aplicación para la cual se afina el mod-
elo es para una tarea de preguntas y respuestas. Para lograr este objetivo también
fue necesario entrenar e implementar otra red neuronal (a la cual llamamos modelo
de recompensas) que pudiera calificar y determinar si una respuesta es adecuada
para una determinada pregunta. Este componente sirvió para mejorar la decodi-
ficación y generación de las respuestas del sistema. Para la evaluación del modelo
se utilizaron métricas numéricas como BLEU y perplejidad, y también se utilizó
la evaluación a juicio humano, comparando la técnica de decodificación con otras.
Finalmente, los resultados favorecieron el método propuesto, y se determinó que es
factible utilizar un modelo de recompensas para alinear la generación de respuestas.
Palabras clave: Alineación de modelo, GPT, modelo de recompensas, preferencias
humanas.

1 Introduction

Transformer neural networks have shown
great potential for natural language process-
ing (Vaswani et al., 2017). Several pre-
trained transformer language models have
been developed with the use of transfer learn-
ing, for instance the work by Radford et al.
(Radford et al., 2018). These models have
been scaled by increasing their number of pa-
rameters by hundreds of millions like GPT-

2 (Radford et al., 2019) and BERT (Devlin
et al., 2019), or up to hundreds of billions
like GPT-3 (Brown et al., 2020) and GPT-
4 (OpenAI, 2023). Transformer models are
trained with massive amounts of text and
once they have been finely aligned, they can
even recognize the task they must perform,
despite never having been specifically trained
for it. It is also possible to use the weights of
these models and fine-tune them for a partic-
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ular task, for example, open domain conver-
sational systems like DialoGPT (Zhang et al.,
2020), InstructGPT and ChatGPT (Ouyang
et al., 2022).

On one hand, training huge models like
GPT-4 is complicated and highly compu-
tationally expensive. On the other hand,
medium-size models still lack coherence and
sometimes tend to hallucinate facts. Further-
more, since they are usually trained with a
wide variety of texts on the Internet, their
behavior is not aligned to correctly follow
the user’s instructions. This highlights the
need for some additional component capa-
ble of providing consistency to the dialogue
state, as well as some kind of system that
evaluates and determines the quality of the
responses (McTear, 2020). However, it is not
always possible to have a large enough la-
beled dataset to fine-tune these models. Es-
pecially if the data comes from a knowledge
base about a particular product, service or
subject. Therefore, there is a need to search
for feasible strategies for training language
models in the response-generation task, that
can be customized for a specific information
domain.

In this article, we focus on the prob-
lem of aligning the DialoGPT model, to en-
able it to answer questions in Spanish. Di-
aloGPT is a model based on GPT-2 and it
was originally trained in English. In order
to achieve a good alignment, the model is
firstly fine-tuned with a corpus in Spanish.
Then, it is further refined with a small col-
lection of questions and answers about a spe-
cific topic. Finally, the performance of the
model is improved through a reward neural
network trained with human feedback. As a
case study, we implemented a chatbot that
answers frequently asked questions from a
University undergraduate program, which we
will refer to as the LCC dataset. The results
show that it is feasible to use a reward model
to align a medium-size GPT model to a small
set of question-answer pairs.

2 Rewards based on human
preferences

When modeling the environment for a re-
inforcement learning algorithm, a common
practice is to manually design the reward
function R : S → <. However, for language
processing, it is not as straightforward to de-
sign a reward system by hand. This is be-

cause the quality and accuracy of the gener-
ated sentences do not depend solely on their
spelling and grammar, but also on their se-
mantics and consistency with the query or
assigned instruction. Therefore, to refine a
language model through reinforcement learn-
ing, we need to employ a reward function
that can distinguish the quality of the gener-
ated sentences, just as a person would. One
way to achieve this is by training a reward
model based on human preferences, that is,
to train a sentence classifier in a supervised
manner where the dataset is created from ex-
amples previously selected and labeled by hu-
man judges. Ziegler et al. (Ziegler et al.,
2019) used this approach to fine-tune GPT-2,
so that it could generate more realistic sum-
maries. In order to do so, they represented
the probability distribution of their model as
a policy π : S × A → [0, 1], and trained a
reward model using human taggers, choosing
the best tag from a small set of possibilities,
to subsequently train the policy with the re-
ward function based on human preferences
– i.e. the rewards model learns to rate sen-
tences like a human. One of the advantages of
fine-tuning a language model with reinforce-
ment learning instead of supervised learning
is that such fine adjustment of the model re-
quires less labeled data.

All of this suggests that it is possible to
fine-tune pre-trained, not-too-giant language
models by combining reinforcement learning
techniques and human preferences, obtain-
ing models capable of understanding a wider
range of language and responding more ac-
curately to user queries. In other words, lan-
guage models can be practically aligned using
reinforcement learning components such as a
reward function.

3 Methodology

The proposed methodology is illustrated in
Figure 1. In general we have the following
components:

• Acquisition of a database in Spanish,
which is used for the first fine-tuning of
the DialoGPT conversational model.

• Acquisition of a small dataset about
a particular topic, namely, the LCC
dataset.

• Refinement of the conversational model
using the LCC dataset.
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Figure 1: Outline of the methodology.

• Manual rating by humans of the new re-
sponses generated. The resulting rating
is further used to augment the previous
version of the dataset.

• The augmented dataset and the embed-
dings generated from the fine-tuned Di-
aloGPT model are used to train a neural
network that predicts rewards for each
response, namely, the reward model.

• Optimization of the conversational sys-
tem via a decoding algorithm with re-
wards in order to align it to the specific-
topic dataset.

4 Conversational model

In this work we use the DialoGPT model be-
cause it is a tunable and relatively small lan-
guage model originally trained to generate di-
alogues in English. Moreover, it is possible
to further refine this model and adapt it to a
different language (Adewumi et al., 2021).

Thanks to the fact that DialoGPT is a
sizable model, it is possible to train it with-
out the need for huge and sophisticated com-
puting equipment, unlike larger models such
as GPT-3 and GPT-4. In this case, the
medium-size DialoGPT model trained from
GPT-2 checkpoint was used, and we further
fine-tuned it using the Spanish conversation
database. In this way, GPT-2’s weights help
the model to understand language structure
while DialoGPT’s weights provide conversa-
tional insight. The same idea is followed to

adjust DialoGPT to the Spanish language, in
order to further adapt it to the LCC dataset.

4.1 Conversations dataset in
Spanish

To refine the model to the Spanish language,
a subset of the original work database was
translated. This dataset was obtained from
the Reddit file server1, specifically, we ex-
tracted the conversations between the years
2006 and 2007 of the site. The resulting
dataset had a size of 379KB and consisted of
110 thousand examples. We used OPUS-MT
(Tiedemann and Thottingal, 2020) to trans-
late the dataset from English to Spanish, em-
ploying the one-way translator model via the
EasyNMT library2. Prior to translation, we
split the dataset into an 80% training set and
a 20% validation set.

5 Reward model

The responses that the refined DialoGPT
model generates are in Spanish but lack co-
herence and are not aligned to the user’s in-
tention. Furthermore, since the model was
trained on a set of open domain conversa-
tions, the model does not really serve a useful
purpose. To mitigate this problem, we used a
reward model based on human preferences, in
order to improve the quality of the responses
generated by DialoGPT and align the model

1File server address at https:
//files.pushshift.io/reddit/.

2EasyNMT Github repository at the link
https://github.com/UKPLab/EasyNMT.
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to a set of closed-domain dialogues focused
on a particular topic.

5.1 Creation of the dataset from
human preferences

Once the first fine-tuning on the Spanish
dataset is completed, we proceeded to build
the dataset from human preferences to fur-
ther refine DialoGPT and to train a new re-
ward model. This dataset was collected in
two stages.

In the first stage, a human tagger creates
a new set of (question, answer) pairs of a spe-
cific topic (i.e. the LCC dataset), generating
between 50 and 100 examples, to slightly fine-
tune the model. It is important to consider
two factors during this stage. First, this adi-
tional fine-tuning of the model must not dras-
tically alter the current values of the parame-
ters, otherwise, all previous training could be
forgotten and the model would be limited to
generating responses only from this dataset.
On the other hand, it is at this moment that
the dataset to which we want the model to
be aligned with is included. So, more exam-
ples of dialogues can be added to improve its
social behavior.

In the second stage, once the model has
been slightly fine-tuned, the human tagger
rates the newly generated responses on a
scale of 0 to 1, using the dataset created in
the first stage. We save the tuples (ques-
tion, response, rating) into a new dataset
that also contains examples from the previ-
ous set. This newly generated dataset is then
used to train a reward model.

5.2 Implementation of the reward
model

The reward model is essentially a feed-
forward neural network, and its architecture
is described in Figure 2. The network takes
as input, the embeddings of two sentences,
the question and its respective answer. Since
the embedding layer of the fine-tuned model
already provides a good representation of the
Spanish words, this step speeds up the learn-
ing process. These vectors are then passed
to a smoothing layer and the resulting vector
is processed through two layers with ReLU
activation function. In the final layer, the
softmax activation function converts the val-
ues to probabilities, which will be used to di-
rectly qualify a (question, answer) pair.

5.3 Optimization of the response
generation

The algorithm for optimizing the responses
using the reward model is given in Algo-
rithm 1. First, we calculate N candidates
for the next token to be generated, based
on the probabilities obtained from the lan-
guage model. Then, we calculate the score
for each of these candidates, using the al-
ready trained reward model, which takes as
input the embeddings of the input sequence
and the embedding of each candidate. The
reward model assigns a score to each candi-
date, which measures its semantic similarity
to the input sequence. Finally, the candidate
with the highest score is selected as the next
token to be generated.

The embeddings of a sentence are calcu-
lated by adding all the embeddings of each
token appearing in that sentence. This pro-
cess results in a fixed-length vector represen-
tation of the sentence that captures its se-
mantic content.

6 Experimental work

For the training of both the language and
reward models, a computer with Intel(R)
Xeon(R) 2.30GHz CPU, 12.7 GB RAM
memory, Nvidia Tesla T4 GPU with 16GB
GDDR5 1.59GHz and 107.7 GB of hard disk
storage was used. In the first instance,
the model was fine-tuned using the Spanish
dataset, and later it was further refined us-
ing the LCC dataset. The hyperparameters
used in these two training phases are shown
in Table 1.

To prevent overfitting, we used regulariza-
tion by penalty of L1 weights during training.
In addition, we employed the Noam decay
scheme (Vaswani et al., 2017) with a warmup
of 200 steps, which dynamically adjusts the
learning rate during training to improve con-
vergence.

6.1 DialoGPT model training

Figure 3 shows the result of the first training.
Notice how the model converges rapidly dur-
ing the first few iterations, and then it starts
to slow down. This is because the model was
not tuned from scratch, and although it was
trained in another language, the model al-
ready had basic knowledge about conversa-
tions and language. During the second train-
ing, the loss value of the model is very un-
stable at the beginning, which is likely due

Oscar Navarrate-Parra, Víctor Uc-Cetina, Jorge Reyes-Magaña

90



2048
ReLU

(20)

ReLU

(10)
softmax

1024

1024

Flatten

Embedded
question

Embedded
answer

Figure 2: Neural network architecture for the reward function.

Algorithm 1: Decoding algorithm with rewards

Input : X: Input token sequence
Input : T : Temperature
Input : L: Maximum output length
Input : N : Number of candidates
Output: Y : Output text sentence

1 Candidates← [] ; /* candidates is initialized as an empty list */
2 for i← 1 to N do
3 Y ← [];
4 for j ← 1 to L do
5 logits← Model(X)[−1]/T ;
6 token← multinomial(softmax(logits));
7 Append(token, Y );
8 if token = Model.EOS then
9 Break;

10 end
11 X ← X + token;
12 end
13 Append(Y , Candidates); /* Y is added to the candidate list */

14 end
15 Scores← [];
16 for i← 1 to N do
17 c←Reward(Embedding(X),Embedding(Candidates[i]));
18 Append(c, Scores);
19 end
20 m← ArgMax(Scores);
21 return Tokenizer.decoder(Candidates[m]);

to the fine-tuning of the model’s pre-existing
parameters. However, once the first epoch
is completed, the model converges extraordi-
narily quickly (see Figure 4). This may be
due in part to the many-to-many structure
of the LCC dataset, which contains a diverse
range of questions and answers, allowing the
model to learn more effectively from different

types of conversational data.

6.2 Reward model training

Using the LCC dataset and the model tuned
with it, 5 answers were generated for each
question using sampling. Then, each pair
(question, answer) was labeled with a score
in the interval (0, 1). All 90 examples from
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Spanish model Spanish model + LCC dataset
Batch size 64 1
Learning rate 1× 10−5 1× 10−5

Scheme Noam decay None
Epochs 2.5 2
Reg. factor 0.01 0.001
Time 4 hours 10 minutes

Table 1: Training hyperparameters.

Figure 3: Graph of the cost function for train-
ing with the dataset in Spanish.

Figure 4: Plot of the cost function for train-
ing with the LCC dataset.

the previous LCC dataset were added to this
new set, with a score of 1.0, making a total of
540 (question, answer, score) examples. The
resulting dataset was used to train the reward
model for 1000 epochs, with a learning rate of
0.001. To evaluate this model, the precision
of the neural network was measured in two
datasets: the training and the validation one;
the latter is the original LCC dataset, and
was used to verify that at least the learned
reward function is capable of giving a positive
score to all correct (question, answer) pairs.
Figure 5 illustrates both learning curves and

Figure 5: Reward model learning curve
graph.

shows that the model has learned to correctly
reward all right answers for each question,
however, it is still difficult to assess whether
the model is capable of scoring all the wrong
dialogues with a negative rating.

7 Evaluation of the generated
responses

In order to evaluate the performance of the
reward model, the generated responses were
evaluated by comparing the system with 3
different decoding algorithms: filtered sam-
pling with top-k= 20 and top-p= 0.9 , sam-
pling with the same filtering as above and
using the rewards model with 10 candidates,
and beam search with b = 6; we choose a gen-
eration length of 200 tokens and temperature
T = 1.

For the automatic evaluation, the perplex-
ity metric and the BLEU score (Papineni et
al., 2002) were used. Perplexity measures
how well the model’s output probability dis-
tributions predict the target tokens, therefore
a low perplexity corresponds to a better per-
formance. While BLEU analyzes if the gen-
erated sentences contain sets of occurrences
that are also present in the training exam-
ples.
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7.1 Results and discussion

Table 2 shows the results. Using the BLEU
metric, normal sampling achieved a higher
accumulated score on the 90 instances while
reward sampling obtained almost 4 points
less. Both methods should have received a
score of at least 45 as almost half of the
predicted responses were correct. However,
this was not the case because BLEU auto-
matically penalizes with 0 those very small
N -grams such as uni-grams, bi-grams and
tri-grams. Although the sampling technique
was superior in this evaluation, this does not
mean that it is better due to the lack of refer-
ences and the deficiency of evaluating a con-
versational system by comparing N -grams,
because unlike machine translation, a ques-
tion can have too many associated answers.

On the other hand, in the evaluation of
perplexity, sampling with rewards showed
greater superiority, this means that the re-
wards model is capable of generating a bet-
ter probability distribution than simple sam-
pling. Furthermore, both techniques signif-
icantly outperformed the traditional beam
search technique, which indicates that re-
sponse generation is a more complex task
than simply maximizing token sequence
probabilities.

Likewise, an evaluation of human judg-
ment was also carried out. That is, the an-
swers that each technique generated through
the review of a person were evaluated, con-
sidering characteristics of the answers such as
coherence and relevance with respect to the
question. The outcome was the preference to-
wards the responses generated by the reward
sampling technique. Some examples of con-
versations generated using reward sampling
are shown in Table 3.

About 44% of the responses that the
model generated using this technique were ei-
ther identical to those of the original dataset
or at least appropriate according to the user’s
intent. Another 32% of the responses did not
provided true information but instead hallu-
cinated facts or the model wasn’t able to cor-
rectly interpret the query. The rest of the
responses were basically gibberish incoher-
ent sentences. Many of these examples were
ridiculously complex explanations and made
no semantic sense, while others tended to
have many grammatical errors with nonsen-
sical word repetitions and made-up conjuga-
tions. This is mostly because the model was

trained on a very small dataset. Language
models typically tend to be trained with mil-
lions of instances to allow the model to fully
capture the meaning of phrases and words.
Another reason why the chatbot, even using
the reward model, generates these types of
responses may be due to the quality of trans-
lation from English to Spanish of the first
dataset. In this case, it was not possible to
manually review and correct the translation
of each sentence to avoid this inconvenience.
Despite this, the technique implemented with
the reward model generated a larger number
of correct responses and fewer gibberish re-
sponses, compared to sampling without re-
wards.

8 Conclusion

In this work, a pre-trained state-of-the-art
transformer model for dialogue generation
was implemented and refined through two
consecutive fine-tuning phases in order to
align it to a small dataset of questions and an-
swers about one specific undergraduate pro-
gram at our University. To this end we used
two datasets. One dataset was used to fit the
model to the target language and the second
one was used to align it to the closed-domain
dataset. For this second step, a separate
neural network was also implemented and
trained, so that it learns to qualify and re-
ward conversations according to human pref-
erences. This model was trained with feed-
back data from the conversational system.
Finally, the reward model was used to op-
timize the dialogue generation of the tuned
transformer and its performance was com-
pared with two other response decoding tech-
niques. The result was a decent improve-
ment over the filtered sampling technique and
a huge superiority over beam search. The
results also show that it is feasible to align
a medium-sized language model to a small
dataset for a complex problem such as re-
sponse generation.

Finally, it is important to mention that
the use of a corpus originally generated in
Spanish, and not an automatically translated
one, as we did in this work for the first fine-
tuning of the conversational system, would
have certainly achieved a positive impact in
the final performance. Also, the use of a more
recent language model, like a larger GPT ver-
sion, would improve the quality of the re-
sponses in the question-answer application,
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Sampling Sampling with reward Beam search
BLEU 20.70 16.99 7.82
Perp. 8.49 6.20 12.09

Table 2: Evaluation with numerical metrics.

Figure 6: Evaluation using BLEU.

considering of course that retraining any of
the newest data-hungry versions would im-
pose some technical constraints, in terms of
the computational power needed to do it.
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Maŕıa Teresa Mart́ın-Valdivia, L. Alfonso Ureña-López
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Abstract: This paper presents NegesAPI, an API for negation detection in Span-
ish. This API receives as input a text, analyzes it and automatically annotated it
with the negation cues present in the text and their respective scopes of influence
for their subsequent incorporation in Natural Language Processing systems. For
the development of it, the SFU Review SP-NEG corpus and the negation model of
Jiménez-Zafra et al. (2020a) have been updated. Moreover, it has been created a
web application with the API documentation, a tutorial and a user management
system to monitor the API usage.
Keywords: Negation, negation processing, cue detection, scope identification, nat-
ural language processing.

Resumen: Este art́ıculo presenta NegesAPI, una API para la detección de ne-
gación en Español. Esta API recibe como entrada un texto, lo analiza y lo anota
automáticamente con las claves de negación presentes en él y con sus respectivos
ámbitos de influencia para su posterior incorporación en sistemas de Procesamiento
del Lenguaje Natural. Para el desarrollo de la misma se ha actualizado el corpus
SFU Review SP-NEG y el modelo de negación de Jiménez-Zafra et al. (2020a).
Además, se ha creado una aplicación web con la documentación de la API, un tuto-
rial y un sistema de gestión de usuarios para monitorizar el uso de la API.
Palabras clave: Negación, procesamiento automático de la negación, detección de
claves, identificación de ámbito, procesamiento del lenguaje natural.

1 Introduction

Negation is a grammatical phenomenon that
is present in all languages to express the
negative form of a sentence or statement
(Jiménez-Zafra et al., 2020b). It relates one
expression e with another that is in some
way opposed to the meaning of e (Horn and
Wansing, 2015). Negation can be accom-
plished through a variety of elements, includ-
ing negation particles, negative affixes or neg-
ative words.

• Negation particles are related with syn-
tactically independent elements, such as
no, nunca, nadie,... This type of nega-
tion is called syntactic negation and is
the most common in all languages.

• Negative affixes are morphemes that are
added to a word to create a negative

form, for example: impensable, ilegible,
imposible,... This form of negation is
known as lexical negation.

• Negative words are words or expressions
that implies a negative sense. This is
called morphological negation. For ex-
ample, the expression en la vida (In my
life) implies a negation of the next ac-
tion: En la vida cruzaré ese puente (In
my life I will cross that bridge).

Negation in Spanish can also be found in
multiple ways, including the use of simple,
continuous and discontinuous negation. In
simple negation, there is only one negation
cue: No sé cocinar (I don’t know how to
cook). Continuous negation appears when
there are two or more consecutive negation
cues: Casi no llego a la presentación (I al-
most don’t make it to the presentation). Fi-
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nally, when two or more negation cues appear
but not consecutively, it is called discontinu-
ous negation: No tengo nada de dinero para
la comida (I don’t have money for the food).

Moreover, in some cases, the appearance
of a negation cue does not imply a negation.
This phenomenon is very common in Span-
ish, meaning comparative or rhetoric sen-
tences:

• Estás preparado, ¿no?

Are you prepared, right?

• No hay más que dar la vuelta.

Just turn around.

• No estudio tanto como mi hermano.

I don’t study as much as my brother.

Therefore, negation can be very challeng-
ing to detect and process (Jiménez-Zafra,
2019). In Natural Language Processing
(NLP) negation is a phenomenon of special
interest, since it affects the polarity of texts,
such as opinions, where the opinion of a prod-
uct can be drastically altered if negation is
present. It also has an impact on informa-
tion retrieval systems, where searching for
“Peĺıculas que no sean de fantaśıa” (Non-
fantasy films) is not the same as searching
for “Peĺıculas que sean de fantaśıa”(Fantasy
films). It is also of special relevance for en-
tity recognition in biomedicine, where for ex-
ample if a patient “no tiene cáncer” (does
not have cancer) and the entity “cáncer” is
recognised, but the presence of negation is
not detected, it changes the meaning of the
sentence and the diagnosis of the patient.

There are different approaches to han-
dle negation in NLP, such as rule-based ap-
proaches (de Albornoz et al., 2012; Peng
et al., 2018), and traditional machine learn-
ing (Cruz, Taboada, and Mitkov, 2016;
Jiménez-Zafra et al., 2020a) and deep learn-
ing approaches (Fancellu, Lopez, and Web-
ber, 2016; Pabón et al., 2022). Rule-based
approaches use a set of pre-defined rules to
detect negation cues and modify the meaning
of the sentence accordingly. Traditional ma-
chine learning and deep learning approaches,
on the other hand, use annotated data to
train models that can automatically identify
negation cues and their scope in a sentence.

The goal of this work is to provide an
API, called NegesAPI, to detect negation
cues and scopes in Spanish texts, using the

machine learning approach of Jiménez-Zafra
et al. (2020a). The main contributions of
this work are:

1. Update of the SFU review SP-NEG cor-
pus (Jiménez-Zafra et al., 2018): This
corpus uses a deprecated tag set gen-
erated with FreeLing 4.0 (Padró and
Stanilovsky, 2012; Marimon, Padró, and
Turmo Borras, 2018), which needs to
be updated to the most recent version,
FreeLing 4.2.

2. Generation of pre-trained models: Using
the updated corpus, we need to adapt
the cue and scope detector models of
Jiménez-Zafra et al. (2020a) so that they
can be loaded in the negation system.

3. Building an API: Using the negation sys-
tem and the pre-trained models, we have
created an API that receives a text, an-
alyzes it, and returns the text automat-
ically annotating it with negation.

4. Building a web application: On top of
the API, we have built a simple web ap-
plication with the API documentation, a
tutorial and a user management system
to monitor the API usage.

The rest of the paper is organized as follows:
Section 2 presents previous negation tools.
Section 3 provides a description of the corpus
SFU Review SP-NEG and the negation sys-
tem used by the NegesAPI. In Section 4, the
methodology followed for the development of
the NegesAPI is shown. In Section 5 it is
described the API calls and how to use the
NegesAPI. Finally, the conclusion and future
improvements or functionalities are set out in
Section 6.

2 Background

To the best of our knowledge, there is only
a previous Spanish negation tool, called
NegEx-MES1 (Sanamaŕıa, Jesús, 2019),
which is based on the rule-based NegEx algo-
rithm (Chapman et al., 2001). It is a nega-
tion detection system, implemented in Java,
to detect negation in clinical texts written in
Spanish. NegEx-MES detects if a given term
is negated or not within a given sentence. If it
is negated, it returns the type of the modifier:
negPhrases, for adverbs, negative predicates

1https://github.com/PlanTL-GOB-ES/
NegEx-MES
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or prepositions; postNegPhrases, for words
that negate but also includes some doubt,
pseNegPhrases, as previous one but includ-
ing the doubt directly and conjunctions, for
adversative conjunctions. It should be noted
that it returns the type of the modifier but
not the negation cue.

In languages other than Spanish, we find
other tools such as NegEx2 (Chapman et al.,
2001). It is a rule-based system that is avail-
able in Python and Java. NegEx receives a
sentence in English and, optionally, a clini-
cal condition and returns two types of out-
puts. If a clinical condition is specified in
the input, returns whether the condition is
negated or possible. If no condition is speci-
fied, returns the scope of the negation cues
present in the sentence. There is another
tool, called DEEPEN3 (Mehrabi et al., 2015),
which is based on NegEx, but takes into ac-
count the dependency relationship between
negation words and concepts within a sen-
tence to reduce the number of incorrect nega-
tion assignments. DEEPEN is implemented
in Java. It receives a sentence with a clinical
condition and returns the negation status of
the given concept in the sentence. The nega-
tion status can be: Affirmed, if the concept
is not negated, Affirmed confirmed, if NegEx
found the concept negated but DEEPEN con-
siders it affirmed, and Negation confirmed, if
both NegEx and DEEPEN found the concept
negated.

There are also other English Python tools,
such as the library “negation-detection”4

(Gkotsis et al., 2016). It is a rule-based tool
that detects the negation associated with a
Mental Health term, such as suicide, in a
given sentence written in English. It returns
True for affirmed terms, False for negated
and None for terms not found. We also find
Negtool5 (Enger, Velldal, and Øvrelid, 2017),
a machine learning tool to detect negation
cues and scopes in raw or parsed texts in
English, also available for Python. Finally,
there is also a negation detection pipeline6

integrated in spaCy tool (Honnibal and Mon-
tani, 2017), which is based on NegEx al-

2https://code.google.com/archive/p/negex/
3http://svn.code.sf.net/p/ohnlp/code/

trunk/DEEPEN/
4https://github.com/gkotsis/

negation-detection
5https://github.com/marenger/negtool
6https://spacy.io/universe/project/

negspacy

gorithm. With negspacy we can determine
whether Named Entities are negated or not
in a given English text.

As we can see, despite the amount of ar-
ticles and research on this phenomenon, we
do not find many tools available in languages
other than English.

Most of the existing tools are designed for
the clinical domain and focus on detecting
whether a term is negated or not. Nege-
sAPI does not focus exclusively on a text do-
main, instead it can be applied to any de-
sired domain because it is trained with texts
from different areas. In addition, it is a
machine learning-based tool, in contrast to
the rule-based tools mentioned above, with
the exception of Negtool. Finally, it should
be noted that existing tools do not provide
the full scope of a negation cue (except Neg-
tool). However, NegesAPI automatically de-
tects the negation cues and scopes without
the need of specify a term on which to per-
form the analysis. Although Negtool is a ma-
chine learning tool and identify negation cues
and scopes, it is designed for English and
NegesAPI is specialized in Spanish, in which
negation can be found in more different ways
(Mart́ı et al., 2016) as it has been explained
in the Introduction section.

3 Corpus and Negation Detection

System

NegesAPI uses the SFU Review SP-NEG
corpus (Jiménez-Zafra et al., 2018) and the
negation detection model of Jiménez-Zafra et
al. (2020a), which will be described below.

3.1 Corpus SFU Review SP-NEG

This corpus is composed of 221,866 words
and 9455 sentences, out of which 3022 sen-
tences contain at least one negation struc-
ture. It consists of 400 reviews divided into
eight groups of 50 files each. Each group
has 25 negative and 25 positive reviews con-
taining a user’s opinion about a product.
The corpus has annotations on negation cues,
scopes, and events. It also shows how nega-
tion affects the words in its scope, such as
changes in polarity or value, which is useful
for sentiment analysis systems. Additionally,
the corpus was annotated with morphologi-
cal information, such as lemma and PoS tags
using Freeling 4.0 (Carreras et al., 2004).

The reviews are organized in 8 files clas-
sified in several domains: cars, hotels, wash-
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Figure 1: Corpus output example.

ing machines, books, mobile phones, music,
computers and movies. Each file contains all
reviews associated to a domain annotated in
CoNLL format (Farkas et al., 2010). Each re-
view can have one or more sentences, and one
sentence can have one or more tokens. Each
token corresponds to a row in the file and its
information is distributed in columns. Now
we will describe more in depth the rows and
columns of the corpus.

3.1.1 Corpus rows

Each row corresponds to a token, each one
of the words or symbols in which the sen-
tences of a comment are separated. Each
row has multiple columns with the token info,
this will allow us to analyze the dependencies
and relations that exist between the tokens of
each sentence. The sentences are separated
with a blank row, and each comment is also
separated with a blank row.

3.1.2 Corpus columns

Each row is composed by a minimum of 10
columns. Each column corresponds to the
data associated to the token in row. The rea-
son for not having a fixed number of columns
is the negation info, which will be described
later in this section. In Figure 1 we can see
an example of the corpus. The meaning of
each of the columns is described below:

1. Domain filename: File where the com-
ment is located. A comment has the
same Domain filename in all its tokens
and sentences. It allows us to determine
if a sentence belongs to one comment or
another.

2. Sentence Number within Domain file-
name: Order of the sentence within Do-
main filename. It starts at 1, increasing
by one number if the following sentence
belongs to the same comment. If not, it
restarts at 1.

3. Token number within sentence: Token
order within the sentence. It starts at 1,
and behaves as above, increasing by 1 in

the next row if the next token belongs to
the same sentence.

4. Token: original word or symbol.

5. Lemma: It is the simplest form in which
the word can be represented.

6. Part of Speech: Tag that represents the
grammatical category.

7. Part of Speech type: Grammatical cate-
gory type.

8. Dependency relation: Relation type that
this token has with the token id marked
in Dependency head.

9. Dependency head: Id of the token with
which the current token maintains a de-
pendency relationship.

10. (to last) Negation: Negation info, it can
be one of the following:

(a) Three asterisks (*** ) if negation is
not present in the sentence.

(b) Three tokens (cue scope event) sep-
arated by tabulators if negation is
present in the sentence, where “cue”
is the lemma of the negation cue
and “scope” is the lemma of the to-
ken that belongs to the scope of the
negation.

(c) More than three tokens -but al-
ways multiple of three- (cue1 scope1
event1 cue2 scope2 event2 ...), if
there is more than one negation key
in the sentence.

3.2 Negation detection system

The negation detection system models the
negation processing as a sequence labelling
task, making use of the CRF algorithm (Laf-
ferty, McCallum, and Pereira, 2001), as it has
shown its effectiveness in this task (Councill,
McDonald, and Velikovich, 2010; Loharja,
Padró, and Turmo Borras, 2018; Domınguez-
Mas, Ronzano, and Furlong, 2019). This is
because CRF makes predictions based on the
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elements in the sequence, not only in the cur-
rent one, and negation cues and scopes be-
haves the same way.

3.2.1 System description

The CRF algorithm is implemented using
CRFsuite (Okazaki, 2007) and scikit-learn
(Pedregosa et al., 2011), and has the default
training algorithm, the LBFGS, and Elastic
Net (L1 + L2) as regularization. Specifically,
the system trains two classifiers. The first
one takes as input a sentence and predicts the
negation cue BIO labels to decide whether
each token in the sentence is the beginning of
a cue (B), the inside (I), or no cue (O). The
second one takes as input a sentence along
with information about the predicted cues
and predicts the scope BIO labels identify-
ing which of the tokens in the sentence are at
the beginning (B), inside (I) or outside (O)
the scope of the cue. Each token is repre-
sented with a set of features for each task by
a selection process conducted by the authors
of the negation processing system (Jiménez-
Zafra et al., 2020a).

The feature set for the negation cue de-
tection classifier is composed of 31 features:
lemma and PoS tag of the token in focus as
well as those of the seven tokens before and
after it (features 1-30), and a string value
stating whether the token in focus is part of
any cue in the training set and whether it ap-
pears as the first token of a cue in the training
set (B), as any token of a cue except the first
(I), as both the first token of a cue and other
positions (B I), or if it does not belong to any
cue of the training set (O) (feature 31). The
motivation of this last feature is that many
cues appear as a single token (e.g., ni, ‘nei-
ther’) and are also part of multiword cues
(e.g., ni siquiera, ‘not even’).

The feature set for detecting the scope
of the negation cues consists of 24 features:
lemma and PoS tag of the current token and
the cue in focus (features 1-4), location of the
token with respect to the cue (feature 5) (be-
fore, inside or after), distance in number of
tokens between the cue and the current to-
ken (feature 6), chain of PoS tags and chain
of types between the cue and the token (fea-
tures 7-8), lemma and PoS tags of the token
to the left and right of the token in focus
(features 9-12), relative position of the cue
and the token in the sentence (features 13-
14), dependency relation and direction (head
or dependent) between the token and the cue

(features 15-16), PoS tags of the first and sec-
ond order syntactic heads of the token (fea-
tures 17-18), whether the token is ancestor
of the token and vice versa (features 19-20),
dependency shortest path from the token in
focus to the cue and vice versa (features 21-
22), dependency shortest path from the token
in focus to the cue including direction (up or
down) (feature 23), and length of the short
path between the token and the cue (feature
24).

3.2.2 System evaluation

The evaluation of the negation system is per-
formed in terms of precision (P), recall (R)
and F1-score (F) measures using the SFU
review SP-NEG corpus and 10-fold cross-
validation. In Table 1 we can see the result
values for negation cue detection and scope
identification.

4 NegesAPI development:

Methodology

The development of the NegesAPI has been
divided into different stages. We will briefly
describe all of them and next, each stage in
more depth:

1. Updating the corpus: It is necessary to
update the corpus SFU Review SP-NEG
for the negation system to work. The
negation system uses FreeLing 4.2, and
the corpus is generated with a previous
version, FreeLing 4.0.

2. Generating the models: The negation
system will make use of pre-trained mod-
els created with the updated corpus, so
the next step is to generate the differ-
ent lists and corpus formats the model
generation tool needs.

3. Definition of the API requirements: Be-
fore starting the API development, it’s
essential to determine the API require-
ments. This includes defining the
functionality, endpoints, parameters, re-
sponse codes, and any other details re-
quired for the API.

4. Choosing the technology stack: Based
on the requirements and previous works,
such as the negation system of Jiménez-
Zafra et al. (2020a), we need to choose
the appropriate technology stack for
building the API. This includes selecting
the programming language, frameworks,
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Cue Scope

P R F P R F

Books 87.67 81.24 84.33 84.69 63.23 72.40
Cars 93.01 82.10 87.22 90.65 59.88 72.12
Cell phone 95.51 84.83 89.85 94.12 63.87 76.10
Computers 94.43 83.93 88.43 91.59 64.26 75.53
Hotels 92.97 80.83 86.48 91.47 65.561 76.38
Movies 91.84 81.73 86.49 89.96 65.06 75.51
Music 91.98 79.89 85.51 89.34 58.45 70.67
Washing machines 95.19 82.20 88.22 94.31 68.84 79.59

All 92.70 82.09 87.07 90.77 63.64 74.79

Table 1: System results for cue and scope detection using 10-fold cross-validation.

libraries, and any other tools needed for
development.

5. API architecture design: Once the tech-
nology stack is decided, it’s time to de-
sign the API architecture. This involves
creating a high-level design of the API,
including its components, interfaces, and
data models.

6. Building the API negation system: Now
we need to load the models previously
generated and build the negation system
in the analyzer endpoint, taking in mind
to return the analyzed data in the cor-
rect format and analyzer type.

7. API security: API security is crucial to
protect the data being exchanged be-
tween the API and its consumers. It
is important to implement security mea-
sures such as authentication and encryp-
tion to ensure the API is secure.

8. API release: Now the API is ready to be
released to production so that everyone
can try it out.

4.1 Updating the corpus

In order to analyze a text with the nega-
tion detection system, the key points are:
the pre-trained models with the SFU Re-
view SP-NEG corpus, the machine learning
classifiers for negation and scope detection,
and a method to represent each token with
the features required by each classifier. The
pre-trained models and the feature extrac-
tion method have to use the same set of tags.
The SFU Review SP-NEG corpus, as pre-
viously stated, was automatically annotated
with FreeLing 4.0, but the tag set of Freeling
tool has been modified in the latest version,

FreeLing 4.2, so it is necessary to update the
SFU Review SP-NEG tags in order to cor-
rectly generate the pre-trained models and
use them to predict the negation info.

To update the corpus we have analyzed
it with Freeling 4.2, obtaining the new tags
but without losing the manual annotations
related to negation. For this, we have created
one file per domain with the tokenized texts,
leaving only one token in each line and we
have used the following Freeling command,
which works with tokenized files:

> analyze.bat --inplv splitted
--input freeling -d txala -f es.cfg
--output conll
--outlv dep < input\_file.txt

4.1.1 FreeLing Output

The output format provided by FreeLing 4.2
is different from the format of the annotated
corpus, but it has all the information we need
to update the corpus.

As we can see in Figure 2, despite of hav-
ing a different output format, we can obtain
the fields Lemma (3rd column), PoS (4th col-
umn) PoS type (6th column, attribute type),
Dependency head and Dependency relation
(10th and 11th respectively)

4.1.2 Generating the new corpus

To generate the new version of the corpus we
have to merge the information that is present
in the corpus with the new information re-
trieved from FreeLing 4.2. However, this join
is not as simple as it may seem since FreeL-
ing 4.2 improved the analyzer compared to
FreeLing 4.0. In Figure 3 we can see how the
same sentence has two ways of expressing to-
ken relationships, what leads to inconsisten-
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Figure 2: FreeLing output example.

cies. In this case, the corpus breaks down
this sentence in 26 tokens, while FreeLing 4.2
breaks it down in 25 tokens. The token that is
“missing” is located in line 22, where FreeL-
ing 4.2 joins 15 with d́ıas in a single row:
15 d́ıas, as a temporal marker: d:15 (Lemma
in 3rd column).

However, this is not the only type of incon-
sistency we found, we also discovered other
types of problems:

• Tokens that are joined: It is the result
of two tokens joining to represent a sin-
gle token. This problem appears with
temporal markers: “4 minutos”, “5 HO-
RAS”, “veinte d́ıas”; length measure-
ments: “mil kilómetros”, “10.000 km”;
or even currency markers: “4.000.000 de
pesetas”, “300 euros”. This change will
result in less rows in the updated corpus.

• Tokens that are split: It occurs when to-
kens are split, such as the contractions:
“del” (de + el), “al” (a + el). This
case separates a token in two, allowing
its analysis separately. This will result
in a new line in the updated corpus.

• Tokens with negation annotations:
When two tokens are joined or a token
is separated into two and they have
annotations on negation, the annotation
of those tokens must be checked. If
two tokens are joined, the columns
representing whether the token is cue or
scope will become the lemma resulting
from the join. On the other hand, if
one token is split into two, the negation
information should be reflected in the
two new tokens with their respective
lemmas.

4.2 Generating the models

NegesAPI has the option to analyze and
detect negation cues, or negation cues and
scopes, so we created a model for each ana-
lyzer type trained on the annotated data from
the updated version of the SFU Review SP-
NEG corpus.

For the generation of the pre-trained
model for negation cue detection:

1. The negation cue annotations of the cor-
pus in CoNLL format are converted to
BIO format.

2. Three lists containing the negation to-
kens present in the training corpus are
compiled, which are used to generate fea-
ture 31.

• B cue list, for tokens appearing as
the first token of a cue (B).

• I cue list, for tokens that are part
of a negation cue but not are the
first token (I). This is useful for con-
tinuous and discontinuous negation
cues.

• B I cue list, for tokens that can ap-
pears both at the beginning of or
inside a negation cue (B I). This is
useful for tokens that appears as a
single cue and as part of multiword
cues.

3. Finally, a pre-trained CRF model fitted
with the negation cue features of the
training corpus is generated.

For the development of the pre-trained
model for scope identification:

1. The scope annotations of the corpus in
CoNLL format are converted to BIO for-
mat also linking the information of the
negation cue to which each scope is re-
lated to.

2. Finally, a pre-trained CRF model fitted
with the scope features of the training
corpus is generated.

4.3 API requirements

NegesAPI needs to be light and fast, ready
to analyze any text. The user can choose the
type of analyzer, between detection of nega-
tion cues or detection of negation cues and
scopes. In addition, the user can choose the
output format, between CoNLL and BIO. In
order to monitor the usage of the API, the
users must be authenticated, so the web page
must have a registration, login and user man-
agement. In addition, both the API and the

NegesAPI: An API for Negation Cue Detection and Scope Identification in Spanish

103



Figure 3: Sentence differences between corpus and FreeLing 4.2.

web application must be secure against any
the most common cyber-attacks, and gen-
erally robust against any unwanted connec-
tion or behaviour. At the moment, NegesAPI
does not need to have a large amount of end-
points, and they should not be too complex
to develop, so we will use the standard Ope-
nAPI 3.0.0 specification to make an scheme
of the API requests, parameters and response
codes, and to easily generate the proper API
documentation. To do this in the simplest
and efficient way, we will use a Swagger tool,
named Swagger Editor. Swagger is an open-
source set of tools that provides a standard-
ized way of documenting RESTful APIs. It
comes with tools that can generate API doc-
umentation, perform API testing and debug-
ging, and create client code in various pro-
gramming languages.

4.4 Choosing the technology stack

The most used programming language in
NLP and text processing is Python, as it is
powerful, simple and has a lot of libraries and
tools to make NLP tasks easier. There are
also two main frameworks written in Python
that we can use for building an API, Flask
and FastAPI. Both frameworks are perfectly
acceptable options, but only Flask is par-

ticularly suited to the requirements set out
above.

Flask depends on Jinja templates, one of
the widest used in Python. It also adds auto-
scaping, preventing XSS attacks and SQL in-
jections. Flask also provides the toolset of
Werkzeug, the WSGI (Web Server Gateway
Interface) to describe how the server commu-
nicates to the web application, what allows to
have ready our server with only a few steps.
Flask can be easily scalable and maintain-
able, adding more functionalities and end-
points in a comfortable and easy way.

Although Flask is more complex than
FastAPI, it allows us a wide window of possi-
bilities and libraries to build the desired ap-
plication. On the other hand, it is important
the scalability and maintenance of the tool,
as well as its reliability and security. It is also
important to take in mind that Swagger Ed-
itor can generate the backbone of our API in
Flask with a single click, once that we have
our documentation ready.

4.5 API architecture

We can explain the general architecture of
the API by following the modules that a re-
quest goes through. The main modules are:
NGINX, Gunicorn and the Flask application.
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First, when any request is sent, it is re-
ceived by NGINX, serving as reversed proxy
and application gateway. Then, NGINX
sends the request to an specified port of the
machine, where Gunicorn is listening. With
Gunicorn we can replicate our Flask applica-
tion as many times as our system can man-
age. The requests are forwarded to an spe-
cific instance of the Flask application, where
the request is resolved. The main Flask ap-
plication will have all the endpoints and user
management, it will be in charge of loading
the models and the negation system, as well
as connecting the database with the applica-
tion and displaying the different views that
will be available in the web.

For more technical information about
NegesAPI, more details are provided in the
work of Valle-Aguilera et al. (2023).

4.6 Building the API negation

system

The negation system must be able to analyze
the cues or the cues and scopes of a text.
In addition, each analyzer must return the
output in a specified format: CoNLL or BIO.
It is important to take into account the size of
the texts that can be sent. In order to analyze
and convert formats, we need to think a way
to store the files in a safe but not persistent
location.

To temporally store the texts to be an-
alyzed, we will use TemporaryFile interface
from tempfile module. This module creates
temporary files and directories and works on
all supported platforms. All the interfaces
that this module implements provide auto-
matic cleanup and can be used as context
managers.

Each time a new request is received, we
create a new temporary file and store the file
name. Then, every modification that is made
to the text is made in the same file. With this
approach, we ensure that the files of previous
requests are destroyed and does not stay in
the server memory.

4.7 API security

To ensure the API security, we need to im-
plement an authentication system, as well
as encrypt the sensible information of the
database. In each call to an endpoint where
you need authorization a JSON Web Token
(JWT) must be added in the request header.
The stateless nature of JWTs means that

NegesAPI do not need to track user sessions
or login credentials and can rely on JWTs to
validate a user’s identity and authorization
for each request.

NegesAPI implements JWTs as an API
Key, provided in the /profile page of each
user, with an expiration date of 24 hours and
the option to regenerate a new one. This can
easily be implemented with the jwt Python
module, and starting each authorized request
with the header “Authorization: Bearer user-
Jwt”, being userJwt the user’s token.

4.8 API Release

NegesAPI is running in a personalized server
owned by the University of Jaén, at CEATIC
facilities. To provide the better user experi-
ence and prevent saturation, we run the Flask
app in a WSGI server, such as Gunicorn, and
NGINX as app gateway and reverse proxy.

5 How to use the negation API

NegesAPI is public at http://s5-ceatic.
ujaen.es:8081/ and can be accessed by any-
one, only registration is required. Now, we
will describe all the requests the API has:

• /analyzer: Receives a text, the analyzer
type and the output format. This re-
quest returns the text analyzed with the
negation annotated, in the output for-
mat specified. You must be authenti-
cated via API Key.

• /get token: Receives the user email and
password and returns the Key without
generating another.

• /renew token: Receives the user email
and password and returns a new Key.

• /delete user: Deletes the user that
makes the request. You must be authen-
ticated via API Key.

The Key is a token that authenticates the
user and allow the previous calls. The Key
has an expiration date of 24 hours, starting
when the token is created.

As an example of an API call, we will
use the Python programming language, as it
widely used in NLP.

The first step is to obtain the API Key,
so we need to register in the NegesAPI
web page (http://www.s5-ceatic.ujaen.
es/register). Now that we have our email
and password, we can obtain the Key in our
profile (http://www.s5-ceatic.ujaen.es/
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profile) or we can make a request to the
API.

The following code in Python creates a file
called token.txt in which we are going to store
the API response. Please note that the vari-
able data must be modified to make this code
work as intended.

from urllib.parse import urlencode
import pycurl
from io import BytesIO

file = open(‘token.txt’, ‘wb’)
crl = pycurl.Curl()
crl.setopt(crl.URL,

‘http://s5-ceatic.ujaen.es:8081/
user/get_token’)

data = {‘email’: ‘test@negesapi.es’,
‘password’:‘my.very.secret.password’}

pf = urlencode(data)

crl.setopt(crl.POSTFIELDS, pf)
crl.setopt(crl.WRITEDATA, file)
crl.perform()
crl.close()
file.close()

The next step is to prepare our text to be
analyzed. It must be in plain text, and it
is recommended to end each sentence with
a punctuation mark. For example, we will
create a file called data.txt and its content
is: “No me gusta la comida.”. Now, we are
ready to analyze our text. We only need to
make the following call:

import pycurl

output_file = open(‘output.txt’, ‘wb’)
token = open(‘token.txt’, ‘r’).read()
crl = pycurl.Curl()
type_analyzer = "negation_cues"
output = "conll"
crl.setopt(crl.URL,

‘http://s5-ceatic.ujaen.es:8081/
analyzer?type_analyzer=’+
type_analyzer+‘&output=’+output)

crl.setopt(crl.HTTPHEADER,
[‘accept: text/plain’,
‘Authorization: Bearer ’+token])

crl.setopt(crl.HTTPPOST, [
(‘body’, (

crl.FORM_FILE, ‘data.txt’,
crl.FORM_FILENAME, ‘data.txt’,
crl.FORM_CONTENTTYPE, ‘text/plain’,

)),

])
crl.setopt(crl.WRITEDATA, output_file)
crl.perform()
crl.close()
output_file.close()

The output is generated in a file called out-
put.txt, which contains the text analyzed in
the specified output.

6 Conclusions and future work

NegesAPI is a powerful API that can help in
different NLP tasks and can be easily used
to provide a fast and accurate prediction of
the negation cues and scopes in any Spanish
text. We plan to use NegesAPI in future work
and test its applicability in different domains
and different types of texts (reviews, posts,
tweets, etc.). We also plan to improve it with
more output formats, for example, in text
format by prefixing the negation cue to all
the words in the scope. Moreover, we could
also study the most suitable output for Deep
Learning algorithms.
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Abstract: Text is by far the most ubiquitous source of knowledge and information
and should be made easily accessible to as many people as possible; however, texts
often contain complex words that hinder reading comprehension and accessibility.
Therefore, suggesting simpler alternatives for complex words without compromising
meaning would help convey the information to a broader audience. This paper
proposes mTLS, a multilingual controllable Transformer-based Lexical Simplification
(LS) system fined-tuned with the T5 model. The novelty of this work lies in the
use of language-specific prefixes, control tokens, and candidates extracted from pre-
trained masked language models to learn simpler alternatives for complex words.
The evaluation results on three well-known LS datasets – LexMTurk, BenchLS, and
NNSEval – show that our model outperforms the previous state-of-the-art models
like LSBert and ConLS. Moreover, further evaluation of our approach on the part
of the recent TSAR-2022 multilingual LS shared-task dataset shows that our model
performs competitively when compared with the participating systems for English
LS and even outperforms the GPT-3 model on several metrics. Moreover, our model
obtains performance gains also for Spanish and Portuguese.
Keywords: Multilingual Lexical Simplification, Controllable Lexical Simplification,
Text Simplification, Multilinguality.

Resumen: Los textos son la fuente más extendida de transferencia de conocimiento
e información y deberían ser accesibles a todos. Sin embargo, los textos pueden
contener palabras difíciles de entender, viéndose limitada su accesibilidad. En con-
secuencia, la substitución de palabras difíciles por alternativas más simples, que por
otro lado no comprometan el sentido original del texto, podría ayudar a hacer la
información más fácil de entender. En este trabajo proponemos el sistema mTLS de
simplificación léxica multilingüe controlable basado en “transformers” multilingües,
del tipo T5. La novedad de nuestro método consiste en combinar prefijos especí-
ficos del idioma, tokens de control y candidatos extraídos de modelos de lenguaje
enmascarados pre-entrenados. Los resultados obtenidos por mTLS en tres conjun-
tos de datos para el inglés, muy conocidos en simplificación léxica – LexMTurk,
BenchLS, and NNSEval – indican que mTLS se comporta mejor que el estado del
arte. Además, una evaluación adicional sobre una parte de los datos de la reciente
evaluación TSAR-2022 (para simplificación léxica en inglés, español, y portugués)
muestra que nuestro modelo supera a todos los sistemas que participaron en la tarea
TSAR-2022 en inglés, incluido un modelo basado en GPT-3. Nuestros resultados
para español y portugués indican que mTLS funciona mejor que todos los resultados
enviados a TSAR-2022.
Palabras clave: Simplificación léxica multilingüe, simplificación de Texto, Simpli-
ficación léxica controlable, multilingüismo.

1 Introduction

Lexical Simplification (LS) is a process of re-
ducing the lexical complexity of a text by
replacing difficult words with simpler sub-

stitutes or expressions while preserving its
original information and meaning (Shardlow,
2014). For example, in Figure 1, the word
“motive” is selected as a complex word, which
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The motive for the killings was not known.
⇓

The reason for the killings was not known.

Figure 1: A lexical simplification example
taken from the TSAR English dataset (Sag-
gion et al., 2022) with the complex word and
the substitute word in bold.

is replaced by the word “reason”. Meanwhile,
simplification can also be carried out at the
syntax level, reducing a text’s syntactic com-
plexity. The task is called Syntactic Simplifi-
cation (SS). Both LS and SS tasks are com-
monly used as sub-tasks of the broader task
of Automatic Text Simplification (Saggion,
2017), which reduces the text’s lexical and
syntactic complexity. LS systems are com-
monly composed of different combinations of
components such as 1) complex word identifi-
cation; 2) substitute generation or extraction;
3) substitute filtering; 4) substitute ranking;
and 5) morphological and contextual adapta-
tion (Paetzold and Specia, 2017).

Previous works on LS have relied on an un-
supervised approach (Biran, Brody, and El-
hadad, 2011; Horn, Manduca, and Kauchak,
2014; Glavaš and Štajner, 2015), and many
other systems are module based (Ferrés, Sag-
gion, and Gómez Guinovart, 2017; Gooding
and Kochmar, 2019; Alarcón, Moreno, and
Martínez, 2021a), which requires a pipeline of
modules to operate, such as substitute gener-
ation, substitution selection, substitution fil-
tering, and substitution ranking. The down-
side of the pipeline approach is that it is
known to propagate errors across modules.

In Sheang, Ferrés, and Saggion (2022), we
proposed an end-to-end controllable LS sys-
tem. However, this model lacks multilingual-
ity; therefore, here we extend that work to
show how it can be ported to other languages
by jointly learning different languages simul-
taneously.

We present the following contributions:

• We improve the English monolingual LS
model and propose a new multilingual
LS model for English, Spanish, and Por-
tuguese1.

• We show the way to fine-tune a multi-
lingual LS model by adding language-

1The source code and data are available at https:
//www.github.com/kimchengsheang/mTLS

specific prefixes, control tokens, and
Masked Language Model (MLM) candi-
dates extracted from BERT-based pre-
trained models.

• We have conducted an extensive analysis
comparing our models with several eval-
uation metrics, which allows us to cap-
ture the strengths and weaknesses of our
approach.

The rest of the paper is organized as fol-
lows: Section 2 presents some related work on
Lexical Simplification. Section 3 explains our
proposed model in detail. Section 4 describes
all the datasets being used, the baselines, the
evaluation metrics, how the data is prepared,
and the experimental setup. Section 5 dis-
cusses the results of the experiments, while
Section 6 concludes the paper.

2 Related Work
Prior works on Lexical Simplification were
mainly based on unsupervised approaches.
De Belder and Moens (2010) used Latent
Words Language Models to reduce text com-
plexity for children. Horn, Manduca, and
Kauchak (2014) proposed a Support Vector
Machines (SVM) model trained on an auto-
matically aligned between normal Wikipedia
and simple Wikipedia text. Glavaš and Šta-
jner (2015) proposed an approach that uti-
lized GloVe embeddings (Pennington, Socher,
and Manning, 2014) for candidate generation
and ranked different features extracted from
language models and word frequency.

Qiang et al. (2020) proposed LSBert, a
LS system that uses Masked Language Model
(MLM) approach to extract candidates from
BERT pre-trained model (Devlin et al., 2019)
and rank them by different features such as
MLM probability, word frequency, language
model, similarity (FastText cosine similarity),
and PPDB data (Ganitkevitch, Van Durme,
and Callison-Burch, 2013).

Martin et al. (2020) was the first to in-
troduce ACCESS, a Controllable Sentence
Simplification system based on a sequence-
to-sequence model, trained with four tokens:
number of characters token, Levenshtein sim-
ilarity token, Word Rank token (the inverse
frequency order from extracted from Fast-
Text), and dependency tree depth. These
four tokens are used to control different as-
pects of the output sentences: 1) sentence
compression, 2) the amount of paraphrasing,
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3) lexical complexity, and 4) syntactical com-
plexity. The approach was later adopted by
Sheang and Saggion (2021) fine-tuned with
T5 (Raffel et al., 2020), Martin et al. (2022)
fine-tuned with BART (Lewis et al., 2020),
and Maddela, Alva-Manchego, and Xu (2021)
fine-tuned larger T5.

In Sheang, Ferrés, and Saggion (2022),
we introduced ConLS, the first controllable
Lexical Simplification system fine-tuned with
T5 using three tokens: Word Length token,
Word Rank token, and Candidate Ranking
token. The three tokens were used to control
different aspects of the generated candidates:
Word Length is often correlated with word
complexity, Word Rank is the frequency or-
der (word complexity is also correlated with
frequency), and Candidate Ranking is for
the model to learn how to rank the gener-
ated candidates through training. The model
was fine-tuned with T5-large on TSAR-EN
dataset (Saggion et al., 2022) and tested on
LexMTurk (Horn, Manduca, and Kauchak,
2014), BenchLS (Paetzold and Specia, 2016),
and NNSeval (Barzilay and Lapata, 2005).

There have been some works on Lexical
Simplification for Spanish, namely, Moreno
et al. (2019) proposed readability and un-
derstandability guidelines, Alarcon, Moreno,
and Martínez (2021b) released the EASIER
dataset, and Alarcón, Moreno, and Martínez
(2021a) explored the use of different word em-
beddings models from complex word identi-
fication, to substitute generation, selection,
and ranking.

In this work, we extend our previous work
of ConLS, addressing multilinguality along
with adding two new control tokens (Word
Syllable and Sentence Similarity) and Masked
Language Model candidates to improve the
model’s performance.

3 Method
Building upon the work of ConLS, we propose
a new multilingual controllable Transformer-
based Lexical Simplification model that inte-
grates language-specific prefixes alongside the
control tokens and masked language model
candidates to leverage the input-level infor-
mation. We adopted the same three tokens
from ConLS (Word Length, Word Rank, and
Candidate Ranking) and integrated two ad-
ditional tokens (Word Syllables and Sentence
Similarity). We fine-tuned our English mono-
lingual model with T5 (Raffel et al., 2020)

and multilingual model with mT5 (Xue et al.,
2021). Figure 2 shows an overview of our mul-
tilingual model where each input is a sentence
with a complex word annotated, and the out-
put is a list of substitutes ranked from the
most relevant and simplest to the least. The
details of the Preprocessor are described in
Section 4.4.

Language-specific Prefixes are embed-
ded into each input so that the model knows
and learns to differentiate the three lan-
guages. We used three prefixes: “simplify en:”
for English, “simplify es:” for Spanish, and
“simplify pt:” for Portuguese. In addition,
these prefixes serve another purpose. Due to
the limited data for Spanish and Portuguese,
training individual models for Spanish and
Portuguese would make the model unable to
generalize well, so to tackle this issue, we
jointly trained the three languages in just one
model. This way, all the weights are learned
and shared between the three languages dur-
ing the training.

Control Tokens The following are the
control tokens that were employed in our
model to control different aspects of the gen-
erated candidates. Word Length, Word Rank
(word frequency), and Word Syllables are
known to be correlated well with word com-
plexity, so we use them to help select sim-
pler candidates. Candidate Ranking is used
to help the model learn how to rank candi-
dates through the training process so that, at
the inference, the model could generate and
sort candidates automatically, whereas Sen-
tence Similarity is intended to help select rel-
evant candidates based on semantic similar-
ity.

• Word Length (WL) is the proportion
of character length between a complex
word and its substitute. It is calculated
by dividing the number of characters in
the substitute by the number of charac-
ters in the complex word.

• Word Rank (WR) is the inverse fre-
quency of the substitute divided by that
of the complex word. The frequency or-
der is extracted from the FastText pre-
trained model for its corresponding lan-
guage. Words in FastText pre-trained
model are sorted by frequency in de-
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Figure 2: Illustration of the mTLS model with three simplification examples from the three
languages.

scending order2.

• Word Syllables (WS) is the ratio of
the number of syllables of the substi-
tute divided by that of the complex
word. It is extracted using PyHyphen li-
brary3. The study of Shardlow, Cooper,
and Zampieri (2020) shows that syllable
count could help predict lexical complex-
ity.

• Candidate Ranking (CR) is the rank-
ing order extracted from gold candidates
in the training set and normalized to the
following values: 1.00 for the first rank,
0.75 for the second rank, 0.5 for the third
rank, 0.25 for the fourth rank, and 0.10
for the rest. For the validation set and
test set, we set the value to 1.00 for each
instance, as we already knew that the
best ranking value is 1.00.

• Sentence Similarity (SS) is the nor-
malized sentence similarity score be-
tween the source and the target sentence.
The target sentence is the source sen-
tence with the complex word replaced
by its substitute. The score is cal-
culated with the cosine similarity be-
tween the embeddings of the two sen-
tences extracted from Sentence-BERT
(Reimers and Gurevych, 2019; Reimers
and Gurevych, 2020). This similarity
score gives us a measure of the rela-
tion between the two sentences. In the
experiments, we used the pre-trained
model called “multi-qa-mpnet-base-dot-
v1”4 because it achieved the best per-
formance on semantic search (tested on

2https://fasttext.cc/docs/en/
crawl-vectors.html

3https://github.com/dr-leo/PyHyphen
4https://www.sbert.net/docs/pretrained_

models.html

6 datasets) and supported different lan-
guages such as English, Spanish, Por-
tuguese, and more.

Masked Language Model (MLM) Can-
didates The candidates are extracted using
the masked language model approach follow-
ing the same style as LSBert candidates gen-
eration. For each input sentence and its com-
plex word, we give the model (e.g., BERT,
RoBERTa) the sentence and the same sen-
tence with the complex word masked. E.g.,

The motive for the killings was not
known. </s> The [MASK] for the
killings was not known.

We then ask the model to predict the [MASK]
token candidates and rank them by the re-
turned probability scores. After that, we se-
lect only the top-10 ranked candidates and
append them to the end of each input. We be-
lieve that adding the MLM candidates to the
input sentence could help the model find and
select better candidates. More details about
how we chose the best pre-trained model for
each dataset are described in Section 4.4.

4 Experiments
In this section, we describe in detail all the
datasets, baselines, evaluation metrics, data
preparation steps, model details, training,
and evaluation procedures.

4.1 Datasets
In our experiments, we used monolingual En-
glish datasets such as LexMTurk (Horn, Man-
duca, and Kauchak, 2014), BenchLS5 (Paet-
zold and Specia, 2016), NNSeval6 (Barzi-
lay and Lapata, 2005), and a multilingual
dataset, TSAR-2022 shared dataset (Saggion

5https://doi.org/10.5281/zenodo.2552393
6https://doi.org/10.5281/zenodo.2552381

Kim Cheng Sheang, Horacio Saggion

112



Lang Text Target Ranked Substitutes

EN The motive for the
killings was not known.

motive reason:16, incentive:2, intention:2, aim:1,
cause:1, motive:1, inspiration:1, object:1

ES Estaban en la jurisdic-
ción de Santiago del Es-
tero y en Catamarca.

jurisdicción territorio:5, autoridad:5, zona:3, competen-
cia:2, jurisdicción:1, legislación:1, el terri-
torio:1, poder:1, el poder:1, ubicación:1,
mando:1, atribución:1, territorial:1, ley:1,
resguardo:1

PT Naquele país a ave é
considerada uma praga

praga peste:9, epidemia:5, maldição:3, doença:2,
desgraça:2, tragédia:1, infestação:1

Table 1: Three examples from the TSAR-2022 shared-task dataset. Target is the complex word
that is already annotated in the datasets. The number after the “:” indicates the number of
repetitions suggested by crowd-sourced annotators.

et al., 2022). TSAR-2022 dataset contains
three subsets: TSAR-EN for English, TSAR-
ES for Spanish, and TSAR-PT for Brazilian
Portuguese. Table 1 shows three examples
from the TSAR-2022 dataset, one from each
language, and Table 2 shows some statistics
of the datasets. The average number of to-
kens (Avg #Tokens) shows that, on average,
TSAR-ES has the longest text length, and
TSAR-PT has the shortest text length.

All datasets that are used in the exper-
iments already have complex words anno-
tated, so the complex word identification
module is not needed.

Dataset Lang #Instances
#Tokens

Min Max Avg

TSAR
EN 386 6 83 29.85
ES 381 5 138 35.14
PT 386 3 57 23.12

LexMTurk EN 500 6 78 26.23

BenchLS EN 929 6 100 27.90

NNSEval EN 239 7 78 27.95

Table 2: Some statistics of the datasets.

4.2 Baselines
We compare the proposed models with the
following strong baselines:

LSBert uses Bert Masked Language
Model (MLM) for candidate generation and
ranks them by MLM probability, word fre-
quency, language model, similarity (FastText
cosine similarity), and PPDB database.

ConLS is a controllable LS system fine-
tuned on the T5 model with three control to-

kens. The candidate generation and ranking
are learned through the fine-tuning process.

Systems from the TSAR-2022 shared task:

• CILS (Seneviratne, Daskalaki, and
Suominen, 2022) generates candidates
using language model probability and
similarity score and ranks them by can-
didate generation score and cosine simi-
larity.

• PresiUniv (Whistely, Mathias, and
Poornima, 2022) uses the Masked Lan-
guage Model (MLM) for candidate gen-
eration and ranks them by cosine simi-
larity and filters using the part-of-speech
check.

• UoM&MMU (Vásquez-Rodríguez et
al., 2022) uses a Language Model with
prompts for candidate generation and
ranks them by fine-tuning the Bert-based
model as a classifier.

• PolyU-CBS (Chersoni and Hsu, 2022)
generates candidates using MLM and
ranks them by MLM probability, GPT-
2 probability, sentence probability, and
cosine similarity.

• CENTAL (Wilkens et al., 2022) gen-
erate candidates using MLM and ranks
them by word frequency and a binary
classifier.

• teamPN (Nikita and Rajpoot, 2022)
generates candidates using MLM, Verb-
Net, PPDB database, and Knowledge
Graph and ranks them by MLM prob-
ability.

Multilingual Controllable Transformer-Based Lexical Simplification

113



• MANTIS (Li et al., 2022) generates
candidates using MLM and ranks them
by MLM probability, word frequency,
and cosine similarity.

• UniHD (Aumiller and Gertz, 2022) uses
prompts with GPT-3 (few-shot learning)
for candidate generation and ranks them
by aggregating the results.

• RCML (Aleksandrova and Brochu Du-
four, 2022) generates candidates using
lexical substitution and ranks them by
part of speech, BERTScore, and SVM
classifier.

• GMU-WLV (North et al., 2022) gen-
erates candidates using MLM and ranks
them by MLM probability and word fre-
quency.

• TSAR-LSBert is a modified version of
the original LSBert to support Spanish
and Portuguese and produce more can-
didates.

• TSAR-TUNER is an adaptive ver-
sion of the TUNER system (a rule-
based system) (Ferrés, Saggion, and
Gómez Guinovart, 2017) for the TSAR-
2022 shared task.

4.3 Evaluation Metrics
We adopted the same evaluation metrics used
in TSAR-2022 shared task (Saggion et al.,
2022). The metrics used are as follows:

• Accuracy@1 (ACC@1): the percentage
of instances with the top-ranked candi-
date in the gold candidates.

• Accuracy@N@Top1
(ACC@N@Top1): The percentage
of instances where at least one of the
top N predicted candidates match the
most suggested gold candidates.

• Potential@K: the percentage of in-
stances where at least one of the top K
predicted candidates are present in the
gold candidates.

• Mean Average Precision@K
(MAP@K): the metric measures the
relevance and ranking of the top K
predicted candidates.

To measure different aspects of the sys-
tem’s performance, we measured the results
for different numbers of N and K candidates

where N ∈ {1, 2, 3} and K ∈ {3, 5, 10}.
ACC@1, MAP@1, and Potential@1 give the
same results as per their definitions, so we
report all of them as ACC@1 in the final re-
sults.

4.4 Preprocessing
For each instance in the training set, there is a
sentence, a complex word, and a list of ranked
gold candidates. Thus, we compute the token
values between the complex word and each
candidate (we used all the candidates), which
means if there are 9 candidates, there will be
9 training examples created.

Figure 3 shows the preprocessing steps of
an English sentence taken from the TSAR-
EN dataset. The sentence contains the com-
plex word "motive" and 9 ranked gold candi-
dates; therefore, 9 training examples will be
created. For each candidate and the complex
word, we compute the tokens value, extract
MLM candidates, and put all the values in the
following format. Language prefix + Control
Tokens + the input sentence with the com-
plex word embedded in between [T] and [/T]
+ </s> + complex word + MLM candidates.

For Spanish and Portuguese datasets, we
follow the same process and change the prefix
to “simplify es:” for Spanish and “simplify pt:”
for Portuguese.

For the validation set, we follow the
same format as the training set, except all
the token values are set with the values
of 1.00. E.g., <CR_1.00> <WL_1.00>
<WR_1.00> <WS_1.00> <SS_1.00>. We
used these default values so that we could val-
idate the model during the fine-tuning pro-
cess and save the best model for evaluation.

To choose the best pre-trained models for
MLM candidates extraction, we ran a series
of experiments on some of the most popular
BERT-based pre-trained models (the popu-
larity is based on the number of downloads
available on Huggingface website7). We com-
pared them using the Potential metric since
this metric measures the presence of the pre-
dicted candidates, which are matched with
the gold candidates. For each model and
each instance of a dataset, we extracted the
top 10 candidates and computed the Poten-
tial. Table 7 in the Appendix reports the
results of the TSAR dataset, and Table 8
in the Appendix shows the results of the
LexMTurk, BenchLS, and NNSeval dataset.

7https://huggingface.co/models
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Figure 3: Preprocessing steps of an English training example. For Spanish and Portuguese, the
process follows the same procedures.

We did the experiments on the top 5, 10,
15, 20, 30, 40, and 50 candidates, and we
found that the top 10 candidates worked the
best in all of our experiments. So, these
are the selected models that produce the
best score in each dataset: “roberta-base” for
TSAR-EN, “PlanTL-GOB-ES/roberta-base-
bne” for TSAR-ES, “neuralmind/bert-large-
portuguese-cased” for TSAR-PT, “bert-large-
cased” for LexMTurk and BenchLS, and
“bert-base-uncased” for NNSeval.

4.5 Model Details
In our experiments, we fine-tuned four dif-
ferent models: TLS-1, TLS-2, TLS-3, and
mTLS. Each model was fine-tuned with the
language prefix, control tokens, and MLM
candidates, except for the TLS-3 model,
which was without the MLM candidates.

The following are the details of each
model:

• TLS-1 is an English monolingual based
on T5-large. It was fine-tuned and val-
idated with the TSAR-EN dataset (we
split the dataset to 80% train, 20% vali-
dation) and then tested with LexMTurk,
BenchLS, and NNSeval. This model is
intended to compare with LSBert and
ConLS.

• TLS-2 is an English monolingual based
on T5-large. It was fine-tuned, validated,
and tested on the same dataset (TSAR-
EN). The dataset was split into a 70%
train, a 15% validation, and a 15% test.

• TLS-3 (without MLM candidates) is an
English monolingual based on T5-large.

It was fine-tuned, validated, and tested
on the TSAR-EN dataset. The dataset
was split into a 70% train, a 15% valida-
tion, and a 15% test.

• mTLS is a multilingual based on mT5-
large. It was fine-tuned, validated,
and tested with the whole TSAR-2022
dataset (TSAR-EN, TSAR-ES, TSAR-
PT). We split the dataset of each lan-
guage into a 70% train, a 15% valida-
tion, and a 15% test. We then prepro-
cessed, randomized, and combined the
data of all languages into one training
and one validation sets. During the fine-
tuning process, the model is randomly
fed with parallel data (the source and
target data created by the preprocess-
ing steps as shown in Figure 3) from the
three languages, allowing the model to
learn and share all the weights.

• The model TLS-2, TLS-3, and mTLS
are intended to compare with the mod-
els from the TSAR-2022 shared task. In
order to have a fair comparison between
our model and the shared-task models,
we only compared the results of the same
15% test sets.

We implemented our approach using Hug-
gingface Transformers library8 and Pytorch-
lightning9. Then we fine-tuned each model
on an NVidia RTX 3090 GPU with a batch
size of 4 (except mTLS, the batch size was
set to 1 due to out-of-memory issues), gra-

8https://huggingface.co
9https://lightning.ai
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dient accumulation steps of 4, max sequence
length of 210 (it was based on the number of
tokens/wordpiece from all datasets), learning
rate of 1e-5, weight decay of 0.1, adam ep-
silon of 1e-8. We fine-tuned it for 30 epochs,
and if the model did not improve for four
epochs, we saved the best model based on
the highest validation score ACC@1@Top1
and stopped the fine-tuning process. All of
our models took less than 15 epochs to con-
verge. We used a Python library called Op-
tuna (Akiba et al., 2019) to perform hyper-
parameters search on T5-small and T5-base
to speed up the process and then employed
the same hyperparameters in the final larger
models like T5-large and mT5-large. For the
generation, we used beam search and set it
to 15 to generate 15 candidates so that it is
left with around 10 candidates after some fil-
tering (duplicate or the candidate the same as
the complex word). In addition, in our exper-
iments, the performance of the models based
on T5-small and T5-base performed lower
than the model based on T5-large in all met-
rics. The same with the multilingual models
mT5-small, mT5-base, and mT5-large, so for
that reason, we only report the results of the
models that are based on T5-large and mT5-
large.

4.6 At Inference
For each model, we performed a tokens value
search on the validation set of each corre-
sponding dataset using Optuna (Akiba et al.,
2019) (the same tool used for hyperparame-
ters search). We searched the value of each
token ranging between 0.5 and 2.0 with the
step of 0.05, but we skipped the search for
the Candidate Ranking token as we already
knew the best value of it would be 1.00 to ob-
tain the best candidates. We ran the search
for 200 trials, then selected the top 10 sets
of values that maximized ACC@1@Top1 and
used them for the evaluation of the test set.
For each set of tokens, we kept them fixed for
all instances of the whole test set. Finally, we
report the results of the set that maximized
ACC@1@Top1. Figure 4 shows an example
from the TSAR-EN test set and the simpler
substitutes generated by our TLS-2 model.

5 Results and Discussion
In our experiments, we compared our model
with all the systems submitted to the TSAR-
2022 shared task on the TSAR dataset and

Source: simplify en: <CR_1.00>
<WL_1.25> <WR_1.05> <WS_1.60>
<SS_1.00> #8-8 I want to continue play-
ing at the highest level and win as many
[T] trophies [/T] as possible. </s> tro-
phies : trophies titles trophy competitions
championships tournaments prizes awards
cups medals

Predicted candidates: awards, medals,
prizes, honors, accolades, titles, crowns, re-
wards, achievements, certificates

Figure 4: An example of the input taken from
TSAR-EN test set and the candidates pre-
dicted by TLS-2 model.

the other two state-of-the-art models, LSBert
and ConLS, on LexMTurk, BenchLS, and
NNSeval datasets. We compared all of them
with the same metrics used in the TSAR-2022
shared task, such as ACC@1, ACC@N@Top1,
Potential@1, and MAP@K where N ∈ {1, 2,
3} and K ∈ {3, 5, 10}.

Table 3 presents the results of our
model TLS-1 (a monolingual English model
fine-tuned and validated on the TSAR-EN
dataset) in comparison with LSBert and
ConLS on LexMTurk, BenchLS, and NNSe-
val datasets. Our model achieves better re-
sults in all metrics across the board, and the
results on Potential@K and MAP@K show a
significant improvement.

Table 4 shows the results of our three
models, English monolingual models (TLS-
2, TLS-3), and multilingual model (mTLS),
compared with all the systems from the
TSAR-2022 shared task on the TSAR-EN
dataset. Since all the models from the
shared task are unsupervised approaches,
we only compare the results on the same
15% test set. Our TLS-2 outperforms
all the models in all metrics and per-
forms equally to GPT-3 model (UniHD) on
ACC@1 and ACC@1@Top1, it also performs
significantly better on ACC@{2,3}@Top1
and MAP@{3,5,10} but lower on Poten-
tial@{3,5}.

TLS-2 performs better than TLS-3 in all
metrics except ACC@3@Top1, showing that
adding MLM candidates does improve the
model’s performance.

Our multilingual model (mTLS) performs
better than the previous approaches, except
for UniHD. The fact that the model’s per-
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Dataset System ACC@1
ACC@1 ACC@2 ACC@3 MAP MAP MAP Potential Potential Potential
@Top1 @Top1 @Top1 @3 @5 @10 @3 @5 @10

LexMTurk
LSBert 0.8480 0.4400 0.5480 0.6040 0.5441 0.3901 0.2129 0.9320 0.9500 0.9580
ConLS 0.8060 0.4380 0.5639 0.6540 0.5545 0.4252 0.2759 0.9560 0.9820 0.9960
TLS-1 0.8580 0.4420 0.6040 0.7080 0.6567 0.5367 0.3572 0.9860 1.0000 1.0000

BenchLS
LSBert 0.6759 0.4068 0.5145 0.5737 0.4229 0.2925 0.1574 0.8127 0.8428 0.8547
ConLS 0.6200 0.3799 0.5134 0.5931 0.4137 0.3054 0.1884 0.8127 0.8708 0.9031
TLS-1 0.7255 0.4133 0.5952 0.6749 0.5187 0.4015 0.2539 0.8848 0.9257 0.9612

NNSeval
LSBert 0.4476 0.2803 0.3849 0.4393 0.2784 0.1997 0.1073 0.6485 0.7155 0.7448
ConLS 0.4100 0.2677 0.3430 0.4518 0.2731 0.203 0.1253 0.6109 0.6987 0.7908
TLS-1 0.5313 0.3263 0.4644 0.5397 0.3486 0.2762 0.1791 0.7824 0.8828 0.9414

Table 3: Results of TLS-1 in comparison with LSBert and ConLS on the Accuracy@1, Accu-
racy@N@Top1, Potential@K, and MAP@K metrics. The best performances are in bold.

Model
ACC
@1

ACC@1
@Top1

ACC@2
@Top1

ACC@3
@Top1

MAP
@3

MAP
@5

MAP
@10

Potential
@3

Potential
@5

Potential
@10

TLS-2 0.8750 0.5536 0.6964 0.6964 0.6379 0.5126 0.3069 0.9643 0.9643 1.0000
TLS-3 0.8393 0.5536 0.6786 0.7500 0.5933 0.4506 0.2842 0.9643 0.9821 0.9821
mTLS 0.6607 0.3929 0.5000 0.6071 0.4871 0.3651 0.2173 0.8571 0.9286 0.9643

UniHD 0.8750 0.5536 0.6429 0.6786 0.5913 0.4055 0.2284 1.0000 1.0000 1.0000
UoM&MMU 0.6964 0.4107 0.5536 0.5714 0.4315 0.3234 0.2020 0.8393 0.8571 0.8929
RCML 0.6071 0.2321 0.4107 0.4821 0.3978 0.3032 0.1959 0.8214 0.9286 0.9464
LSBERT 0.5893 0.2679 0.4821 0.5714 0.4385 0.3136 0.1860 0.8750 0.9107 0.9286
MANTIS 0.5714 0.3036 0.4643 0.5179 0.4613 0.3463 0.2097 0.8393 0.9107 0.9464
GMU-WLV 0.5179 0.2143 0.2500 0.4107 0.3700 0.2936 0.1716 0.7321 0.8393 0.9107
teamPN 0.4821 0.1964 0.3571 0.3750 0.3065 0.2320 0.1160 0.6786 0.8036 0.8036
PresiUniv 0.4643 0.1786 0.2857 0.3214 0.3075 0.2417 0.1396 0.6607 0.7500 0.7857
Cental 0.4464 0.1250 0.2500 0.3393 0.3016 0.2210 0.1385 0.6607 0.7143 0.7857
CILS 0.4107 0.1786 0.2500 0.2679 0.2817 0.2198 0.1378 0.5893 0.6071 0.6250
TUNER 0.3929 0.1607 0.1607 0.1607 0.1865 0.1158 0.0579 0.4643 0.4643 0.4643
PolyU-CBS 0.3571 0.1607 0.2321 0.3036 0.2579 0.1887 0.1118 0.6250 0.7500 0.8214

Table 4: Official results from TSAR-2022 shared task in comparison with our models TSAR-EN
dataset. The best performances are in bold.

Model
ACC
@1

ACC@1
@Top1

ACC@2
@Top1

ACC@3
@Top1

MAP
@3

MAP
@5

MAP
@10

Potential
@3

Potential
@5

Potential
@10

mTLS 0.5357 0.2857 0.3929 0.4821 0.3790 0.2852 0.1685 0.7500 0.8036 0.9107

PolyU-CBS 0.4107 0.2143 0.2143 0.2143 0.2153 0.1479 0.0918 0.5000 0.5536 0.5893
GMU-WLV 0.3929 0.1786 0.2679 0.3036 0.2560 0.1945 0.1167 0.5714 0.6607 0.7321
UoM&MMU 0.3571 0.1964 0.2679 0.3214 0.2391 0.1699 0.0979 0.5714 0.6250 0.7143
PresiUniv 0.3214 0.1964 0.3214 0.3929 0.2361 0.1574 0.0860 0.6429 0.6786 0.7679
LSBERT 0.3036 0.0893 0.1429 0.1786 0.1994 0.1504 0.0910 0.4643 0.6250 0.7500
Cental 0.2679 0.1429 0.1786 0.2143 0.1865 0.1449 0.0851 0.5000 0.5536 0.5714
TUNER 0.1429 0.0714 0.1071 0.1071 0.0843 0.0506 0.0253 0.1964 0.1964 0.1964

Table 5: Official results from TSAR-2022 shared task in comparison with our model on the
TSAR-ES dataset. The best performances are in bold.

formance is notably inferior to its monolin-
gual counterparts could be attributed to the
following facts. First, the use of a multi-
lingual model can reduce performance, as it
contains a lot of irrelevant information from

other languages. Second, the mT5-large pre-
trained model is significantly larger than the
T5-large, with around 1.2 billion parame-
ters compared to 737 million of the T5-large.
Given the large number of parameters that
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Model
ACC
@1

ACC@1
@Top1

ACC@2
@Top1

ACC@3
@Top1

MAP
@3

MAP
@5

MAP
@10

Potential
@3

Potential
@5

Potential
@10

mTLS 0.6607 0.4464 0.5536 0.5714 0.4216 0.2940 0.1842 0.8214 0.9107 0.9464

GMU-WLV 0.4464 0.2143 0.3750 0.4107 0.2579 0.1926 0.1143 0.6429 0.7679 0.8571
PolyU-CBS 0.3571 0.1071 0.1429 0.1607 0.1905 0.1455 0.0847 0.4643 0.5536 0.6071
Cental 0.3214 0.0714 0.1250 0.1964 0.2153 0.1554 0.0910 0.5714 0.6786 0.8214
LSBERT 0.3036 0.1607 0.2321 0.3036 0.1895 0.1364 0.0816 0.5179 0.6250 0.7321
TUNER 0.2321 0.1429 0.1607 0.1607 0.1071 0.0688 0.0344 0.2857 0.2857 0.2857
PresiUniv 0.2321 0.1071 0.1786 0.1964 0.1409 0.0952 0.0532 0.3750 0.4643 0.5179
UoM&MMU 0.1071 0.0357 0.0536 0.0714 0.0704 0.0553 0.0338 0.1964 0.2500 0.2857

Table 6: Official results from TSAR-2022 shared task in comparison with our model on TSAR-PT
dataset. The best performances are in bold.

need to be updated, the mT5-large model re-
quires significantly more data to learn from;
therefore, we could not fine-tune the mT5-
large model individually for Spanish or Por-
tuguese. We had to fine-tune a multilingual
model (mTLS) by randomly feeding the data
from the three languages, allowing the model
to learn and share all the weights.

Table 5 and Table 6 present the results
of our mTLS model in comparison with the
TSAR-2022 official results on TSAR-ES and
TSAR-PT datasets. Our model performs sig-
nificantly better than all the participating
systems in all metrics. However, there were
unofficial results of UniHD that outperformed
our mTLS model on TSAR-ES and TSAR-
PT datasets.

6 Conclusion and Future Work
This paper proposed a new multilingual Con-
trollable Transformer-based Lexical Simplifi-
cation that integrates language-specific pre-
fixes alongside dynamic control tokens and
masked language model candidates to lever-
age the input-level information. This ap-
proach allows us to have the candidate gener-
ation and ranking within one model as well as
multilingual. Moreover, our method enables
the model to learn more effectively on the
complex word and to have finer control over
the generated candidates, leading the model
to outperform all the previous state-of-the-art
models in all datasets, including the GPT-3
model (UniHD) on some metrics.

For future work, we want to explore the
use of large language models (LLMs) like
LLaMA (Touvron et al., 2023) or MPT-
7B10 to perform instruction-based learning
for Text Simplification. Recent work has

10https://www.mosaicml.com/blog/mpt-7b

shown that fine-tuning LLMs with instruc-
tions enables such models to achieve remark-
able zero-shot capabilities on new tasks; this
could have some potential for Text Simplifi-
cation in situations where the training data
is scarce. Moreover, since we only managed
to assess the performance of our multilingual
approach on a part of the TSAR-2022 cor-
pus, we should explore ways to compare our
trainable system with non-trainable ones in a
more realistic setting.
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TSAR-EN TSAR-ES TSAR-PT
Model Potential Model Potential Model Potential

roberta-base 0.971 PlanTL-GOB-ES/roberta-base-bne 0.837 neuralmind/bert-large-portuguese-cased 0.839
bert-large-uncased 0.945 PlanTL-GOB-ES/roberta-large-bne 0.832 neuralmind/bert-base-portuguese-cased 0.811
bert-large-cased 0.945 dccuchile/bert-base-spanish-wwm-cased 0.816 xlm-roberta-large 0.635
roberta-large 0.943 dccuchile/albert-xxlarge-spanish 0.769 xlm-roberta-base 0.596
bert-base-uncased 0.935 dccuchile/albert-base-spanish 0.738 rdenadai/BR_BERTo 0.484
distilbert-base-uncased 0.917 dccuchile/distilbert-base-spanish-uncased 0.664 josu/roberta-pt-br 0.461
bert-base-cased 0.914 xlm-roberta-large 0.656 bert-base-multilingual-cased 0.386
albert-base-v2 0.867 dccuchile/bert-base-spanish-wwm-uncased 0.635
xlm-roberta-large 0.779 bert-base-multilingual-uncased 0.575

distilbert-base-multilingual-cased 0.412

Table 7: The comparison of different pre-trained models on candidate generation using masked
language model ranked by Potential metric on TSAR dataset. Higher is better.

LexMTurk BenchLS NNSeval
Model Potential Model Potential Model Potential

bert-large-cased 0.974 bert-large-cased 0.918 bert-base-uncased 0.887
bert-base-uncased 0.972 bert-large-uncased 0.909 roberta-base 0.883
bert-large-uncased 0.970 roberta-base 0.906 bert-large-uncased 0.879
roberta-base 0.970 bert-base-uncased 0.899 bert-base-cased 0.870
bert-base-cased 0.962 bert-base-cased 0.893 bert-large-cased 0.858
distilbert-base-uncased 0.950 distilbert-base-uncased 0.869 distilbert-base-uncased 0.791
xlm-roberta-large 0.934 albert-base-v2 0.850 albert-base-v2 0.762
albert-base-v2 0.926 roberta-large 0.830 roberta-large 0.745
roberta-large 0.904 xlm-roberta-large 0.813 xlm-roberta-large 0.711

Table 8: The comparison of different pre-trained models on candidate generation using masked
language model ranked by Potential metric on LexMTurk, BenchLS, and NNSeval dataset.
Higher is better.
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Abstract: Parliamentary speeches are considered to be of interest for different
research areas because they are publicly available transcriptions, produced under
controlled and regulated procedures that add totally reliable sociodemographic data
like gender, age, and other details of the speakers. Moreover, speeches are rich
in topics and domains, and they are actually public domain data, not subject to
copyright restrictions. The ParlaMint project: Towards Comparable Parliamentary
Corpora is developing a comparable and uniformly annotated multilingual corpus
with the data from 33 different parliaments in Europe. This paper describes the
details of building the ParlaMintCAT corpus, for which the transcriptions of the
Catalan Parliament General Assembly sessions from 2015 to 2022 have been com-
piled, processed and annotated.
Keywords: parliamentary corpora, ParlaMint, linguistic annotation, metadata,
Catalan.

Resumen: Los discursos parlamentarios pueden resultar de interés para distintos
ámbitos de investigación ya que son textos públicos, elaborados con arreglo a pro-
cedimientos regulados, a los que se han añadido datos sociodemográficos totalmente
fiables como el género, la edad y otros detalles de los oradores. Además, los discursos
son ricos en temas y dominios y son realmente datos de dominio público, es decir,
que no están sujetos a restricciones de copyright. El proyecto ParlaMint: Towards
Comparable Parliamentary Corpora está desarrollando un corpus multilingüe com-
parable y uniformemente anotado con datos de 33 parlamentos diferentes de Europa.
Este art́ıculo describe los detalles de la construcción del corpus ParlaMintCAT, para
el que se han recopilado, procesado y anotado las transcripciones de las sesiones ple-
narias del Parlamento de Cataluña desde 2015 hasta 2022.
Palabras clave: corpus parlamentario, ParlaMint, anotación lingǘıstica,
metadatos, catalán.

1 Introduction

The ParlaMint project: Towards Compara-
ble Parliamentary Corpora (Erjavec et al.,
2022), financially supported by the Euro-
pean Infrastructure CLARIN1, is developing
a comparable and uniformly annotated mul-
tilingual corpora with texts of parliamentary
sessions from 33 different Parliaments in Eu-

1http://www.clarin.eu

rope. The ParlaMint project aim is based
on the interest of parliamentary speeches as
there are publicly available transcriptions,
produced under controlled and regulated cir-
cumstances, which are rich in topics and do-
mains as well as related to valuable sociode-
mographic data like gender, age, origins of
the speakers. In addition, they are publicly
available and are not subject to copyright re-
strictions.
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The ParlaMint project has been con-
ducted in two stages: ParlaMint I, which cre-
ated and made available corpora from 17 par-
liaments and 16 languages of the European
Union with texts from 2015 to 2020. These
corpora are now available at CLARIN.si web
page, and in corpus applications like NoS-
ketch Engine2 and SketchEngine3; and Par-
laMint II, which has upgraded some techni-
cal aspects like the XML schema and its val-
idation, has extended the existing corpora to
cover data at least to July 2022, has added
corpora for new languages including non-EU
official languages like Basque, Catalan and
Galician, which are co-official languages in
Spain, and other languages like Turkish and
Ukranian, and has proposed to further enrich
the corpora with additional metadata.

In this paper, we describe the develop-
ment of ParlaMintCAT corpus, which is one
of the results of ParlaMint II. The ParlaM-
intCAT corpus is made of the transcriptions
of the Plenary Assembly sessions of the Par-
lament de Catalunya (Parliament of Catalo-
nia). The Parlament de Catalunya is the uni-
cameral legislature of the autonomous region
of Catalonia, in Spain. The Parlament is
currently made up of 135 members, known
as deputies (diputats/deputats/diputados),
who are elected for four-year terms chosen by
universal suffrage in lists of four constituen-
cies, corresponding to the Catalan provinces.
The Plenary Assembly is the meeting of all
the deputies in which the debates referring to
the following list of functions take place: the
Parlament elects the President of the Gen-
eralitat de Catalunya; it passes the Catalan
legislation in the business of its competence;
it passes the budget and controls the action
of the Government of Catalonia and the au-
tonomous agencies, public companies and all
other bodies answerable to it.

The ParlaMintCAT corpus comprises the
transcriptions of the plenary sessions from
January 2015 to August 2022, and includes
a number of relevant historical situations like
the discussions about Catalan independence
process and the emergency state created with
the COVID-19 pandemics, just as two ex-
amples. Plenary assembly sessions4 of the

2https://clarin.si/noske/parlamint21.cgi/
3www.sketchengine.eu
4A session is meant to be the working time to cover

a particular agenda, and a meeting is meant to cover
the session held in a single day.

Parlament are recorded and spoken interven-
tions are transcribed by the Department of
Editions, which oversees the production of
the official publications of the Parliament and
manages and coordinates the transcription of
the parliamentary sessions. These are lin-
guistically corrected and made publicly avail-
able at the web pages of the institution5 as
pdf documents, ready for paper printing as
the official texts, i.e. Diari de Sessions del
Parlament de Catalunya (journal of the ses-
sions) with ISBN, and they reproduce only
the spoken interventions made during the ses-
sions.

One of the most interesting features of this
corpus is its multilinguality. The speeches are
in Catalan or Spanish, the languages most
used by the deputies, or Aranese, a standard-
ized variant of the Pyrenean Gascon variety
of Occitan6.

In what follows we describe the details of
the building of the ParlaMintCAtT corpus.
Section 2 gives information on other Par-
laMint corpora, as well as other parliamen-
tary corpora collected in different countries
for different research purposes. Section 3 de-
scribes the schema proposed by ParlaMint
project to rule a collection of comparable and
uniformly annotated corpora from 31 differ-
ent parliaments. Special emphasis is given to
the implementation of the guidelines in the
ParlaMintCAT corpus. Section 4 describes
how the source data was processed to become
ParlaMint TEI-compliant .xml files. Section
5 describes the decisions taken to linguisti-
cally annotate the data as well as the used
tools. Section 6 summarizes the contribu-
tions and conclusions.

2 Related work

The ParlaMint initiative (Erjavec et al.,
2022) has largely contributed to the existing
catalogue of parliamentary corpora with the
joint preparation of 31 parliamentary corpora
from different European countries (Ogrod-
niczuk et al., 2022). Some of the preliminary
works to ParlaMint have been described in
specific publications like the Polish corpus by
Ogrodniczuk and Nitoń (2020) or the Danish

5https://www.parlament.cat/web/
documentacio/publicacions/diari-ple/index.
html

6Aranese is spoken by about 5000 people in the
Val d’Aran, in northwestern Catalonia close to the
Spanish border with France. Source Wikipedia.
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corpus by Jongejan, Hansen, and Navarreta
(2022).

Also parliamentary corpora are the Cor-
pus of Grand National Assembly of Turkish
Parliament’s Transcripts (Onur Gungor and
Çağıl Sönmez, 2018) of 208 million tokens
ranging from 1920 to 2015, and the Corpus
of Quebec’s Parliamentary Debates (Ménard
and Aleksandrova, 2022) of 33.3 billion words
ranging from 1908 to 2021 and with texts in
French and English. Other corpora contain-
ing similar data were compiled for social sci-
ences studies. The debate transcripts from
the Hansard UK Parliament with 1.6 billion
words from 1803 to 2005 were compiled by
Abercrombie and Batista-Navarro (2020) for
analysing sentiment and position taking; Os-
nabrügge, Ash, and Morelli (2023) studied
how politicians use emotional resources and
emotive rethoric to attract voters with two
million word speeches delivered in the House
of Commons and in the Dáil Éireann, the
lower houses of parliament of Great Britain
and Ireland, respectively; (Naderi and Hirst,
2018) created a corpus of 14,000 questions
and answers from the Oral Question period
of the Canadian parliamentary proceedings
to study how politicians implement reputa-
tion defence strategies in their speeches.

Specifically for Catalan, Külebi et al.
(2022) in the corpus ParlamentParla have
used the registrations and transcripts of the
Parlament de Catalunya for increasing the
training data of an automatic speech recogni-
tion system. ParlamentParla contains more
than 600 hours of speech that have also been
gathered from the recordings of the Catalan
Parliament plenary sessions from July 2007
to July 2018 that are available at the in-
stitutional website. Speech files have been
aligned with the transcripts provided as pdf
files. This alignment implied both the match-
ing of the metadata coming from two differ-
ent sources, i.e. speech and text, and the
process to create the ASR training ready cor-
pus. Külebi et al. (2022) reported that the
most time consuming tasks to set up their
corpus were the processing of the pdf files
and the identification of speeches in other
official languages than Catalan. As we ex-
plain in the next sections, the ParlaMint-
CAT corpus source files were .docx files what
saved us from the problems that usually arise
when using converted pdf files. Despite of
this, the exploitation of .doc and .docx files

has been minoritary in the ParlaMint project
with only the Greek and our corpus having
declared to have used this source file format.
Most of the ParlaMint corpora have been ob-
tained from .txt, .html or .pdf, in most cases
requiring quite an important effort for adding
the structure and metadata required by the
project.

3 ParlaMintCAT corpus
structure and ParlaMint
schema

ParlaMintCAT Corpus is made of the tran-
scriptions of the Plenary Assembly sessions
of the Parlament de Catalunya. The source
files were provided to us by the Departa-
ment d’Edicions del Parlament de Catalunya
to whose director we are indebted. Table 1
provides a quantitative description of the cor-
pus.

Item Quantity

Speakers 365
Documents/Sessions 286
Tokens Total 15,667,673
Tokens Catalan 13,115,625
Tokens Spanish 2,505,953
Tokens other languages 46,095
Temporal span 01-2015/08-2022

Table 1: Quantitative description of ParlaM-
intCAT corpus.

As just mentioned, the ParlaMint
project’s aim is the creation of comparable
and uniformly annotated multilingual corpus
of parliamentary sessions out of 31 different
corpora, in different languages and following
different formats. ParlaMint has focused on
maximizing the interest of these corpora by
developing a framework of interoperability
and homogeneous encoding. To that pur-
pose, ParlaMint has defined a specialized
schema based on the Text Encoding Initia-
tive (TEI) Guidelines (Truan and Romary,
2021). The ParlaMint schema rules the
corpus structure, the formal specifications of
the documents that compose the corpora,
the corpus metadata, the description of
speakers and political parties, the encoding
of transcriber’s notes, and the structure of
the texts and speeches transcripts. Par-
laMint also requires to process the corpus to
get linguistically annotated versions of the
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transcripts including annotation of part of
speech, morphosyntactic description, named
entities, and grammatical dependencies.

Therefore, the source files were processed
according to the ParlaMint schema and re-
quirements. The final corpus is composed
of two master files (ParlaMint-ES-CT.xml
and ParlaMint-ES-CT.ana.xml), that con-
tain the top level element teiCorpus, the
teiHeader with corpus-wide metadata and
the Xinclude elements gathering the 286 files
that are the components of the corpus.

Following ParlaMint convention, the TEI-
compliant xml version of the source files were
named with the prefix ParlaMint-ES-CT to
identify the source country and language
of the data with the international standard
ISO3166-2. After the prefix, each file was
identified with the official index of the ses-
sion it contains. This official index is made
of the date and the number and part of the
session.

Each corpus component file has its own
TEI header followed by the transcription
text. The component header contains spe-
cific information: the corpus-wide unique ti-
tle and ID, the type of meeting according to
the ParlaMint taxonomy, the number of the
term, session, etc. The main content of each
component file is, obviously, the transcription
of the speeches, which are encoded as utter-
ance elements (<u>), with a reference to the
speaker unique ID and the type of speaker,
ie., chair, regular member or guest. Each ut-
terance is described as a number of segments
(<seg>), which are enriched with the notes of
the transcribers like ’applause’, ’noise’, etc.,
if available in the source data. In Figure 1,
a sample of the xml shows the encoding of
utterances, segments, and notes.

For every such a Parlamint-ES-CT TEI
.xml compliant file, there is a file named
with the suffix ’ana.xml’ with the linguisti-
cally annotated texts: part of speech, mor-
phosyntactic description, named entities and
grammatical dependencies. Other files iden-
tified as Parlamint-ES-CT are: the speak-
ers and the organizations files, that contain
the schema of the ParlaMintCAT metadata:
names of speakers, organizations as parlia-
mentary groups, political parties, etc. All
the encoding is explained in the ParlaMint
Guidelines: The structure and encoding of
ParlaMint Corpora, that it is publicly avail-

able at the github of the ParlaMint project7.
In order to check that the component files,

both TEI .xml and ana.xml were correct in
terms of the ParlaMint schema, a number
of validation tools8 were provided by the
project. If the files pass the validation, 5 ad-
ditional files with the following suffixes are
created: text(.txt), characters(.tbl), speak-
ers(.meta), vertical format(.vert) and CoNLL
format morphosyntactic analysis(.conllu).

In the next sections we describe the differ-
ent steps to convert source documents from
.docx to TEI-xml format, and to further
process the resulting .xml files to build the
ana.xml with the required linguistic informa-
tion.

4 Processing the source files,
from .docx to TEI compliant
.xml

The source files were provided to us in .docx
format, allowing us to retrieve the .xml doc-
ument containing relevant information en-
coded in different styles’ metadata (Pisani,
2022). In the source files of the ParlaMint-
CAT corpus, various Microsoft Word tools
were used by transcribers to encode:

• Information of the nature of the texts.
For instance: Agenda, Summary, Intro-
duction, Speeches, Notes.

• The name, position, or both, of the
speaker whose speech follows.

• The language of the speech, as identified
by the spell checker.

We extracted the structure and metadata
from the .xml file within the .docx document
with xml.etree9 and stored them in a Pandas’
DataFrame. Figure 2 shows in a DataFrame
the relation of text and styles as collected.

Table 4 describes the columns of the
DataFrame where information gathered from
.docx is stored. Utterance (<u>) and seg-
ments (<seg>) are numbered after being
identified from the style ’D3Textnormal’.
The language of the segments provided by
source files was only referring to other lan-
guages than Catalan, and some processing

7https://clarin-eric.github.io/ParlaMint/
8https://github.com/clarin-eric/ParlaMint/

blob/main/Makefile
9https://docs.python.org/3/library/xml.

etree.elementtree.html
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Figure 1: Example of the TEI-xml encoding of utterances, segments, speaker, and of different
transcribers’ notes: murmuring, applause and inaudible.

Columns Description
Text Text per Paragraph
Lang Language of the text
Utterance id Speech text ID
Segment id Speech text paragraph ID
Tag Type of Paragraph
Style Word style formatting
Curs cursive or not
Speaker id Speaker ID
Speaker role Speaker Role
Speaker name Speaker Name

Table 2: All the metadata and features used
to convert .docx to ParlaMint .xml were col-
lected in a DataFrame with the columns
shown in this table.

was required as explained below in Section
4.3. The speaker was identified because of
the source ’D3Intervinent’ style encoding.

Moreover, the analysis of the resulting
DataFrame was very useful to detect source

inconsistencies that needed to be corrected
before further processing as described below
in sections 4.1 and 4.2 (Pisani, 2022). For in-
stance, a considerable number of times, the
name of the speaker was encoded as nor-
mal text; transcriber’s notes describing non-
linguistic events in the room were embedded
in the text and were not identified with the
corresponding style; differences in the iden-
tification of speakers needed to be harmo-
nized, for instance, when speakers are named
by the position, not by the person name, or
because there were spelling variations in the
name of the speakers that had to be identified
uniquely.

Once the DataFrame has all the data
obtained from source files, ParlaMint TEI-
compliant .xml files10 are built.

10https://github.com/IULATERM-TRL-UPF/
ParlaMint_ES-CT/blob/main/src/to_xml.py

Catalan Parliamentary Plenary Session Transcriptions from 2015 to 2022. The ParlaMintCAT Corpus

129



Figure 2: Sample of the information encoded
in .docx sytles.

4.1 Notes and comments of
transcribers as metadata

The most successful example of reusing
source .docx metadata was the identification
of the different comments that transcribers’
used in the source files and its conversion into
ParlaMint metadata (Pisani, 2022). After
the analysis of the source documents, three
different types of comments were identified:
title, note and interruption.

Interruptions were the most frequent case
of transcriber’s comments in the ParlaMint-
CAT corpus, however there were cases where
the interruptions were added by transcribers’
in parenthesis in the middle of the speech,
with no particular style format. In these
cases, resulting TEI-xml encoding takes the
note as a discourse marker that divides the
original paragraph into two segments.

The notes, which contained textual infor-
mation about interruptions of the speech and
their nature (applause, noise, etc.), were also
extracted after a thorough analysis of the
data. An example of the resulting encoding is
shown in Figure 1. The actual xml encoding
followed the recommendations of TEI (Truan
and Romary, 2021) that suggest the following
types:

• <pause> to mark short voluntary inter-
ruptions of the speech

• <vocal> to identify vocal noises like
laughs or disagreement signals

• <kinesic> to identify gestures or ap-
plause

• <incident> for other events that are not
vocalizations or non vocalized commu-
nicative expressions.

In addition to TEI recommendations, Par-
laMint schema introduces the element <gap>
to indicate omissions, that is, parts of a
speech that were lost because of technical
reasons, for instance, like shown in Fig-
ure 1, where the transcriber describes the
reasons of the gap, that the speaker has
started to speak without microphone, and
therefore there is no recording, as (<gap
reason="inaudible">).

4.2 Identification of speakers and
their metadata

ParlaMint has made an important effort to
include a rich number of metadata about
the speakers that participated in the parlia-
mentary sessions. This rich information is
meant to promote political, sociological, so-
ciolinguistic and linguistic studies for which
speaker-related information is necessary11.
For ParlaMintCAT corpus, the information
about the 365 speakers was mainly found
in the website of the Parliament, the web-
site of the Catalan Autonomous Government
and in Viquipèdia, the Catalan version of
Wikipedia.

All speakers are described at the file
ParlaMint-ES-CT-listPerson.xml. Each
speaker, identified as <person>, gets there
a unique identifier that is used to mark all
his or her speeches. In Figure 2 we can
see an example of such encoding, that, ac-
cording to the project guidelines, includes
full name, birth year, political party mem-
bership, parliamentary role or position (i.e.
regular member, secretary, chair person), or
if applicable, role or position in other orga-
nizations, mostly applicable to members of
the government. In turn, the references to
parties, governments, etc. are found in the
file ParlaMint-ES-CT-listOrg.xml with the
information recommended by the ParlaMint
project Guidelines. In Figure 3, we show a
sample of the encoding of a speaker, also with
his roles at the autonomous government.

As mentioned before, it was not unusual
a certain variation in the spelling of speakers

11For instance, an example of the use of these
metadata is a recent result of a ParlaMint Hacka-
ton about citation networks in different parliaments
to discover a bias about citing females. Consulted in
https://www.clarin.eu/impact-stories.
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Figure 3: Example of the encoding of one speaker, with biographic information (birth date and
gender) and with information about his belonging to a political party, the terms he was deputy
and the terms and roles as member of the Catalan Autonomous Government.

names along the different sessions. This is
mainly due to the use of Catalan and Span-
ish spellings that might differ in accentuation
rules. For instance, ’Maŕıa’, with an accented
’i’ is the Spanish correct spelling, while in
Catalan the correct spelling is ’Maria’, with
no accent. Note also that both in Catalan
and Spanish, two family names are the norm
for identifying a person. In Catalan, these
two names can be written with a coordination
or without it. It depends on the transcriber
that a person is identified, for instance, as
’Pere Aragonès i Garcia’ or ’Pere Aragonès
Garcia’, but also ’Pere Aragonès Garćıa’ with
the Spanish spelling of the second name, a
very typical Spanish family name. In order to
make that in all these cases the speaker gets
the same unique person identifier, we com-
piled a list of possible variations. The name
of the person in the person’s file is the most
frequent spelling found in the files. Another
list for identifying the speaker when only the
name of the position was mentioned in the
source files was also used, for instance: ’La
presidenta’ (the chairwoman) in Figure 2, in-
dex 10, referring to ’Carme Forcadell’. Note
that the name of the position also showed
some variation.

4.3 A multilingual corpus with
language identified at <seg>

level

As already mentioned, the Catalan Parlia-
ment has three official languages: Catalan,
Spanish and Aranese. Aranese use is occa-
sional, Catalan is the most frequent language,
as shown in Table 1. While the normal case
would be that each speaker consistently uses
only one particular language, there are cases
of code switching: a speaker can switch from
one language to another in the same speech
and therefore the language has to be encoded
at the level of <seg>. The correct identifica-
tion of the language is not only important
because of the metadata, but also because it
is unavoidable for linguistic processing: the
correct Natural Language Processing (NLP)
tools must be selected.

Although the .docx files already contained
a tag identifying the language of paragraphs
written in a language different to Catalan, we
additionally used a language identifier12 that
could guess the language with less than 200
characters to verify that indeed, unmarked
paragraphs were written in Catalan.

12Google language detector cld3
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5 Linguistic processing: creating
the .ana.xml files

ParlaMint project guidelines require the lin-
guistic annotation of the speeches, more tech-
nically, of the <seg> elements. Therefore,
ParlaMintCAT <seg> elements have been
segmented into sentences, or <s>, and each
sentence has been tokenized into wordforms,
<w>, punctuation symbols, <pc>, and inter-
token spaces.

A special tokenization case for Catalan
was because this language, as other Romance
languages, writes contractions of prepositions
and articles: ’pel’ instead of ’per el’ (by
the), and personal pronouns attached to verb
forms with an hyphen like in example 1. Par-
laMint guidelines propose to split these word-
forms into their components. In example 1,
we see how these wordforms are analysed as
words associated with the attribute norm and
the linguistic annotation described above.

<w xml : id=”59”> governar−se
<w xml : id=”57”
msd=”UPosTag=VERB|Mood=In f ”
norm=”governar ”
lemma=”governar ”/>
<w xml : id=”58”
msd=”UPosTag=PRON”
norm=”−se ”
lemma=” es ”/>

</w>

Example 1: xml construction of the
word ’governar-se’, with detailed information
about the parts that make up the construc-
tion.

For each wordform, the lemma, Univer-
sal Dependencies13 (UD) part-of-speech, and
morphological description are encoded in re-
spective attributes (lemma, pos and msd)
of the <w> element. Named entities are
identified, classified into the standard four
classes: location (LOC), person (PER), or-
ganization (ORG) and miscellaneous (MISC)
and marked like <name> elements and type
attribute.

Additionally, the UD dependency parse is
added as the encoding of the grammatical re-
lations among sentence’s wordforms (Nivre et
al., 2020) and stored in the <linkGrp> ele-
ment. The <linkGrp> is composed of <link>
elements, which encode the syntactic rela-
tion (ana attribute) between two wordforms,

13https://universaldependencies.org/

which are represented by its unique ID. The
tags are defined in the linguistic taxonomies
that are common to all ParlaMint corpora.

For linguistic processing we tested a num-
ber of libraries for getting the required an-
notation of Catalan texts: Spacy (Honnibal
and Montani, 2017), Stanza (Qi et al., 2020),
UDPipe 2 Models (Straka, 2022) and FreeL-
ing (Padró and Stanilovsky, 2012). After a
comparison of the performance of these tools,
for Catalan we noted that:

• Stanza had no NER tool for Catalan.

• At the time of testing, Spacy modules
for lemmatization performed with diffi-
culties with the parliamentary texts 14.

• UDpipe also had some difficulties for seg-
menting and lemmatizing our texts. For
instance ’segregui’ lemmatizes to ’seg-
reure’ instead of ’segregar’.

• FreeLing delivered NER with the stan-
dard notation, but a special script was
required to transform Freeling format
into BIO format compliant with Par-
laMint xml encoding.

• FreeLing splits contractions and verb-
clitic forms, but we had to recreate the
full wordform to follow ParlaMint re-
quirements.

• FreeLing syntactic dependencies use a
tagset that is not compatible with the
UD tagset.

Eventually, named entities, lemmatization
and PoS tagging both for Catalan and Span-
ish, were done with FreeLing PoS tagger
v4.215, and tags and morphosyntactic de-
scriptions were mapped to UD PoS tags and
msd descriptions to follow ParlaMint guide-
lines. For dependency relations annotation,
the Catalan and Spanish modules (version
220711) of the Universal Dependencies 2-10
models were used UDpipe216. In order to
make it compatible with the FreeLing seg-
mentation and tokenization, the input to the
parser was the vertical format as produced
by FreeLing.

For the merging of the information coming
from FreeLing and from UDPipes, for both

14The lemmatizer was updated and delivered a
standard performance while we were already process-
ing the texts with FreeLing

15https://nlp.lsi.upc.edu/freeling/node/1
16https://ufal.mff.cuni.cz/udpipe/2
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Figure 4: Example of the linguistic annotation of one <seg> ’Mrs. Ribas starts’ with lemma,
POS, morphosyntactic description, named entity, and Grammatical Relations markup following
the UD tagset (Nivre et al., 2017).

languages Catalan and Spanish, we created
a DataFrame17 to order the data like CoNLL
format files. Finally, the DataFrame with the
morphosyntactic analysis data was merged
with the DataFrame of the TEI .xml file cre-
ating the new .ana.xml file using the Python
XML library.

Finally, to assess the reliability of linguis-
tic annotation we validated the quality of the
annotations on the Parliamentary transcrip-
tion texts, which can be said to constitute
a particular domain. A subset of sentences
amounting about 1000 tokens and randomly
selected were reviewed by three expert an-
notators. As for PoS tagging and NER, the
quality of the annotation is very high, close
to 100% accuracy for NER. All the 23 named
entities in the test set were identified and
only 2 of them were wrongly classified. For
PoS, only 46 PoS tagging errors were found,
mostly grammatical words that occur with
apostrophe in the text and are tagged as ab-
breviations. The evaluation of annotation of
universal dependencies was done in terms of
accuracy for attachment and labeling. The
results were 96.9% of tokens that have been
assigned the correct dependency and 94.4%
the correct label. The results of our evalua-
tion are in line with declared UAS and LAS
of the model.

6 Conclusions

In this paper, we have described the Par-
laMintCAT corpus, a newly created cor-
pus that contains the transcriptions of the
plenary assembly sessions of the Parlament
de Catalunya from January 2015 to August
2022. We have also described the most im-
portant technical details for the conversion

17https://github.com/IULATERM-TRL-UPF/
ParlaMint_ES-CT/blob/main/src/util_freeling.
py

of a collection of word documents in .docx
files into a well formed, enriched corpus, fol-
lowing the ParlaMint project requirements.
We have reported about how the ParlaMint
TEI-based guidelines have been interpreted
and applied and the issues we had to solve
because of the nature of the texts and of the
language.

Summing up, we haven given details about
the major tasks that had to be undertaken
for the conversion of .docx files to TEI .xml,
ParlaMint-compliant files:

• Identification and classification of all
types of notes and transcribers’ com-
ments.

• Language identification and annotation
for bilinguality and code switching phe-
nomena.

• Identification of speakers, mentioned
with position or by name solving the is-
sues derived of Catalan vs. Spanish dif-
ferent spellings.

We have also reported about the choice
of tools for the linguistic processing of the
files and why and how FreeLing and UD-
pipes for Catalan were used for getting PoS
tagging, morphosyntactic descriptions, NER,
and grammatical dependencies annotation.

Because of the amount of data enriched
with high quality metadata, ParlaMintCAT
corpus can be of interest to researchers in
humanities and social sciences for discourse,
genre, sociology, politics, etc., but also to
NLP developers interested in areas like po-
litical orientation detection, speaker identifi-
cation, etc. The relation of ParlaMintCAT
with all the ParlaMint corpora in more than
30 different languages, all of them covering
similar topics like COVID19 pandemics, is
also of great interest for studies related to
multilinguality.
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The corpus is licensed under Cre-
ative Commons CC-BY, Creative
Commons Attribution 4.0 Interna-
tional License18 and freely available at
https://github.com/IULATERM-TRL-UPF/
ParlaMint/releases/tag/v_2.0.
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Külebi, B., C. Armentano-Oller,
C. Rodriguez-Penagos, and M. Ville-
gas. 2022. Parlamentparla: A speech
corpus of catalan parliamentary sessions.
In Proceedings of The Workshop Par-
laCLARIN III within the 13th Language
Resources and Evaluation Conference,
pages 125–130, Marseille, France, June.
European Language Resources Associa-
tion.

Ménard, P. A. and D. Aleksandrova. 2022.
A French corpus of Québec’s parliamen-
tary debates. In Proceedings of the Work-
shop ParlaCLARIN III within the 13th
Language Resources and Evaluation Con-
ference, pages 25–32, Marseille, France,
June. European Language Resources As-
sociation.

Naderi, N. and G. Hirst. 2018. Automati-
cally labeled data generation for classifi-
cation of reputation defence strategies. In
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G. G. A. Celano, S. Çetin, F. Chalub,
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M. Kopp, and M. Katja. 2022. Parlamint
ii: The show must go on. In Proceed-
ings of The Workshop ParlaCLARIN III
within the 13th Language Resources and
Evaluation Conference, pages 1–6, Mar-
seille, France, June. European Language
Resources Association.

Onur Gungor, M. T. and Çağıl Sönmez.
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Strategies for bilingual intent classification for small
datasets scenarios

Estrategias de clasificación bilingüe de intenciones para
escenarios con conjuntos de datos reducidos

Maddalen López de Lacalle, Xabier Saralegi, Aitzol Saizar, Gorka Urbizu, Ander Corral
Orai NLP Technologies
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Abstract: This paper explores various approaches for implementing bilingual
(Spanish and Basque) intent classifiers in cases where limited annotated data is
available. Our study examines which fine-tuning strategy is more appropriate in
such resource-limited scenarios: bilingual fine-tuning on a small number of manu-
ally annotated examples; a monolingual fine-tuning that relies on data augmenta-
tion via paraphrasing; or a combination of both. We explore two data augmentation
strategies, one based on paraphrasing language models and the other based on back
translation. Experiments are conducted on multiple pre-trained language models
in order to evaluate the suitability of both monolingual and multilingual language
models. The different approaches have been evaluated on two scenarios: i) a real
use case over procedures associated with municipal sports services; and ii) a simu-
lated scenario from the multi-domain Facebook Multilingual Task-Oriented dataset.
Results show that data augmentation based on back translation is beneficial for
monolingual classifiers that rely on pre-trained monolingual language models. Com-
bining bilingual fine-tuning of the multilingual model with the data augmented by
back translation outperforms the monolingual model-based approaches for Basque.
Keywords: Neural language models, dialog systems, less-resourced languages, in-
tent classification, data augmentation.

Resumen: Este art́ıculo explora varios enfoques para implementar clasificadores
de intención bilingües (castellano y euskera) en casos en los que se dispone de un
número limitado de datos anotados. Analizamos cuál es la estrategia de ajuste más
adecuada en un contexto donde los recursos son escasos: ajuste bilingüe sobre un re-
ducido número de ejemplos anotados manualmente; ajuste monolingüe basado en el
aumento de datos mediante paráfrasis; o la combinación de ambos. Exploramos dos
estrategias de aumento de datos, una basada en modelos lingǘısticos de generación
de paráfrasis y la otra en la traducción inversa. Además, los experimentos se real-
izan con múltiples modelos lingǘısticos pre-entrenados para evaluar la idoneidad de
los modelos lingǘısticos monolingües y multilingües. Los distintos enfoques se han
evaluado en dos escenarios: i) uno real, que corresponde a los trámites asociados a
servicios deportivos municipales, y ii) otro simulado a partir del conjunto de datos
multidominio Facebook Multilingual Task-Oriented Dataset. Los resultados mues-
tran que para los clasificadores monolingües que se basan en modelos lingǘısticos
monolingües preentrenados, el aumento de datos basado en la traducción inversa es
beneficioso. En el caso del euskera, la combinación del ajuste bilingüe del modelo
multilingüe con los datos aumentados mediante la traducción inversa supera a los
enfoques basados en modelos monolingües.
Palabras clave: Modelos de lenguaje neuronales, sistemas de diálogo, lenguas con
menos recursos, clasificación de intenciones, aumento de datos.
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1 Introduction

The use of chatbots in real scenarios is grad-
ually spreading. These are agents that inter-
act with the user using natural language and
whose purpose is to assist the user in spe-
cific tasks (task-oriented chatbots) or simply
to maintain a conversation (chitchat). Task-
oriented chatbots are the most useful from
a commercial point of view as they serve to
automate tasks that originally required the
assistance of human operators.

One of the main NLU tasks involved in a
task-oriented chatbot is intent classification.
The chatbot is able to classify the intent im-
plicit in the user’s utterance, and thus de-
termine the response action. Different ap-
proaches have been proposed in the literature
to address this task, the most successful being
approaches based on fine-tuning pre-trained
neural language models. However, the im-
plementation of this approach requires anno-
tated collections. Since intents are dependent
on the application scenario, annotated collec-
tions need to be built each time a system is to
be implemented in a new scenario. Leaving
aside the cross-lingual transfer setups, this
annotation effort is doubled if the scenario
is bilingual, as is the case in many countries
or regions with more than one official lan-
guage. This implies a significant manual ef-
fort, which is often not affordable.

This work focuses precisely on that kind
of scenario: bilingual scenarios where there is
limited manual effort available, sufficient only
to annotate small-sized collections. We have
determined a real geographical area, the Au-
tonomous Community of the Basque Coun-
try, where Spanish and Basque are official
languages, and we have established two sce-
narios, one real and the other simulated from
a general collection. The real scenario cor-
responds to procedures associated with mu-
nicipal sports services in the city of San Se-
bastian, and the simulated scenario has been
designed based on the Facebook Multilingual
Task Oriented Dataset (FMTOD) (Schuster
et al., 2018) which is composed of annotated
utterances for three task-oriented domains
alarm, reminder, and weather.

The research questions addressed in this
paper are as follows:

• RQ1: Which training strategy is best
suited to implement bilingual intent clas-
sifiers when small annotated collections

are available?

– Bilingual training.

– Data augmentation by paraphras-
ing.

– Combination of both.

• RQ2: Is it more appropriate to train
monolingual or multilingual models?

– Is a zero-shot approach feasible?

• RQ3: Is data augmentation by para-
phrasing helpful?

– By means of paraphrase models?

– By means of back translation?

From here on the paper is structured as
follows. Section 2 reviews related works. Sec-
tion 3 describes the data used in this work.
Next, in Section 4 we detail the experimen-
tal setup. Obtained results are described in
sections 5, 6, and 7. Finally, Section 8 draws
conclusions on the experiments carried out.

2 Related works

State-of-the-art approaches address the in-
tent classification task as a document classi-
fication problem and best results are usually
obtained with approaches based on deep neu-
ral networks (Vaswani et al., 2017; Adhikari
et al., 2019; Devlin et al., 2019).

Facing the problem of missing labelled
(even unlabelled) data is a well-known prob-
lem for anyone involved in an NLP project.
The process of preparing datasets for train-
ing systems is essential for machine learning
but at the same time, it requires a lot of time
and manual effort. The less data we have,
the less data to train, and the less likely we
are to get accurate predictions for data that
our model has not yet seen. Therefore, dif-
ferent ways of paraphrasing have been stud-
ied to automatically expand manually cre-
ated initial datasets in order to generate more
training data by means of Data Augmenta-
tion (DA) techniques. (Wei and Zou, 2019)
base their approach on simple word replace-
ments using knowledge bases like WordNet to
augment training samples and improve clas-
sification performance.

Many DA approaches are based on us-
ing pre-trained language models for sentence
paraphrase generation. (Kumar, Choudhary,
and Cho, 2020) compared three types of pre-
trained transformers models, auto-regressive
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models (GPT-2)(Radford et al., 2019), auto-
encoder models (BERT)(Devlin et al., 2019),
and seq2seq models (BART)(Lewis et al.,
2019), for conditional DA. The Seq2Seq
model outperformed the rest of the models
and showed that by simply prepending the
class labels to text sequences they effectively
condition the models to generate new exam-
ples. Anaby-Tavor et al. (2020) also used
GPT-2 for augmenting the data for text clas-
sification tasks. They fine-tune the language
generator model with very few examples per
class. Then, given a specific class label as
input, the fine-tuned language generator is
capable of generating new sentences for the
class which are then filtered using a classifier
trained on the original dataset.

Other approaches to increase the volume
of training data are based on neural ma-
chine translation (NMT) (Sokolov and Fil-
imonov, 2020; Goyal and Durrett, 2020;
Mallinson, Sennrich, and Lapata, 2017; Fed-
ermann, Elachqar, and Quirk, 2019). Sokolov
and Filimonov (2020) presented an automatic
natural language generator (NLG) system
for paraphrasing inspired on MT encoder-
decoder deep RNN and achieved significant
improvements on NLU tasks such as in-
tent classification when training the mod-
els on the data augmented with their para-
phrases. Goyal and Durrett (2020) presented
a method that provides explicit control over
the syntax of the generated paraphrases for
which they first encode the syntax tree of the
input sentence and then use this representa-
tion to feed the decoder to generate possible
reorderings. Mallinson, Sennrich, and Lap-
ata (2017) introduced PARANET, a model
for paraphrase creation based exclusively on
NMT (RNN architecture), and showed how
the bilingual pivoting method can be im-
plemented with NMT. Federmann, Elachqar,
and Quirk (2019) also address paraphrasing
through pivot translation, and showed that
NMT techniques, especially applying pivot-
ing through related languages, provide a rel-
atively robust source of paraphrases with a
level of diversity comparable to that of ex-
pert human paraphrases. As an alternative,
grammar-based approaches provide a differ-
ent option to paraphrasing that allow lan-
guage generation from a formal description
of its semantics, for example by means of the
Grammatical Framework (Ranta, 2004).

Jolly et al. (2020) propose a DA ap-

proach based on an interpretation-to-text
paraphrase model combined with shuffling-
based sampling techniques that enable gen-
erating training data for new features even
with limited seed data. The model maps a
unique representation of a set of paraphrases
(defined as the shared interpretation) to all
its possible realizations. During inference,
the model is conditioned on a specific inter-
pretation and generates a distribution of pos-
sible realizations or paraphrasis for the new
intents.

Recently, prompt-based approaches have
been studied to generate synthetic data us-
ing GTP-3-like generative models for clas-
sifier training (Wang et al., 2022; Meyer
et al., 2022) in scenarios with very little
training data. Wang et al. (2022) pro-
posed a soft prompt-based data augmenta-
tion model demonstrating that synthetic data
produced by their model can improve per-
formance on low-resource NLU tasks, includ-
ing sentence classification and sequence la-
beling tasks, where only a few labeled data
are available. Meyer et al. (2022) conclude
that although classifiers trained on a small
amount of manual data perform better than
classifiers trained on synthetic data generated
via prompting general purpose models, they
show that in situations where only little data
and resources are available, the cost-benefit
trade-off of using this kind of synthetic data
may be beneficial.

3 Datasets

Application scenarios of the chatbots will de-
termine, among other things, the language
and the set of intentions that need to be
considered when interpreting users’ utter-
ances. Furthermore, in the chatbot devel-
opment phase, one aspect conditioning the
development strategy is the number of train-
ing examples available. This number is de-
termined by the effort available to tackle this
task in the development process. The less
effort available, the fewer training examples
will be generated.

The scenarios we want to study in this
work have the following common features:
the capability of a bilingual interaction
(Spanish and Basque) with the user, and the
availability of a reduced set of training exam-
ples. We have focused on two specific scenar-
ios:

1. A chatbot for the municipal sports ser-
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vice of the San Sebastian City Council:
This is a chatbot that responds in Span-
ish and Basque, and supports the de-
tection of the intentions corresponding
to the operations related to the munic-
ipal sports services. In this case, data
scarcity is real, since the few manual ex-
amples were created for the purpose of
this work.

2. A multi-domain chatbot: This is a chat-
bot that works in Spanish and Basque
and supports the detection of inten-
tions in the three domains (alarm, re-
minder, and weather) included in the
Facebook Multilingual Task Oriented
Dataset (FMTOD) (Schuster et al.,
2018). In this case, data scarcity is sim-
ulated. Although the FMTOD dataset
contains many more examples, only a
few examples were chosen to simulate a
scarce-data scenario similar to the other
one.

The training dataset for the chatbot of the
municipal sports services (SportServ1) was
created in collaboration with the service’s
technicians. They defined the various fields
(sports card, courses, and sports facilities) as
well as the intentions to be taken into ac-
count in each of these fields. The munici-
pal sports service groups together the various
procedures (e.g. to register for a new card,
register for a course or reserve a facility) into
the fields mentioned above. Hence, 12 types
of intentions related to the sports card were
specified ( e.g. changing personal data on
the sports card, canceling beneficiaries of the
card, or presenting paperwork proving to be
a student or unemployed). Similarly, another
11 types of intentions were defined for the
courses field (e.g canceling or registering for a
course, editing course registration data, pay-
ing registrations). Finally, for the sports fa-
cilities field, 2 intentions were set: to reserve
a facility and to cancel the previous reserva-
tion of a facility. Subsequently, native speak-
ers of Basque and Spanish independently gen-
erated in each language about 10 examples
of utterances for each intention. As shown
in Table 1 roughly 250 seed examples were
manually generated for each language (about
10 examples per intent class and language)
for the municipal sports services chatbot.

1https://storage.googleapis.com/orai-
nlp/datasets/chatbots/dkorai.tgz

An example for each field in the SportServ
dataset is shown in Table 2. The first utter-
ance expresses the intention to obtain a new
sports card (“I want to join the sports cen-
ter”, in English), the second the intention to
unsubscribe from a course (“I don’t want to
continue in the paddle tennis course”, in En-
glish) and the third the intention to reserve
a facility (“I want to reserve a time to go to
the pool”, in English).

For the simulated case, splits of the same
size have been randomly generated from the
FMTOD dataset (see Table 1), specifically,
we make use of the Basque (FMTODeu) and
Spanish (FMTODes) versions of the FMTOD
dataset published by (López de Lacalle, Sar-
alegi, and San Vicente, 2020). This dataset
includes 3 domains (alarm, reminder, and
weather) and is classified according to a to-
tal of 12 types of intentions. To simulate a
reduced training set, about 21 examples for
each intention were randomly selected from
the original dataset.

Dataset Train Dev Test

SportServeu 133 50 77
SportServes 124 50 74
FMTODeu 133 50 77
FMTODes 124 50 74

Table 1: Statistics of manual examples
datasets used in the experiments.

An example for each field in the Sport-
Serv dataset is shown in Table 3. The first
utterance expresses the intention to modify
an alarm (“Delay alarm for 30 minutes”, in
English), the second the intention to cancel
a reminder (“Cancel reminders for today”, in
English) and the third the intention to ask for
a weather forecast (“Will it rain at night?”,
in English).

4 Experiments

BERT can be easily fine-tuned on down-
stream tasks (Devlin et al., 2019), by train-
ing for a few epochs on the data of the spe-
cific task. In particular, we fine-tune multiple
BERT-based pre-trained language models in
the task of classifying intentions. In our ex-
periments we use the same fine-tuning strat-
egy as the original paper, feeding the output
[CLS] token representation to an output layer
for classification.
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Field Intent Label Utterance

Sports card kt nueva inscripcion Kiroldegian apuntatu nahi dut
Courses cursillo baja Ez dut nahi padeleko ikastaroan jarraitzea
Sports facilities inst nueva reserva Igerilekura joateko ordua erreserbatu nahi dut

Table 2: Examples for different intent classes belonging to the various fields on SportServ
dataset.

Domain Intent Label Utterance

Alarm modify alarm Atzeratu alarma 30 minutu
Reminder cancel reminder Ezeztatu gaurko gogorarazleak
Weather find Gauean euria egingo du?

Table 3: Examples for different intent classes belonging to the various domains on FMTOD
dataset.

In Section 5 we base our experiments on
both monolingual and multilingual BERT
models to study whether it is preferable to
fine-tune models that can deal with a sin-
gle language or those that can handle mul-
tiple languages when only a reduced set of
training examples is available. In Section 6
the experimentation is carried on Basque and
Spanish monolingual models in order to de-
termine whether the data augmentation by
paraphrasing is helpful in scenarios of limited
labeled data. Finally, in Section 7 a multilin-
gual BERT model is used in the experiments
for answering whether combining data aug-
mentation on a bilingual fine-tuning process
can be beneficial or not.

The fine-tuning process on small datasets
can be unstable (Mosbach, Andriushchenko,
and Klakow, 2020; Zhang et al., 2020; Dodge
et al., 2020) and lead to unfair comparisons
between different approaches. Therefore, op-
timizing the hyperparameters of models can
be crucial in order to achieve the best perfor-
mance for each combination of methods and
datasets.

We use the Population Based Training
(PBT) algorithm (Jaderberg et al., 2017) to
optimize a set of hyperparameters for the
evaluated systems. Specifically, the search
space includes the most sensitive BERT hy-
perparameters: learning-rate, training batch-
size, number of training epochs, weight de-
cay, and random seed. For each system, by
means of PBT algorithm, we sample 100 dif-
ferent configurations of hyperparameters val-
ues from a given distribution to explore the

search space2.
Finally, to prevent the selection of hyper-

parameters that only work well on the train-
ing data, but do not generalize well to the
test data, we carry on a three-fold cross-
validation process. The dataset is split three
times into equally sized train/dev/test sub-
sets. The model optimization (100 runs) and
evaluation procedure is repeated three times
for each system, with a different subset serv-
ing as training, validation, and test sample
each time. The best performance of the three
test sets is taken as the final score.

5 Multilingual vs. Monolingual
models

In our experiments we compare the following
monolingual and multilingual models:

• Berteus: it is a monolingual pre-trained
BERT model released by (Agerri et
al., 2020) which has been pre-trained
solely on Basque. Specifically, Berteus is
trained on a Basque corpus comprising
Basque crawled news articles from on-
line newspapers and Basque Wikipedia.
The training corpus contains 224.6 mil-
lion tokens, of which 35 million come
from Wikipedia.

• BETO: it is a monolingual pre-trained
model released by (Cañete et al., 2020)
which has been pre-trained solely on
Spanish. The training corpus contains

2learning-rate: a uniform value from 1e-5 to 5e5;
batch-size: a value from 4, 8, 16 and 32; epochs: a
value from 10 to 35; weight decay: a uniform value
from 0.0 to 0.3 and seed: a value from 1 to 5.
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about 3 billion words and the texts were
collected from different sources including
Wikipedia, United Nations, and Gov-
ernment journals, TED Talks, Subtitles,
News Stories, among others.

• mBERTeus: it is a multilingual pre-
trained BERT model released by (Otegi
et al., 2020) limited to Basque, Spanish
and English. This multilingual model
fits our needs better than the official
multilingual BERT model (Devlin et al.,
2019) since the presence of Basque in
mBERTeus is higher than in mBERT,
not only because its relative presence is
larger (3 vs. 104 languages), but also
because it includes a larger volume of
Basque texts in absolute numbers.

Table 4 and Table 5 show the results for
the intent classification task on the SportServ
and FMTOD datasets, respectively. All the
evaluated systems are based on fine-tuning
pre-trained BERT models with a small set of
examples annotated manually (see amounts
in Table 1).

• Zero shot direct(ZS): Multilingual
BERT model fine-tuned with data
in a language other than the target
language. Consequently, we test a
classifier fine-tuned with Spanish exam-
ples for classifying Basque utterances
(traines → testeu) and vice versa.

• Monolingual(Mono): Monolingual
(Mono 1) and multilingual (Mono 2)
BERT model fine-tuned exclusively on
target language data. We fine-tuned a
monolingual pre-trained model for each
language (Berteus or BETO for Basque
and Spanish, respectively) and the mul-
tilingual BERT model (mBerteus).

• Multilingual(Multi): Multilingual
BERT model fine-tuned on manual
examples on both languages.

For the dataset related to municipal sports
services, the system with the best results de-
pends on the target language (see Table 4).
For the Basque language, the monolingual
Berteus model fine-tuned only with Basque
examples obtains the best results and the
addition of Spanish data in the multilingual
training of mBerteus does not manage to
overcome it.

System Model Train Test micro F1

ZS mBERTeus es eu 24.68
Mono 1 Berteus eu eu 75.75
Mono 2 mBERTeus eu eu 68.83
Multi mBERTeus eu+es eu 71.43

ZS mBERTeus eu es 36.00
Mono 1 BETO es es 68.67
Mono 2 mBERTeus es es 65.33
Multi mBERTeus eu+es es 74.67

Table 4: Micro F1 results for the systems on
SportServ dataset.

System Model Train Test micro F1

ZS mBERTeus es eu 46.75
Mono 1 Berteus eu eu 86.15
Mono 2 mBERTeus eu eu 91.34
Multi mBERTeus eu+es eu 92.21

ZS mBERTeus eu es 66.22
Mono 1 BETO es es 90.54
Mono 2 mBERTeus es es 87.39
Multi mBERTeus eu+es es 93.72

Table 5: Micro F1 results for the sys-
tems without data augmentation on FMTOD
dataset.

For the FMTOD dataset, fine-tuning mul-
tilingual BERT models with Spanish and
Basque data jointly surpasses all other sys-
tems (see Table 5).

In both datasets it can be appreciated
that the zero-shot strategy is not feasible.
Moreover, between the two monolingual ap-
proaches, the one based on the monolingual
model outperforms the multilingual model,
except for Basque FMTOD dataset.

6 Data augmentation based on
paraphrasis

In this section, we apply two different strate-
gies for automatically augmenting the train-
ing data by means of paraphrasing. In order
to study if data augmentation by paraphras-
ing is helpful, we first paraphrase a few man-
ual examples and then incorporate them into
the fine-tuning process jointly with the man-
ual examples.

Next, we introduce the two strategies for
augmenting the data based on paraphrasing.

Back translation: This approach on us-
ing back translation by means of NMT mod-
els, in order to generate paraphrases. That
is, we first translate the sentence into a dif-
ferent language from the source sentence and
then translate it back into the source lan-
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guage. The result is a sentence equivalent
to the original but with a different vocab-
ulary and grammar. For example, start-
ing from the sentence “quiero eliminar mi
preinscripción” corresponding to the intent
class related to canceling the registration of a
course, we first translate it into Basque (“nire
aurreinskripzioa ezabatu nahi dut”), and then
we translate it back from Basque into Span-
ish and select different translation hypothe-
ses returned by the neural translation sys-
tem. The Spanish to Basque MT system used
for our experiments is based on the default
Base Transformer architecture (Vaswani et
al., 2017) using the PyTorch version of the
OpenNMT toolkit (Klein et al., 2017) and
BPE tokenization (Sennrich, Haddow, and
Birch, 2015) (joint vocabulary of 32K). The
system was trained with 8.6M parallel sen-
tences and evaluated on the FLORES-200
benchmark (Costa-jussà et al., 2022) obtain-
ing 13.2 BLEU and 47.4 chrF++ for Spanish
to Basque and 17.7 BLEU and 44.1 chrF++
for Basque to Spanish according to sacre-
BLEU tool (Post, 2018).

Paraphrasing language models: This
approach is based on using pre-trained
seq2seq language models trained on sen-
tence paraphrases from synthetic paraphrase
datasets. These paraphrase generators take a
sentence as input and produce a set of para-
phrased sentences. We have used two para-
phrase generators, one for Spanish and one
for Basque. The model used for Spanish is
available in the Huggingface library and is
trained on the Google PAWS dataset3. The
paraphrase model for Basque has been gen-
erated by fine-tuning a BART model (Lewis
et al., 2019) on a paraphrase dataset of 928
examples which is generated from combining
the rewriting and synonym exercises of the
EGA4 exam we collected, and the Tapaco
dataset5, an automatically generated para-
phrasing dataset from the tatoeba6 parallel
corpus. Since it does not exist a publicly
available multilingual BART model including
Basque, we pre-train a monolingual BART
base7 model (Lewis et al., 2019), trained on
the same corpus that was used to train Elh-

3https://huggingface.co/mrm8488/bert2bert shared-
spanish-finetuned-paus-x-paraphrasing

4Certificate accrediting C1 of Basque
5https://huggingface.co/datasets/tapaco
6https://huggingface.co/datasets/tatoeba
712 layers: 6 encoder layers, 6 decoder layers.

BERTeu (Urbizu et al., 2022), and we apply
BPE tokenization (Sennrich, Haddow, and
Birch, 2015) (a vocabulary of 50K). We pre-
train the model for 900K steps, with a batch-
size of 256, and a sequence length of 128 to-
kens.

All the evaluated systems are based on
fine-tuning chosen BERT models with the
initial small manual seed dataset and the
augmented set of examples achieved by
means of the different paraphrasing strate-
gies.

Table 6 and Table 7 show the results
for the intent classification task on the aug-
mented SportServ and FMTOD datasets, re-
spectively, for the monolingual models. The
augmentation of data has been performed in
different proportions, where n indicates the
number of synthetic examples added for each
manual example on the dataset.

Lang. Augment. Back-trans. P. Models

eu n=1 76.19 70.56
eu n=3 77.49 72.29
eu n=5 79.22 71.48
eu n=10 78.35 75.76

es n=1 69.82 65.94
es n=3 70.73 63.97
es n=5 70.00 67.12
es n=10 75.68 67.88

Table 6: Micro F1 results for the monolin-
gual systems with data augmentation strate-
gies on SportServ dataset. All the systems
were evaluated with the pre-trained monolin-
gual language models Berteus (Basque) and
BETO (Spanish), depending on the language
being tested (Lang.).

With the data augmentation strategy
based on the back translation method, the
intent classifier obtains a significant improve-
ment in performance for both languages in
the SportServ dataset. The best result is ob-
tained by including five hypothetical trans-
lation examples in the data augmentation
process for Basque and by including ten hy-
pothetical translation examples for Spanish.
It can be observed that the synthetic exam-
ples help to improve the baseline classifiers,
both monolingual, which is improved by 3.5
points (F1=75.75 vs. F1=79.22) and multi-
lingual, which is improved by almost 8 points
(F1=71.43 vs. F1=79.22).

Table 7 shows that the synthetic exam-
ples help to improve the monolingual base-
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Lang. Augment. Back trans. P. Models

eu n=1 90.04 87.88
eu n=3 91.91 85.71
eu n=5 91.34 87.88
eu n=10 92.12 87.01

es n=1 92.79 89.68
es n=3 90.09 82.94
es n=5 89.64 86.09
es n=10 89.64 86.31

Table 7: Micro F1 results for the monolin-
gual systems with data augmentation strate-
gies on FMTOD dataset. All the systems
were evaluated with the pre-trained monolin-
gual language models Berteus (Basque) and
BETO (Spanish), depending on the language
being tested (Lang.).

line classifiers, but not the multilingual. For
Basque the best result is obtained by includ-
ing ten hypothetical translation examples
in the data augmentation (F1=92.12) and
outperforms the monolingual best baseline
(F1=91.34). For Spanish, the best result is
obtained by including one hypothetical trans-
lation example in the training (F1=92.79)
and again, outperforms the best monolingual
baseline (F1=90.54). As mentioned, the mul-
tilingual baselines are not surpassed by the
monolingual data augmentation strategies on
the FMTOD dataset.

In the experimentation, we have verified
that the data augmentation strategy based
on the paraphrase generation models is un-
able to outperform the baseline. In this case,
the best result is achieved by adding ten para-
phrases for each manual example in the case
of SportServ dataset and by adding one para-
phrase for each manual example in the case of
FMTOD dataset, but, as mentioned, it does
not improve the baseline.

7 Multilingual
intent-classification augmented
with paraphrasis

In this section we combine bilingual fine-
tuning of the multilingual pre-trained
language model mBERTeus with the back
translation-based augmentation strategy.
Due to the poor results obtained by the
paraphrase generator models, we have
only evaluated the back translation-based
strategy in the multilingual systems.

In the case of the SportServ dataset for
Basque, fine-tuning the multilingual BERT

Test Lang. Augmentation Back translation

eu n=1 77.06
eu n=3 77.72
eu n=5 80.52
eu n=10 82.25

es n=1 73.43
es n=3 72.54
es n=5 74.32
es n=10 73.86

Table 8: Micro F1 results for the multilin-
gual systems with data augmentation strate-
gies on SportServ dataset.

model with both, Basque and Spanish aug-
mented data by means of back transla-
tion achieves the best results (F1=82.25).
It outperforms the multilingual baseline
(F1=71.43) by 11 points. The best re-
sults are obtained by adding ten hypothet-
ical translation examples, but even the ad-
dition of a single example leads to improve-
ments. In addition to all baselines in Ta-
ble 4, it also overcomes the strategy of fine-
tuning the monolingual pre-trained language
model for Basque (Berteus) with augmented
Basque data (see Table 6), even if with the
initial manual data the best result was ob-
tained with the monolingual model.

On this same dataset for Spanish, combin-
ing the augmented data in both languages
(F1=74.32) does not outperform the multi-
lingual baseline (F1=74.67). In this case, the
monolingual pre-trained model for Spanish
BETO obtains the best results (see Table 6)
when using only the augmented data in the
target language for fine-tuning (F1=75.68).

Test Lang. Augmentation Back translation

eu n=1 88.74
eu n=3 90.48
eu n=5 93.08
eu n=10 90.04

es n=1 91.44
es n=3 91.44
es n=5 91.91
es n=10 88.99

Table 9: Micro F1 results for the multilin-
gual systems with data augmentation strate-
gies on FMTOD dataset.

In the case of the Basque FMTOD
dataset, as in SportServ, the multilingual
pre-trained language model fine-tuned with
both, Basque and Spanish augmented data
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by means of back translation achieves the
best results (F1=93.08).

Regarding Spanish, as is the case with the
SportServ dataset, the multilingual synthetic
data included in the fine-tuning process is not
able to improve the performance of the mul-
tilingual baseline classifier (micro F1 score
91.44 vs 93.72). Furthermore, multilingual
augmented systems perform below the results
obtained with monolingual augmented sys-
tems.

8 Conclusions

When only a few manual examples exist,
combining them to fine-tune a multilingual
model is the most successful strategy, accord-
ing to our experiments. However, it should
be noted that in the case of Basque and the
SportServ dataset, the monolingual model
obtained better results than the multilingual
training.

Monolingual data augmentation by para-
phrasing using the back translation strategy
is beneficial for both languages and in both
datasets. In the case of the SportServ dataset
results improve by 3.47 and 7.01 points for
Basque and Spanish, respectively, and in
the case of FMTOD, where the baseline is
higher, results improve by around 1 point
for Basque and 2 points for Spanish. Even
in the case of Spanish, the strategy of fine-
tuning the pre-trained monolingual models
(Berteus and BETO) with the monolingual
augmentation by means of back translation
of the initial dataset outperforms the per-
formance of the multilingual classifier fine-
tuned with the data obtained with the mul-
tilingual augmentation. Nevertheless, com-
bining both languages augmented examples
obtained through the back translation strat-
egy for fine-tuning the mBerteus multilingual
language model acquire the best results in the
case of the Basque language.

On the other hand, it has been proven that
the zero-shot strategy is not feasible with so
few manually annotated examples.

Furthermore, the paraphrase-generating
language models have not been able to gen-
erate examples that improve the performance
of the classifiers in either any language or any
dataset. A future line of work is to under-
stand the limitations of these models and to
identify ways to enhance their effectiveness.
In parallel, it would be interesting to analyse
the capacity that the new Large Language

Models, aligned by means of instruction fine-
tuning and reinforcement learning, can offer
in the paraphrase generation task.
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Abstract: In this paper, we present a new dataset and benchmark tailored to the
task of semantic similarity in song lyrics. Our dataset, originally consisting of 2775
pairs of Spanish songs, was annotated in a collective annotation experiment by 63
native annotators. After collecting and refining the data to ensure a high degree
of consensus and data integrity, we obtained 676 high-quality annotated pairs that
were used to evaluate the performance of various state-of-the-art monolingual and
multilingual language models. Consequently, we established baseline results that we
hope will be useful to the community in all future academic and industrial applica-
tions conducted in this context.
Keywords: semantic textual similarity, annotation task, dataset, benchmark, cul-
tural heritage, song lyrics.

Resumen: En este trabajo presentamos un nuevo conjunto de datos y benchmark
orientados a la tarea de similitud semántica en letras de canciones. Nuestro conjunto
de datos, originalmente formado por 2775 pares de canciones en Español, fue ano-
tado en un experimento de anotación colectivo por 63 anotadores nativos. Después
de recoger y refinar los datos para asegurar un alto grado de consenso e integridad
en los datos, obtuvimos 676 pares anotados de alta calidad que fueron empleados
para evaluar el rendimiento de diferentes modelos del lenguaje monolingües y multil-
ingües pertenecientes al estado del arte. En consecuencia, obtuvimos unos resultados
base que esperamos sean de utilidad a la comunidad en todas aquellas aplicaciones
académicas e industriales futuras que se realicen en este contexto.
Palabras clave: similitud semántica en textos, tarea de anotación, conjunto de
datos, letras de canciones.

1 Introduction

The success of music streaming services is
mainly based on the tailor-made playlist they
offer to users based on their listening habits
and 54% of consumers say playlists are re-
placing albums in their listening habits1. To
build those lists and fit them to the user’s
preferences, music streaming providers have
developed recommender systems, which pro-
vide personalized suggestions based on the
user´s behavior and some specific parame-
ters related to the musicality of a song (Fell,
2020), oftentimes overlooking the song lyrics.

A song is comprised of two distinct com-

1https://midiaresearch.com/blog/music-
subscriber-market-shares-2022

ponents: the music and the lyrics. The lyrics
consist of text, typically presented in poetic
form, and describe the artist‘s message and
embody a unique combination of linguistic,
artistic, and cultural elements, making them
a special expression of writing that contains
different features that could help us to im-
prove song recommender systems. The lyrics
thus provide a rich source of unstructured
data and qualitative information that is not
captured by metadata traditionally used in
song recommendation such as beat, tempo,
pitch, instrument, or mood (acoustic).

Due to their unique writing style, the song
lyrics present distinct challenges for seman-
tic similarity modeling, a task that has tradi-
tionally been evaluated in the SemEVal tasks
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that were organized between 2012 and 2017
(Agirre et al., 2012; Agirre et al., 2013; Agirre
et al., 2014; Agirre et al., 2015). This evalu-
ation framework operates under the assump-
tion that a model that performs well for the
general STS task is also likely to perform well
for tasks that are tailored towards specific ap-
plications. However, there has been a signif-
icant discrepancy between the performance
of models in STS and their performance in
specific STS-based tasks such as MT Met-
rics (MTM) or Passage Retrieval (PR) (Abe
et al., 2022). We argue existing STS-based
evaluations2 may not effectively capture their
nuances and specificities, leading to subopti-
mal performance in lyric-related tasks such as
recommendation, search, and cultural analy-
sis, which hinders research and development
efforts in this area. In addition, there is
currently a gap in the availability of bench-
mark datasets that are specific to the domain
of song lyrics (Chandrasekaran and Mago,
2022).

Therefore, a dataset of song lyrics anno-
tated for similarity would not only facilitate
the development of more accurate and appli-
cable semantic similarity models but also en-
able a deeper understanding of the relation-
ships between lyrics and music in this rich
and diverse linguistic context. Since Spanish
as a language contains a rich cultural and lin-
guistic diversity and the Latin music industry
represents a significant portion of the global
music market, with a vast array of genres and
styles, ranging from traditional folk music to
contemporary pop, rock, or urban styles, the
lyrics songs in Spanish offer unique challenges
and opportunities for the exploration of se-
mantic similarity in the domain of music.

In addition, the development of a dataset
comprising Spanish song lyrics annotated for
similarity tailored to the Spanish language
and culture is crucial to advance the under-
standing and modeling of semantic similarity
in the context of music and lyrics within the
Spanish-speaking world.

In this paper, we introduce LyricSIM, a
novel dataset for Spanish song lyric similar-
ity designed to address the domain-specific
characteristics of lyrics and facilitate the de-
velopment of more accurate and applicable
semantic similarity models for this domain.
Our dataset comprises a diverse collection

2http://nlpprogress.com/english/semantic_
textual_similarity.html

of paired song lyrics in Spanish, annotated
with similarity scores based on various as-
pects such as theme, message, emotions, lit-
eral meaning, and cultural context.

On the other hand, we also have assessed
the performance of various state-of-the-art
models on our dataset for the semantic sim-
ilarity task taking into account the unique
features of song lyrics. The obtained results
make up a new benchmark for the semantic
similarity tasks based on the lyrics of songs.

By developing a dataset specifically tai-
lored to song lyric similarity and assessing
the performance of SOTA models over this
dataset, this paper aims to bridge the gap
between general-purpose semantic similarity
tasks and domain-specific applications, ulti-
mately contributing to the advancement of
NLP research in the context of music and
lyrics research and analysis.

2 Related Work

To the best of our knowledge, no benchmark
datasets currently exist for the study of se-
mantic similarity between song lyrics. Al-
though datasets containing song lyrics are
available in different languages, they do not
include semantic similarity annotations be-
tween song pairs, only collecting the lyrics.
This information makes our dataset a very
good fit to design models aimed at identifying
plagiarism or detecting unlicensed versions of
copyrighted songs, among others.

The benchmark dataset we can consider
most closely related to ours is the 4MuLA
dataset introduced in (da Silva, Silva, and
Marcacini, 2020), which contains structured
information that can be applied to several
tasks. This dataset is obtained from a
lyrics-focused platform and includes addi-
tional user-provided annotations. It includes

Latin music genres that are underrepre-
sented in other benchmark datasets. The
dataset provides acoustic features, extracted
tags, and lyrics in English, Portuguese, or
Spanish, making it suitable for lyrics-, audio-
, or multimodal-based genre classification,
music and artist similarity, and popularity
regression. Furthermore, the lyrics in the
dataset can be used for cross- or multilin-
gual text analysis, such as discourse analysis
or measuring the differences between emotion
transmitted by audio and lyrics. However, it
lacks annotations about the semantic similar-
ity between the song lyrics, which is what the
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benchmark dataset we propose provides.

Given that song lyrics often share simi-
larities with poetry more than other literary
genres, it stands to reason that poetry eval-
uation collections could be leveraged in the
study of similarity between song lyrics, even
when accounting for the differences between
songs and poems.

In (Li et al., 2021), a dataset was proposed
in order to evaluate the semantic understand-
ing of poetry models through poem match-
ing. The objective was to advance research
efforts focused on integrating deep semantics
into the generation and comprehension sys-
tem of Chinese classical poetry. In (Haider et
al., 2020) the annotation with experts leaded
to an agreement of kappa = .70, resulting in a
dataset for large scale analysis. The authors
conducted first emotion classification experi-
ments based on BERT, showing that identi-
fying aesthetic emotions was challenging.

3 Annotation Task

Given that this was our first attempt at char-
acterizing similarity in song lyrics, and that
we wanted to obtain a broad vision of the
problem, we decided to limit the number of
annotators to three per pair and to favor di-
versity in the song lyrics. Through a crowd-
sourcing platform, participants were chosen
from a pool of a total of 63 annotators who
took part in the study. They were asked to
rate the similarity between pairs of lyrics of
Spanish songs using a six-point semantic dif-
ferential scale ranging from 0, for completely
different items, to 5 for outstandingly similar
items (see details in Section 3.2). They were
instructed to evaluate the similarity of pairs
of song lyrics based on various criteria, such
as the primary theme or context of the lyrics,
the message conveyed, the emotions or feel-
ings expressed, the literal meaning, the vo-
cabulary employed, the relationship between
the sender and receiver, the language style,
and the sociocultural context of the song (see
Annex 1 and 2 for a complete task description
in Spanish and a translation into English, re-
spectively). Participants were advised to fol-
low their intuition if they had doubts or if the
instructions were insufficient to provide a re-
sponse. The aim of this task was to obtain a
comprehensive dataset of similarity annota-
tions for Spanish song lyrics, taking into ac-
count multiple dimensions of lyrical content.

3.1 Dataset Description

The dataset we prepared for the annotation
task contains 75 song lyrics in Spanish that
were selected for their diversity and popular-
ity and for representing a wide range of music
genres and themes. Also, we included song
lyrics of varying lengths (M = 77.61, SD =
34.88, see histogram in Figure 1), to check
whether this variable had any influence in the
participants’ perception of similarity.
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Figure 1: Histogram of song lyrics length in
the dataset used to conduct the annotation
task. The lengths were approximately nor-
mally distributed with a mean length of 77.61
and a standard deviation of 34.88.

Although pairs were randomly assigned
from the pool of 75 songs, we ensured that
enough pair combinations with disparate
lengths were paired together. A representa-
tion of these pairs can be seen in Figure 2.

3.2 Semantic Differential Scale

We employed a 6-point numeric scale in our
annotation experiment, similar to the one
that was conceived for the SemEval tasks
(Agirre et al., 2012). It is worth noting that,
as in the original SemEval tasks, our scale
devotes one level to total dissimilarity (level
0), and five other different grades to capture
a subtler range of semantic similarity (lev-
els 1-5) in an increasing order of intensity.
However, we changed the wording of the cat-
egories to fit the broader context of similarity
between song lyrics. A description of the full
scale is provided below:

• Completely different (0): the lyrics
are entirely dissimilar.
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Figure 2: Scatterplot showing composition of
pairs in the filtered dataset. The circles rep-
resent the size of combination cases (axes X
and Y). The size of the circle depicts the num-
ber (in white) of particular cases matching
lyrics of length X to lyrics of length Y . The
color scale represents the average of mean
scores on each combination of lengths.

• Barely any similarity (1): the lyrics
share minor aspects without semantic
importance, such as language style or so-
ciocultural context.

• Little similarity (2): there is no se-
mantic similarity (lyrical situation, mes-
sage, feelings), but the lyrics can be
considered thematically (literal mean-
ing) related.

• Basic similarity (3): the lyrics resem-
ble each other in message, feelings of the
protagonist/singer, lyrical situation, or
literal meaning.

• Notable similarity / missing details
(4): the lyrics share the same message
and feelings but differ in lyrical situa-
tions and/or literal meaning.

• Outstanding similarity (5): the
lyrics share the same message, emotions,
intentions, and lyrical situation, differ-
ing only in lexicon and genre.

Upon collection of the results, we ob-
tained more 8,325 pair-wise similarity val-
ues corresponding to the comparison of 2775
pairs by three different participants each. An
overview of the collected annotations can be
seen to the left of Figure 3.
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Figure 3: Comparison of the number of labels
before (left, in blue) and after (right, in red)
applying the filtering criteria. Although the
difference in size between the two datasets is
notable (approximately 75% of the original
annotations were discarded in the process),
the filtered dataset contains only high-quality
annotations.

4 Data Refinement

To maximize cost-effectiveness, we did not
set any restrictions on the number of pairs
that could be annotated by each participant,
which resulted in an unbalanced distribution
of annotation authoring. To mitigate this po-
tential bias, we took the necessary steps to
ensure that the resulting dataset included an-
notations that could be used as ground truth
in future studies. This meant that we kept
only those pairs in which a high degree of
consensus (see 4.2) between the three anno-
tators could be established.

4.1 Refinement

In order to obtain high-quality annotations,
we filtered the collected data using different
criteria aimed at reducing rating variability.
To model and filter the annotation data, as
in the STS Core tasks, we departed from
the assumption that annotations of similarity
(scores from 1 to 5) are fundamentally differ-
ent from those of dissimilarity (0). This effect
can be seen in Figure 4, which shows the ker-
nel density estimations (KDEs) of rating dis-
tributions in the STS and LyricSIM datasets.
The chart reveals that in all cases, ratings
are biased towards the inferior ratings of the
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Figure 4: Comparison of rating distribu-
tions between the STS datasets and Lyric-
SIM via kernel density estimation (KDE). In
both cases, despite differences in the scale in-
terpretation, the distributions are positively
skewed, with STS datasets showing a higher
bias towards the first point of the scale.

scale, specially in the STS data (around 50%
probability of seeing a rating of 0). Thus,
we relied on the observation that the prob-
ability of seeing a dissimilar pair was hypo-
thetically much higher, and consequently we
made a clear distinction between dissimilar
and similar items in an attempt to further
characterize the tail of the distribution.

For dissimilarities, we take only those
pairs in which all three annotators agreed
that the pair was dissimilar (i.e., all annota-
tors assigned a score of 0 to the pair), giving
out a total of 837 pair-wise dissimilarities. In
case of similarities, we aimed to capture pairs
in which 2 out of 3 annotators agreed exactly
on the same score. To avoid including doubt-
ful cases, we chose to exclude pairs in which
the third annotator assigned a very different
score (i.e., 2 or more points apart from the
mode), resulting in the selection of 676 high-
quality similarity pairs or 24.36% of the origi-
nal dataset. In total, the refined dataset con-
tains 2,028 high-quality annotations of pair-
wise similarity and dissimilarity judgments
for a total of 75 distinct song lyrics. The 676
high-quality pairs are compared side by side
to the unfiltered data in 3, providing a visual
estimation of the reduction in size per rating
label in the refined dataset. This same data
can be found in table format in Table 1.

4.2 Reliability

To further assess the reliability of our
dataset, we calculated inter-annotator agree-
ment using Krippendorff’s reliability alpha
(αk), which gave a value of 0.90 (in the

dataset rating count percent

Original

0 3058 36.73%
1 3014 36.20%
2 1058 12.71%
3 746 8.96%
4 347 4.17%
5 102 1.23%

Filtered

0 837 41.27%
1 705 34.76%
2 360 17.75%
3 88 4.34%
4 34 1.68%
5 4 0.20%

Table 1: Number of ratings in the original
and filtered datasets.

unrefined data, it was 0.27). Krippendorff’s
reliability alpha is a metric that generalizes
other metrics that are responsible for quan-
tifying the reliability between annotators
(inter-rater reliability). It can be used for
both ordinal and nominal annotations, as
well as with any number of annotators.
K-alpha yields a value between 0 and 1,
where 1 represents full agreement. However,
there are different criteria regarding when
to consider that there is enough agreement
between annotators. According to the
general consensus, a common threshold is
to consider that there is enough agreement
when K-alpha is greater than 0.8. Using
this metric, the resulting inter-annotator
agreement of the high-quality annotations
dataset was found to be substantial, with
a coefficient alpha of 0.90, indicating that
the dataset is reliable and thus can be
used for future research in the field. Table
2 shows a comparison between STS gold
standard datasets used in the SemEval 2014
STS Core task (Agirre et al., 2014) and
ours, including dataset size (in sentence
pairs), number of annotators per pair and
computed Krippendorff’s alpha-reliability
scores (Krippendorff, 2004), when possible.
Unfortunately, we could not find the results
of the STS Spanish tasks disaggregated by
annotator. Thus, we derived our results
from the English tasks data (available at
http://ixa2.si.ehu.es/stswiki/images/
2/21/STS2015-en-rawdata-scripts.zip).
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Dataset Size Avg.Length K-α
STS-images 1500 9.6± 3.04 0.82
STS-students 1500 10.44± 3.34 0.72
STS-headlines 2000 7.5± 2.24 0.79
STS-belief 2000 13.01± 6.83 0.63
STS-forums 1500 15.04± 3.28 0.66
Avg. STS 0.72
LyricSIM 676 77.61± 34.88 0.90

Table 2: Comparison between STS datasets
and LyricSIM displaying dataset size (in
pairs), average sentence/utterance length
and calculated Krippendorff alpha (K-alpha).
Text sizes in LyricSIM are considerably
larger than their STS counterparts and K-
alpha varies greatly in the STS datasets,
ranging from 0.63 (min) to 0.82 (max).

5 Evaluation

In this section, we use the refined dataset in-
troduced in the previous section to analyze
how SOTA language models perform in the
similarity detection task. We have followed
a similar 85-5-10 split as the one used in
other studies (Gutiérrez-Fandiño et al., 2022;
Agerri and Agirre, 2023), resulting in 638
song pairs for the train set, 38 song pairs
for the development set and 68 song pairs for
the test set. To ensure balanced represen-
tation of each class, we used stratified sam-
pling during the splitting process. The met-
rics used for model assessment were Spear-
man’s Rank Correlation and Pearson’s Cor-
relation (Cer et al., 2017; Devlin et al., 2019).
For the purpose of creating a reference point
for our dataset’s behavior when subjected
to traditional, less complex models, a Sup-
port Vector Machine (SVM) model was also
trained. Further, to obtain a more holistic
measure of the models’ performance, a com-
bined score was also calculated, computed by
taking the arithmetic mean of both metrics
(Gutiérrez-Fandiño et al., 2022) (Agerri and
Agirre, 2023).

5.1 Language Models

We present a brief overview of the models
that were selected for evaluation and discuss
their respective training and architectural
characteristics. By exploring these models
in greater depth, we can better understand
the nuances of their performance on the re-
fined dataset, ultimately allowing us to make
informed decisions regarding their suitability

for similarity detection tasks in the Spanish
language.

The language model architectures we have
selected are BERTIN, RoBERTa-base-bne
(MarIA base), RoBERTa-large-bne (MarIA
large), Sentence Transformer, ALBERTI, De-
BERTa, XML-RoBERTa base and XML-
RoBERTa large. There are several reasons
that led us to choose these five models for
our study. First, we aimed to include a sig-
nificant representation of both monolingual
Spanish models, as our dataset comprises
Spanish song lyrics, and multilingual mod-
els, which have demonstrated superior per-
formance over monolingual models in Span-
ish tasks. Additionally, we selected both the
base and large versions of these models to an-
alyze the resulting metrics after training.

Our selection was influenced by an arti-
cle that evaluated Spanish Language Mod-
els(Agerri and Agirre, 2023). The models we
chose exhibited high performance in terms of
their STS official combined scores, as shown
in Table 2 of the referenced article. BERTIN
and MarIA have become prominent mono-
lingual models for the Spanish language, as
they have been trained on extensive Spanish
datasets. BERTIN was trained on the Span-
ish portion of mC4, which contains approxi-
mately 416 million documents and 235 billion
words in 1TB of uncompressed data, along
with other datasets such as Wikipedia, Open-
Subtitles, and Europarl. MarIA was trained
on a 570GB corpus of clean and dedupli-
cated texts extracted from the Spanish Web
Archive, built by the National Library of
Spain between 2009 and 2019.

Sentence Transformer was chosen due to
its core focus on STS tasks during training,
which is highly relevant to our study. AL-
BERTI was selected because it is domain-
adapted for poetry, a semantic context
closely related to song lyrics. The reasons for
choosing DeBERTa, XML-RoBERTa base,
and XML-RoBERTa large models are man-
ifold. DeBERTa is selected due to its supe-
rior training scores compared to RoBERTa
and BERT, incorporating cutting-edge tech-
niques such as Disentangled Attention and
Enhanced Mask Decoder, which enhance
its performance. XML-RoBERTa base and
XML-RoBERTa large models are chosen for
their extensive parameter counts, with the
base version comprising 270M parameters
and the large version containing 550M pa-
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rameters. Additionally, these models are
multilingual, trained on 100 languages, mak-
ing them highly versatile and capable of han-
dling diverse language tasks.

In the following, we provide an overview of
these models representing both monolingual
and multilingual approaches. All these mod-
els were trained on various corpora with dis-
tinct architectures and training parameters
which we discuss in the following section.

• BERTIN (Rosa et al., 2022) employs
a novel technique called ”perplexity
sampling” for pre-training Spanish lan-
guage models. This method reduces
the amount of data and training steps
needed compared to traditional ap-
proaches, while still achieving competi-
tive results. BERTIN utilizes a two-step
training process with different sequence
lengths and batch sizes.

• The MarIA (Gutiérrez-Fandiño et
al., 2022), RoBERTa-base-bne and
RoBERTa-large-bne models (Liu et al.,
2019), are state-of-the-art NLP models
for the Spanish language. They have
been trained on a massive corpus of
Spanish text data derived from the
National Library of Spain’s selective
crawls. The MarIA models employ a
single-epoch training approach with
no dropout, focusing on tasks such
as sentiment analysis, part-of-speech
tagging, and named entity recognition.

• Sentence-Transformer (Reimers and
Gurevych, 2019) is a modification
of pre-trained BERT and RoBERTa
networks that produce semantically
meaningful sentence embeddings. It
uses a siamese and triplet network struc-
ture, reducing computational overhead
while maintaining accuracy.

• ALBERTI3 is a BERT-based multilin-
gual model trained on poetry datasets,
including Spanish resources. Although
no publication detailing the corpus and
training methodology exists, the model
leverages domain adaptation to capture
patterns and features specific to poetry.

• DeBERTa (He et al., 2021), Decoding-
enhanced BERT with Disentangled At-
tention, refines BERT and RoBERTa

3https://huggingface.co/flax-community/
alberti-bert-base-multilingual-cased

through disentangled attention and su-
perior masked decoding. The model’s
virtual adversarial training enhances
generalization, improving efficiency in
pre-training and performance in NLU
and NLG tasks. An expansive DeBERTa
version surpasses human performance on
the SuperGLUE benchmark, a notable
achievement in macro-average score.

• XML-RoBERTa (Conneau et al., 2020)
enhances cross-lingual understanding
(XLU) through extensive study of un-
supervised cross-lingual representations.
Introducing XLM-R, a transformer-
based multilingual model pre-trained on
text in 100 languages, achieving state-
of-the-art results in cross-lingual classi-
fication, sequence labeling, and question
answering. The authors delve into key
factors and trade-offs between positive
transfer, capacity dilution, and perfor-
mance across languages. They demon-
strate that a single large model can effec-
tively encompass all languages without
sacrificing per-language performance.

5.2 Training Parameters Details

In this section, we delve deeper into the train-
ing parameters employed by the monolin-
gual and multilingual models, highlighting
the similarities and differences that may con-
tribute to their respective performance in the
similarity detection task.

We want to compile the training param-
eters in a list format, which we have ob-
tained after reading the papers of each of
these models. These parameters serve as a
starting point for replicating and investigat-
ing the results obtained by the research and
development teams who worked on each of
these models. The training parameters for
the selected models reveal substantial dif-
ferences in the pre-training procedures em-
ployed by the monolingual and multilingual
models. For example, BERTIN follows a two-
step training process with varying sequence
lengths and batch sizes, while the MarIA
models employ a single-epoch training ap-
proach with no dropout. These variations
in training procedures and corpora used for
pre-training contribute to the distinct per-
formance characteristics of each model. As
researchers continue to develop and evaluate
Spanish language models, it is crucial to as-
sess how these differences in training parame-
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ters impact the models’ effectiveness in down-
stream tasks. The selected Spanish language
models offer valuable insights into the devel-
opment and application of transformer-based
language models for the Spanish language.

5.3 Fine-tuning

The fine-tuning process was carried out fol-
lowing the same practices found in the afore-
mentioned studies. We used the same scripts
as the MarIA team4 (Gutiérrez-Fandiño et
al., 2022), which are based on HuggingFace
Transformers library (Wolf et al., 2020), with
minor modifications to adapt them to our
dataset structure. To maintain consistency
across the models, we initialized each one of
them with a random head and employed a
fixed seed for reproducibility. We conducted
a grid search over the following search space:

• Weight decay: 0.1, 0.01

• Learning rate: 1e-5, 2e-5, 3e-5, 5e-5

• Batch size: 8, 16, 32

Due to memory constraints, especially
for larger models, in cases where the batch
size exceeded capacity, gradient accumula-
tion was used achieving the same effective
batch size; the rest of the hyperparameters
remain the same as the HuggingFace defaults.
The maximum sequence length was 512 to-
kens for all models, chosen to accommodate
all sentence pairs in the dataset. To prevent
overfitting, we trained each model for a max-
imum of 5 epochs with Adam optimizer and
a linear decaying learning rate, selecting the
checkpoint with the highest score according
to development set. Finally, we perform eval-
uation on the test set for each model, with
the best checkpoint from the previous step.
The optimal configuration of hyperparame-
ters per model is shown in Table A2.

5.4 Results

The results are shown in Table 3 for each
model, fine-tuned as described. Among
the eight models investigated, MarIA large
demonstrated the highest performance in
terms of the combined score metric, while
MarIA’s base counterpart ranked fourth;
mDeBERTa model closely followed MarIA
large, exhibiting competitive results. The
XLM-RoBERTa large and base models are

4https://github.com/PlanTL-GOB-ES/lm-
spanish

fifth and sixth respectively, showing again a
larger model performing better than its base
variant, while Sentence Transformer based
on the same architecture performed better
than both, achieving third place. ALBERTI,
the only BERT based model of this study,
was only slightly behind some of the other
models, placing seventh. BERTIN, although
not dramatically behind the SVM, placed
last. These findings suggest that the MarIA
large model is the most effective in captur-
ing semantic textual similarity on songs, with
mDeBERTa as a strong contender.

The results for the evaluation on the devel-
opment set, used as criteria for selecting the
best checkpoint from the fine-tuning process
and hyperparameter selection, can be found
in Table A1 of the appendix. A compara-
tive analysis of the development and test set
results may provide further insights into the
generalization capabilities of the models and
the effectiveness of the fine-tuning process.

6 Discussion

In this section, we will delve into the results
obtained from the data refining process and
the fine-tuning of the baseline models, high-
lighting the insights and implications of these
outcomes for our understanding of semantic
similarity in Spanish song lyrics.

6.1 Evaluation Results

It is noteworthy that the highest perform-
ing model, MarIA large, is a Spanish-specific
model. This observation suggests that mod-
els trained on a particular language may have
an advantage in capturing the subtleties of
that language for this particular task, al-
though multilingual models can still achieve
competitive performance. Further studies are
recommended to provide a more comprehen-
sive understanding. Furthermore, our re-
sults validate that larger models (e.g. Maria
large) lead to improved performance com-
pared to their base counterparts. This result
emphasizes the need to factor in model size
and computational demands when choosing
a model for practical applications.

Another interesting observation is the dif-
ference in performance between the BERT-
based model, ALBERTI, and the other
RoBERTa and XLM-RoBERTa-based mod-
els. Surprisingly, even though this model was
trained on poems, which exhibit a structure
more closely related to songs than the data
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model name STS combined combined spearmanr pearson

BERTIN 79.45 85.72 86.32 85.12
MarIA large 84.11 90.02 89.94 90.11
MarIA base 85.33 86.75 89.02 84.5
XLM-RoBERTa base 83.47 86.45 88.19 84.72
XLM-RoBERTa large 84.04 86.74 88.15 85.33
Sentence Transformer XLM-R - 88.91 89.55 88.28
mDeBERTa3 83.61 89.15 89.07 89.23
ALBERTI - 86.35 88.29 84.42
SVM (RBF) - 86.18 86.57 85.78

Table 3: Test combined scores for all the models considered (best in bold). STS dataset results
from other studies (Agerri and Agirre, 2023) have been added for illustration purposes.

used to train the other models, performs rel-
atively worse. A possible avenue for explo-
ration would be the tokenization process used
by this model, as it does not take into ac-
count line-break characters (\n) commonly
used to delimit verses and stanzas, which in
turn could impact the model’s ability to learn
the structure of a song. This also accentuates
the importance of considering the structure
and formatting of the input data when se-
lecting a model for a specific task.

Similarly, the advantage in performance of
Sentence Transformer, which is based on the
XLM-RoBERTa architecture, in comparison
to the other XLM-RoBERTa models may
be partially attributed to the supplementary
fine-tuning process applied to sentence pairs
for semantic textual similarity. We argue this
fine-tuning might have the potential to refine
the model’s ability to capture semantic re-
lationships more effectively, which would ex-
plain this observation in the data.

The results also revealed that the per-
formance of the SVM model, a compara-
tively simpler machine learning architecture,
was not significantly different from some of
the more complex transformer-based models
(e.g. BERTIN). This could potentially indi-
cate that the dataset size might not be large
enough or sufficiently complex to highlight
the strengths of transformer models.

These findings have practical implications
for the development of real-world applica-
tions related to the task at hand: the per-
formance of the MarIA large and mDeBERTa
models suggests that they may be well-suited
for tasks such as song recommendation, lyric
analysis, or music information retrieval.

6.2 Similarity vs Length

In addition to the findings discussed earlier,
an interesting observation that we could de-
rive from the annotation data was that sim-
ilarity scores increased with the total length
of the lyrics in a pair (see Figure 5), sug-
gesting that longer lyrics may contain more
opportunities for shared vocabulary and the-
matic elements to contribute to overall se-
mantic similarity. Although more research is
needed in this area, current evidence points
to the potential utility of considering vocab-
ulary overlap as an important factor in deter-
mining semantic similarity between pieces of
text (Abe et al., 2022). As we discuss in the
next section, there is a currently a lack of ex-
amples of annotated pairs exhibiting varying
degrees of similarity (low, medium or high),
which we aim to resolve in future studies.

7 Conclusion and Future Work

In this study, we have laid the groundwork for
assessing semantic similarity in the context of
Spanish song lyrics by presenting a dataset
and baseline results from pre-trained SOTA
models. Our results provide insights into the
performance of these models, revealing po-
tential strengths and weaknesses as well as
opportunities for future research. Beyond
that, we have provided a reflection on the
data collection process typical of the simi-
larity annotation task, and a detailed char-
acterization of the filtering process that we
followed to increase the quality of the an-
notation data. Finally, we provide all the
code and data necessary to reproduce our re-
search at the repository located at https:
//github.com/linhd-postdata/lyricsim.

To further advance this research area, dur-
ing the course of our research we identified
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Figure 5: X axis: word sum of pairs in the an-
notation dataset. Y axis: average similarity
rating with 95% CI error bars. Despite dis-
parity in sample size across lengths, in our
experiment, the perceived similarity in song
lengths increased with the lyrics length, indi-
cating a possible interaction effect.

several avenues for future work that can be
pursued. One possible direction is expand-
ing the dataset to make it multilingual by
incorporating song lyrics from different lan-
guages and cultures. Furthermore, it is essen-
tial to investigate the appropriateness of the
psychometric scales typically used in similar-
ity annotation studies, as different scales or
measurement techniques could prove more ef-
fective in capturing and quantifying semantic
similarity in song lyrics.

Addressing the issue of imbalanced
datasets, it is necessary to collect more data
on similarity pairs, composing them in a
manner that allows for an approximately uni-
form distribution of similarity ratings. This
can be achieved, for example, by precalculat-
ing similarities using one of the models dis-
cussed in this paper. Building on the knowl-
edge that language models can partially cap-
ture semantic similarity between song lyrics,
researchers can design more targeted experi-
ments to gain a deeper understanding of the
underlying factors that contribute to similar-
ities and differences in lyrical content, such
as the relationship between song length and
similarity detection.

Moreover, conducting more user studies
is crucial to assess the reliability and valid-
ity of the models’ inferences. These stud-
ies should encompass not only the annota-

tion task and the training and evaluation pro-
cesses of the models, but also a user-driven
evaluation of the models’ performance in real-
world applications, a practice that is already
attracting the interest of the NLP community
(Schuff et al., 2023). Lastly, continued anal-
ysis of the experimental results obtained in
this study will lead to a better understanding
of the strengths and limitations of the mod-
els used for capturing semantic similarity in
song lyrics, continuing with recent research
in the field (Zhang et al., 2021).

To summarize, this research has made sig-
nificant progress in comprehending semantic
similarity within Spanish song lyrics, laying
the groundwork for further investigation. By
addressing potential areas of future work, as
mentioned above, our aim is to develop a
more all-encompassing understanding of the
factors that influence similarities and differ-
ences in lyrical content across diverse lan-
guages and cultures. Ultimately, these ad-
vancements will enhance models and appli-
cations for capturing and measuring seman-
tic similarity within song lyrics not only for
the Spanish-speaking community but also on
a global scale. As we persist with refining
our methods and exploring new approaches,
we remain devoted to promoting natural lan-
guage processing advancement while appre-
ciating human linguistic diversity as well as
musical expression.
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A Annex 1: Original Task
Description in Spanish

Instrucciones: Para esta tarea, comparará las
letras de 2 canciones y evalúa su similitud te-
niendo en cuenta las siguientes reglas de in-
terpretación de las letras:

• Tema principal / contexto de la letra
(por ejemplo: guerra, engaño, conocer
a una nueva persona)

• Mensaje: opinión destacable del tema de
la letra (por ejemplo: ”La vida es muy
corta”, ”Disfruta tu vida”, ”Uno puede
amar solo una vez”)

• Sentimientos / emociones del tema de
la letra (decepción, tristeza, esper-
anza,enamoramiento)

• Significado literal de la letra /del vocab-
ulario / ambiente (cosmos, navegación,
prado, vida en la gran ciudad, etc.)

• Relación entre el emisario y el receptor
de la letra (el hombre le canta a una
niña, etc.)

• Estilo de lenguaje (jerga de adoles-
centes)

• Conocimiento sobre el contexto social
cultural de la canción (biograf́ıa del au-
tor/género musical, edad de la creación,
etc.)

Teniendo en cuenta estas consideraciones
puntúa la similitud ente los pares de letras de
canción entre 0 y 5 siendo:

0. Completamente diferentes: Las le-
tras son totalmente diferentes.

1. Apenas existe similitud: se parecen
en cualquiera de los cualquiera de los as-
pectos sin importancia semántica como
el estilo del lenguaje, o el contexto so-
cial/cultural del contenido de las letras.
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2. Poca similitud: no hay similitud
semántica (situación ĺırica, mensaje,
sentimientos) pero las letras se pueden
considerar temáticamente (significado
literal) relacionadas entre śı.

3. Similitud básica: solo se parecen en
el mensaje, sentimientos del protago-
nista/cantante, situación ĺırica o signifi-
cado literal.

4. Similitud notable/faltan detalles: el
par de letras comparten el mismo men-
saje y sentimientos del sujeto, pero di-
fieren en situaciones ĺıricas y/o signifi-
cado literal.

5. Similitud Sobresaliente: El par de le-
tras tienen el mismo mensaje, comparten
la misma situación ĺırica, emociones e in-
tenciones. La diferencia solo puede estar
en el léxico y en los géneros.

CONSIDERACION FINAL: Si tiene du-
das y las instrucciones no son suficientes para
responder, siga su intuición.

B Annex 2: Task Description
Translated into English

• Main theme/context of the lyrics (e.g.,
war, deceit, meeting a new person)

• Message: notable opinion on the subject
of the lyrics (e.g., ”Life is very short,”
”Enjoy your life,” ”One can love only
once”)

• Feelings/emotions of the subject of the
lyrics (disappointment, sadness, hope,
infatuation)

• Literal meaning of the
lyrics/vocabulary/setting (cosmos,
sailing, meadow, life in the big city, etc.)

• Relationship between the sender and the
receiver of the lyrics (man singing to a
girl, etc.)

• Language style (teenage slang)

• Knowledge about the sociocultural con-
text of the song (author’s biogra-
phy/music genre, age of creation, etc.)

Considering these factors, rate the simi-
larity between the pairs of song lyrics from 0
to 5 as follows:

0. Completely different: the lyrics are
entirely dissimilar.

1. Barely any similarity: the lyrics share
minor aspects without semantic impor-
tance, such as language style or sociocul-
tural context.

2. Little similarity: there is no seman-
tic similarity (lyrical situation, message,
feelings), but the lyrics can be consid-
ered thematically (literal meaning) re-
lated.

3. Basic similarity: the lyrics resemble
each other in message, feelings of the
protagonist/singer, lyrical situation, or
literal meaning.

4. Notable similarity / missing de-
tails: the lyrics share the same message
and feelings but differ in lyrical situa-
tions and/or literal meaning.

5. Outstanding similarity: the lyrics
share the same message, emotions, in-
tentions, and lyrical situation, differing
only in lexicon and genre.

FINAL CONSIDERATION: If you have
doubts and the instructions are not sufficient
to provide an answer, follow your intuition.

C Annex 3: Summary of training
parameters

A summary of the training parameters for
each of the selected models is provided be-
low:

• BERTIN

– Total steps: 250k

– Step 1:

∗ Steps: 230k

∗ Sequence length: 128

∗ Batch size: 2048

– Step 2:

∗ Steps: 20k

∗ Sequence length: 512

∗ Batch size: 384

– Epochs: Not specified

• RoBERTa-base-bne (MarIA base)

– Total steps: Not specified

– Sequence length: 512

– Batch size: 2048

– Epochs: 1
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– Adam optimization with β1 = 0.9,
β2 = 0.98, ϵ = 1e−6, and L2 weight
decay of 0.01

• RoBERTa-large-bne (MarIA large)

– Total steps: Not specified

– Sequence length: 512

– Batch size: 2048

– Epochs: 1

– Adam optimization with β1 = 0.9,
β2 = 0.98, ϵ = 1e−6, and L2 weight
decay of 0.01

• Sentence Transformer

– Total steps: 1.5M

– Sequence length: 512

– Batch size: 8192

– Epochs: Not specified

– Adam optimization with β1 = 0.9,
β2 = 0.999, ϵ = 1e−4, and L2 weight
decay of 0.01

• ALBERTI

– Total steps: Not specified

– Sequence length: Not specified

– Batch size: Not specified

– Epochs: Not specified

• DeBERTa

– Total steps: 1M

– Sequence length: 768

– Batch size: 64

– Epochs: 10

– Adam optimization with β1 = 0.9,
β2 = 0.999, ϵ = 1e−6, and L2 weight
decay of 0.01

• XML-RoBERTa

– Total steps: Not specified

– Sequence length: Not specified

– Batch size: 8192

– Epochs: Not specified

D Annex 4: Table of test
combined scores
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model name combined spearmanr pearson

BERTIN 87.61 88.19 87.04
MarIA large 89.12 89.97 88.26
MarIA base 87.65 89.46 85.84
XLM-RoBERTa base 90.63 92.23 89.03
XLM-RoBERTa large 89.04 89.34 88.74
Sentence Transformer XLM-R 88.31 89.46 87.17
mDeBERTa3 88.14 88.59 87.68
ALBERTI 87.65 88.92 86.38

Table A1: Development set combined scores for all the models considered.

model name Batch size Weight decay Learning rate Eval Test

BERTIN 32 0.01 0.00005 87.61 85.72
MarIA large 32 0.1 0.00003 89.12 90.02
MarIA base 8 0.01 0.00003 87.65 86.75
XLM-R base 8 0.1 0.00001 90.63 86.45
XLM-R large 16 0.01 0.00005 89.04 86.74
ST XLM-R 8 0.01 0.00005 88.31 88.91
mDeBERTa3 16 0.01 0.00005 88.14 89.15
ALBERTI 16 0.1 0.00003 87.65 86.35

Table A2: Best configuration for each model with combined test and evaluation scores.
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Abstract: This study investigates the application of a state-of-the-art zero-shot and
few-shot natural language processing (NLP) technique for text classification tasks
in Catalan, a moderately under-resourced language. The approach involves refor-
mulating the downstream task as textual entailment, which is then solved by an
entailment model. However, unlike English, where entailment models can be trained
on huge Natural Language Inference (NLI) datasets, the lack of such large resources
in Catalan poses a challenge. In this context, we comparatively explore training on
monolingual and (larger) multilingual resources, and identify the strengths and weak-
nesses of monolingual and multilingual individual components of entailment models:
pre-trained language model and NLI training dataset. Furthermore, we propose and
implement a simple task transfer strategy using open Wikipedia resources that de-
monstrates significant performance improvements, providing a practical and effective
alternative for languages with limited or no NLI datasets.
Keywords: Entailment, Few-Shot, Multilingual Models, Text Classification.

Resumen: El presente trabajo investiga una reciente técnica de aprendizaje zero-
shot y few-shot, en que la tarea objetivo se reformula como un problema de implica-
ción textual y se resuelve mediante un modelo de implicación (un modelo de lenguaje
entrenado con un corpus de implicación o NLI (Natural Language Inference)), para
abordar tareas de clasificación textual en catalán, una lengua con recursos limitados
que dispone de un corpus de NLI de tamaño moderado. Comparamos su aplicación
con los recursos en esta lengua frente a los multilingües, de tamaño muy superior.
Así mismo, identificamos las ventajas y limitaciones de ambas aproximaciones y el
impacto del tamaño y la lengua del modelo de lenguaje y corpus de NLI. Finalmente,
implementamos una estrategia de transferencia de aprendizaje, empleando datos ex-
traídos de Wikipedia, que consigue mejoras significativas y demuestra ser una opción
interesante para lenguas que disponen de un corpus de NLI reducido o carecen de él.
Palabras clave: Implicación, Few-shot, Recursos multilingües, Clasificación textual.

1 Introduction

Over the past years, the prevailing paradigm
in natural language processing (NLP) has
been to pre-train a language model (LM)
through task-agnostic, self-supervised trai-
ning and fine-tune it on annotated data from
the target task, typically around a thou-
sand examples. However, as the demand for
NLP applications in industry continues to
grow, the need to address new domains, tasks,
and languages, where annotated data is often
scarce or non-existent, becomes increasingly

critical. In the quest for systems that learn
from a small number of examples (few-shot)
or even without specific data (zero-shot), se-
veral proposals have emerged in recent years,
generally aiming at exploiting the knowledge
already contained in pre-trained LMs.

One such proposal is the entailment-based
approach, where the target task is reformu-
lated as a natural language inference (NLI)
or textual entailment (TE) task and passed
as input to an entailment model, whose out-
put is then mapped to that of the target task.
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The method has been mainly studied for NLP
classification tasks, obtaining promising re-
sults (Yin, Hay, and Roth, 2019; Wang et al.,
2021). Its main advantages include providing
a common framework for unifying different
NLP tasks, and the ability to leverage large,
general-purpose NLI datasets to train the en-
tailment model used for inference.

However, the usefulness of the entailment-
based approach in data-poor scenarios has
been demonstrated primarily for tasks in En-
glish, where huge NLI datasets and powerful
models are readily available, raising the ques-
tion of the approach’s dependence on these
large resources —which seems paradoxical gi-
ven its intended use in data-scarce scenarios.
Our research aims to investigate the feasibi-
lity and potential improvements of the
entailment-based approach for langua-
ges with fewer resources. Specifically, we
focus on Catalan, a medium-resource langua-
ge for which a limited NLI dataset is avai-
lable, and we investigate a multi-class text
classification task (TC), due to its similarity
to other classification tasks already studied
within the entailment-based framework.

In addition to investigating the capabili-
ties and limitations of monolingual resour-
ces for entailment-based TC, we experiment
with pre-trained LMs and NLI datasets to
build partially and fully multilingual entail-
ment models and address the following ques-
tions: Are multilingual and larger resources
more effective than monolingual and fewer re-
sources? What is the individual contribution
of monolingual and multilingual pre-trained
LMs and NLI datasets? At this point, our re-
search intersects with the ongoing debate su-
rrounding the use of monolingual compared
to multilingual resources. Notably, Armengol-
Estapé et al. (2021) and Agerri et al. (2020)
have examined the performance of monolin-
gual Catalan and Basque LMs, respectively,
against state-of-the-art multilingual models
on several NLP tasks and have concluded the
superiority of language-specific models within
the pre-training and fine-tuning paradigm.
Our work builds on this line of research by
investigating the comparison of monolingual
and multilingual resources in the context of
the entailment-based approach. Finally, our
research looks at task transfer learning, where
we reuse data from a similar task transformed
into NLI, to seek potential improvements.

In summary, our main contributions are:

• Applying the entailment-based approach
in zero- and few-shot settings to address
a TC task in Catalan.

• Providing valuable insight into the ad-
vantages and limitations of using mono-
lingual and multilingual resources, which
can be useful for guiding future efforts in
resource creation.

• Implementing a simple task transfer stra-
tegy that significantly improves the zero-
shot capabilities of entailment models for
TC using monolingual resources.1

This article is organized as follows. In
Section 2, we contextualize the entailment-
based approach within the broader landsca-
pe of zero- and few-shot methods, and iden-
tify the key existing works that have utili-
zed it for classification tasks. Section 3 pre-
sents the methodology followed for the experi-
ments, including our research objectives. Fi-
nally, in Section 5, we summarize the main
insights from our study and outline possible
directions for future research.

2 Related Work

2.1 Zero- and Few-shot Learning
Zero-shot (ZS) and few-shot (FS) learning
surge as powerful solutions to address real-
world scenarios where the limited availa-
bility of annotated data renders the stan-
dard fine-tuning approach inadequate to at-
tain satisfactory performance levels (Schick
and Schütze, 2021a).2 Several methods ha-
ve been developed for ZS and FS learning.
One such method is Parameter-Efficient Fine-
Tuning (PEFT) for FS (Liu et al., 2022),
which fine-tunes only a subset of the mo-
del parameters using limited training exam-
ples. SetFit (Tunstall et al., 2022), a sen-
tence transformer-based method, has recently

1We have made available our task transfer entail-
ment model and the Catalan Wikipedia-based TC
dataset (CaWikiTC) created as part of these expe-
riments. They can be accessed at https://huggingf
ace.co/projecte-aina/roberta-base-ca-v2-caw
ikitc and https://huggingface.co/datasets/pr
ojecte-aina/CaWikiTC, respectively. The code used
is also publicly available at https://github.com/i
baucells/entailment_based_catalan_tc.

2Beyond practical objectives, ZS and FS is the
search for models with true generalization abilities
that can learn new tasks in a manner that mirrors
human learning, relying on small explanations or just
a few examples.
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emerged as a leading technique for classifica-
tion tasks. Other methods are based on da-
ta augmentation (Xie et al., 2019), interme-
diate task learning such as STILTs (Phang,
Févry, and Bowman, 2018), and improve-
ments over standard fine-tuning to handle a
small number of training examples (Lee, Cho,
and Kang, 2019; Zhang et al., 2020).

However, some of the main ZS and FS
techniques for NLP are based on eliciting the
kwnowledge of pre-trained LMs through a
reformulation of the final task. Those that
rely on prompting the LM with a target
task that is reformulated to be similar to
the LM’s pre-training goals are often refe-
rred to as prompt-based approaches, and have
emerged powerfully, even as a new paradigm
—pretrain, prompt, predict— able to replace
the current pre-training and fine-tuning ap-
proach (Liu et al., 2021). One possibility is
to prompt a generative LM with a task des-
cription and demonstrations, where GPT-3
(Brown et al., 2020), a 175B-parameter mo-
del, represented a breakthrough proof of the
powerful ZS and FS capabilities of huge pre-
trained LMs by achieving near-SOTA perfor-
mances on various NLP tasks. To leverage
Masked LMs, the target task is converted in-
to a cloze-question problem. One such promi-
nent technique for FS is PET3 (Schick and
Schütze, 2021a; Schick and Schütze, 2021b),
of which later improvements have been propo-
sed (Tam et al., 2021; Mahabadi et al., 2022),
and LM-BFF4 (Gao, Fisch, and Chen, 2021).

An alternative research direction investi-
gates methods that reformulate the final task
into a different non-language modeling NLP
task serving as a bridge. In particular, the Na-
tural Language Inference (NLI) task, a two-
input classification task that requires deci-
ding whether or not the meaning of a sen-
tence (premise) entails a second one (hy-
pothesis), has been proposed as a common,
task-agnostic formulation for solving various
NLP tasks (Yin, Hay, and Roth, 2019; Wang
et al., 2021). This approach, referred to as
entailment-based approach, has demonstra-
ted its usefulness across diverse classification

3In PET, the few training examples are reformula-
ted as cloze-phrases using various patterns, and each
is used to train a separate LM; the resulting models
are ensembled together in order to annotate unlabe-
led data with soft labels, which are finally used to
fine-tune a standard classification model.

4LM-BFF uses automatically generated prompts
and task demonstrations.

and, more recently, information extraction
tasks (Sainz et al., 2021; Sainz et al., 2022b;
Sainz et al., 2022a).

2.2 Entailment-based Approach
for Classification Tasks

Yin, Hay, and Roth (2019) identify the uni-
que challenges of dealing with TC tasks across
different domains (news, reviews, etc.), as-
pects (topic, emotion, etc.) and label spa-
ce characteristics, without target task data.
Furthermore, they establish a benchmark for
comparing different systems and propose an
entailment-based approach to address these
challenges.5 Using entailment models trained
on NLI datasets in English, their method
overperforms the (scarce) existing baselines
for ZS, such as Explicit Semantic Analysis
(Chang et al., 2008) and Word2Vec (Miko-
lov et al., 2013), in the proposed benchmark.
Other works that adopt the approach in ZS
include those by Sainz and Rigau (2021) for
domain labeling and Obamuyide and Vla-
chos (2018) for relation classification. More
recently, in the context of ZS, a parallel work
(Pàmies et al., 2023) investigates entailment-
based TC on the scientific domain through
a task transfer approach comparable to ours,
consisting of training a model with in-domain
data from another task reformulated as en-
tailment. They demonstrate significant im-
provements over standard entailment-based
TC. Our task transfer experiments further
support the advantages of this approach, both
in ZS and FS, in the context of an under-
resourced language and general domain TC.

Wang et al. (2021) propose the entailment-
based framework in few-shot settings to
address any classification task. Their best
method, EFL, involves training an entailment
model on a large-scale general NLI dataset
(MNLI) and fine-tuning it on the few training
examples reformulated as NLI. With 8 exam-
ples per class, EFL outperforms the standard
fine-tuning and the other few-shot techniques
considered (majority, LM-BFF, and STILTS)
in 15 NLP tasks, with an average 8.2 % im-
provements over them.

While the approach has shown impressive
results across tasks, its limitations have al-

5They state two significant advantages of the ap-
proach over the standard (supervised) classification
formulation: it removes the need to specify the num-
ber of output classes and uses the label names for the
task (instead of converting them to indexes).
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Figure 1: Steps involved in the entailment-based text classification (TC) at inference time.

so been brought to light by some studies. In
particular, Ma et al. (2021) have questioned
the value of the NLI training, showing that
a BERT model (without any fine-tuning) can
achieve similar or better results by reusing the
Next Sentence Prediction objective. Besides,
they suggest that limited NLI datasets may
negatively affect performance, as also high-
lighted in our comparison of monolingual and
multilingual resources. Despite these challen-
ges, the approach remains a prominent op-
tion for zero- and few-shot TC, with many
still unexplored fronts and significant poten-
tial for improvement.

3 Methodology
3.1 Research Objectives
The experimentation is divided into two bran-
ches, each with its own research objective(s):

(a) Monolingual vs. multilingual.

1. Evaluate the capabilities of the
entailment-based approach for TC
in zero- and few-shot using Catalan
monolingual resources.

2. Compare the performance of (sma-
ller) monolingual to (larger) multi-
lingual resources for the entailment
approach in the Catalan setting and
determine the impact of the larger
size and language specificity of the
pre-trained model and NLI dataset.

3. Explore the robustness of mono-
lingual vs. multilingual models in

zero-shot scenarios when faced with
changes in the premise length and
hypothesis template.

(b) Task transfer. Seek performance im-
provements of the approach through task
transfer learning.

3.2 Target Task
We focused on the TeCla dataset6 as the tar-
get multi-class text classification (TC) task in
Catalan. TeCla is a collection of 113,376 news
articles labeled based on a hierarchical class
structure, with each article assigned a coarse-
grained class from among four possible classes
and a fine-grained class from among 53 possi-
ble classes. To leverage the inherent two-level
difficulty, we treated both categorizations as
separate tasks. Given the highly imbalanced
class distribution of the dataset, we employed
weighted F1 as the main metric for evaluating
the performance of our models.

3.3 Approach
Our application of the entailment-based ap-
proach aligns with previous works (Wang et
al., 2021; Yin, Hay, and Roth, 2019) and can
be summarized into the three steps illustra-
ted in Figure 1 with an example from the
TeCla dataset. Firstly, the TC data is con-
verted into the NLI format as follows: each
TC example generates a number of premise-
hypothesis pairs equal to the number of la-

6Available at https://huggingface.co/dataset
s/projecte-aina/tecla.
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Entailment model Pre-trained LM NLI dataset

RoBERTa-ca-Teca

RoBERTa-base-ca-v2
125M params.

34.9GB train. data
monolingual (ca)

Teca
21,163 NLI pairs
monolingual (ca)

XLMR-Teca
XLM-RoBERTa-base

270M params.
2.5TB train data

multilingualXLMR-SMAX

SNLI, MNLI, ANLI, XNLI
15 languages (mainly en)

1284k NLI pairs
multilingual

Table 1: Entailment models used in the zero-
and few-shot experiments with their respec-
tive pre-trained LM and NLI dataset(s).

bels in the task, all using the same premise
(i.e. the text from the TC task), but diffe-
rent hypotheses. Each hypothesis consists of
a sentence indicating that the text belongs
to one of the possible labels, and has been
created using two elements: a template, with
a fill-in gap for the label (for example, “This
text is about {label}.”), and a label verba-
lization, which is the mapping from the la-
bel to a word or description to be replaced in
the template. In the second step, the entail-
ment model receives this NLI data as input
and returns the probabilities for entailment
and non-entailment (or entailment, neutral,
and contradiction, if the NLI training data
makes this three-way distinction). The NLI
pair with the highest entailment probability
is subsequently selected, and, in the last step,
the label verbalization used to form its hy-
pothesis will be mapped to the original label
to obtain the final prediction.

3.4 Experimental design
In the monolingual vs. multilingual ex-
perimental branch (a), RoBERTa-ca-Teca, a
Catalan monolingual entailment model, is
evaluated against two multilingual variants:
a partially multilingual model (XLMR-Teca),
trained on the Catalan NLI dataset, and
a fully multilingual model (XLMR-SMAX),
trained on various English and multilingual
NLI datasets.7 Table 1 summarizes the key
specifications of each model. Note the con-
siderably bigger size of the multilingual pre-

7RoBERTa-ca-Teca and XLMR-SMAX were al-
ready available at https://huggingface.co/pro
jecte-aina/roberta-base-ca-v2-cased-te and
https://huggingface.co/symanto/XLM-RoBERTa
-base-snli-mnli-anli-xnli, respectively. XLMR-
Teca, on the other hand, was fine-tuned for this work
with a learning rate of 1e-5, 10 maximum epochs, and
a batch size of 16. It achieved 79% accuracy in the
NLI Teca dataset, while RoBERTa-ca-Teca reached
83% accuracy.

trained model and NLI datasets.
For the template experimentation in the

zero-shot scenario, we developed 17 templates
in Catalan divided into two sets, which can
be found in Appendix A: the first, with twel-
ve of them, are slight linguistic variations of
a commonly used template in literature (the
English translation is “This text is about {la-
bel}.”) and use the lowercased label as the
verbalization; the second, with the remaining
five, are designed to allow for a verbalization
consisting of the adjectivized label (e.g., “cul-
ture” becomes “cultural”). Additionally, given
that NLI datasets typically use one-sentence
premises —in contrast to texts, which result
from the conversion of TC data to NLI—, the
zero-shot experiments were conducted with
two different premise-shortening setups: using
the entire text as the premise vs. using only
the first sentence (corresponding to the title
of the article in the original data). Both expe-
rimentations, on templates and premise shor-
tening, were performed on the TeCla develop-
ment set, and the best setting for each model
was chosen for the test evaluation.

In the few-shot scenario, each model was
fine-tuned on a small amount of data from
the target task reformulated as NLI.8 For the
reformulation, we used the best-performing
templates from zero-shot and created all pos-
sible non-entailment pairs per each TC exam-
ple. Four data regimes are explored: 1-1, 8-
4, 16-8, and 32-16, where the first and se-
cond digits refer to the number of training
and development examples per class, respec-
tively. For training, the hyperparameters are
kept fixed at a learning rate of 3e-5, a batch
size of 16, and a maximum of 10 epochs, and
the development set is used to select the best
checkpoint according to the highest weighted
F1 score in the classification task. The two
premise-shortening setups from zero-shot are
again tested in the small development par-
tition, and only the best one is evaluated
on the test set. In Appendix B, we provi-
de details on additional experiments we con-
ducted to investigate the impact of the ra-
tio of non-entailment pairs generated and the
checkpoint selection strategy, which support

8The reformulation stage is the same as shown in
Figure 1, but with the addition of the correct label
for the entailment task (i.e., “entailment” if the label
in the template is the correct category of the text,
and “non-entailment” otherwise) and the optionality
of creating all possible non-entailment pairs.
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the effectiveness of our choices.
In the task transfer branch (b), we expe-

riment with a task transfer strategy to build
an improved monolingual entailment model
for TC that consists of three simple steps:
1) obtaining data from a related task (i.e.,
another TC task), 2) converting it to NLI
data, and 3) using it to fine-tune an entail-
ment model. To this end, we scraped 21,002
article summaries from the Catalan Wiki-
pedia and their corresponding labels, yiel-
ding a total of 67 exclusive classes, to be
used as the task transfer source.9 To con-
vert this TC dataset, which we called CaWi-
kiTC, into NLI, we used the template with
which the monolingual model achieved the
highest performances in zero-shot10 and ge-
nerated one non-entailment pair per each en-
tailment pair.11 Two entailment models were
developed using this NLI data: RoBERTa-ca-
CaWikiTC, by directly fine-tuning the mo-
nolingual LM on it, and RoBERTa-ca-Teca-
CaWikiTC, by further fine-tuning our model
trained on the Catalan NLI dataset, Teca.
Moreover, to gain deeper insights into the im-
portance of these strategies in the few-shot
setting, we also trained the monolingual LM
using the available target task data from each
data regime without prior training on Teca or
CaWikiTC. Throughout these experiments,
we used the same training configuration pre-
sented earlier for the few-shot experiments.

Baselines. The following baselines are
used in the zero-shot (ZS) and few-shot (FS)
experiments:

• Majority. The most common label from
the full training set.

• Random. A random uniform classifier.

• Prompt-based approach (ZS). The
text to classify is input to the monolin-
gual LM concatenated with a template
(the same templates used for the entail-
ment models are evaluated in develop-
ment, and the best is chosen for testing),

9To build the dataset, we extracted all the texts
belonging to the specified categories (manually selec-
ted from the possible categories of a similar thematic
hierarchy level in the Catalan Wikipedia) and remo-
ved the texts associated with more than one category.

10The template is “Aquest article tracta sobre {la-
bel}.”, meaning “This article is about {label}.”.

11We made this choice to limit the size of the NLI
training data and prevent an increase in computatio-
nal cost during posterior fine-tuning.

(a)

(b)

Figure 2: Zero-shot performances over the Te-
Cla development set using the full text vs.
the first sentence as premise; (a) refers to the
coarse-grained task across 17 templates (tem-
plate sets 1 and 2) and (b) to the fine-grained
task across 13 templates (template set 1).

where the label verbalization is replaced
by a mask token. The output space is
restricted to the possible output classes.

• Supervised models (FS). A standard
fine-tuning of RoBERTa-base-ca-v2 and
XLM-RoBERTa-base using the available
training and development data from the
target task.

• SetFit (FS). SetFit models involve con-
verting the available data into contrasti-
ve pairs to fine-tune a sentence transfor-
mer, encoding the original text with it,
and using the resulting sentence embed-
dings to train a classification head.12

12For its implementation, since we did not find any
sentence transformer (ST) in Catalan, we used a mul-
tilingual ST, paraphrase-multilingual-mpnet-base-v2,
available at https://huggingface.co/sentence-t
ransformers/paraphrase-multilingual-mpnet-b
ase-v2, which has been trained on parallel data from
over 50 languages, including Catalan. We used the de-
fault training configuration options from the official li-
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Task Model ZS 1-1 8-4 16-8 32-16

coarse-grained
task

entailment
models

RoBERTa-ca-Teca 59.7 56.9 ± 8.8 79.2 ± 3.3 82.4 ± 2.9 89.2 ± 0.6
XLMR-Teca 63.9 63.1 ± 2.0 81.5 ± 2.1 86.7 ± 1.3 86.7 ± 2.8

XLMR-SMAX 71.1 56.5 ± 8.3 79.7 ± 7.4 86.7 ± 1.0 87.7 ± 2.1

baselines

prompt-based 52.4 -
majority 23.5 -
random 25.5 -

supervised-RoBERTa-base-ca-v2 - 28.5 ± 4.4 63.0 ± 9.8 74.7 ± 8.1 83.5 ± 2.9
supervised-XLM-RoBERTa-base - 8.9 ± 22.1 40.6 ± 24 65.4 ± 20.9 87.8 ± 1.6

fine-grained
task

entailment
models

RoBERTa-ca-Teca 36.3 48.5 ± 4.2 60.2 ± 1.4 62.4 ± 1.3 63.2 ± 1.3
XLMR-Teca 27.0 41.2 ± 4.1 51.3 ± 0.7 56.7 ± 1.8 60.7 ± 0.5

XLMR-SMAX 31.4 40.0 ± 3.1 53.8 ± 2.2 57.0 ± 0.8 60.0 ± 0.9

baselines

prompt-based 22.8 -
majority 2.2 -
random 2.3 -

supervised-RoBERTa-base-ca-v2 - - 50.0 ± 5.1 54.4 ± 4.1 61.8 ± 2.4
supervised-XLM-RoBERTa-base - - 44.0 ± 2.7 51.6 ± 1.9 61.3 ± 0.6

Table 2: Monolingual vs. multilingual entailment models’ performance (weighted F1) on the
coarse-grained (4 classes) and fine-grained (53 classes) tasks of the TeCla test set in the zero-
shot (ZS) scenario and four different few-shot regimes (where x-y denotes x examples/class for
training and y for development, etc.). The results in few-shot are the mean and standard deviation
across three training and development samples within each data regime. A hyphen indicates that
the model has been unable to learn in the given setting.

4 Results and Discussion
4.1 Monolingual vs. Multilingual
4.1.1 Zero-shot experiments
The box plots in Figure 2 summarize the re-
sults of the zero-shot experiments with the
shortening of the premise and templates on
the TeCla development set. When comparing
the full premise to the first sentence setups,
XLMR-SMAX is the only model that con-
sistently performs better when using the full
premise setup, while the others demonstrate
unstable behavior across the coarse- and fine-
grained tasks. This result is consistent with
another finding that emerges from a closer
look at XLMR-Teca: in the full premise set-
ting, the two models that share the monolin-
gual NLI training dataset obtain very simi-
lar mean scores, which are always far below
XLMR-SMAX; in parallel, in the first sen-
tence setting, the two models that share the
pre-trained LM (XLMR) yield quite similar
mean scores. One possible explanation is that
the monolingual NLI dataset limits the mo-
del’s ability to leverage longer textual premi-
ses, due to the significant shift in data dis-
tribution between the NLI training data and
the test data, i.e. the monolingual NLI data-
set contains only one-sentence premises, while
some of the NLI datasets in XLMR-SMAX13

brary at https://github.com/huggingface/SetFit:
batch size of 16, 1 epoch, cosine-similarity loss, and
20 iterations to generate sentence pairs.

13MNLI and XNLI cover multiple text genres and
provide premises of varying lengths.

contain much longer premises. This also sug-
gests that the role of the NLI dataset is only
to enable the knowledge from the pre-trained
LM, which plays the most important role.

The template variations also led to lar-
ge fluctuations in model performance without
any discernible patterns, which aligns with
other studies (Sainz and Rigau, 2021; Ma et
al., 2021). Not only does each entailment mo-
del show a preference for different templates,
but the premise setup also significantly affects
this preference on the same model. Further-
more, even small, semantically irrelevant dif-
ferences in templates lead to drastic changes
in results. In a comparison between models,
XLMR-Teca was found to be the most incon-
sistent model across templates, with the lar-
gest standard deviations and the lowest ove-
rall performance in both tasks; in addition,
further exploration revealed that this model’s
worst F1 results occur when using adjecti-
val labels, while other models tend to achieve
their best results with them.

4.1.2 Few-shot experiments
Zero- and few-shot results of the monolin-
gual, partially, and fully multilingual entail-
ment models, as well as the baselines, are
presented in Table 2. Notably, the model
performance varies significantly between the
coarse- and fine-grained TC tasks. In ZS,
XLMR-SMAX performs best in the coarse-
grained task, followed by XLMR-Teca and
then RoBERTa-ca-Teca with a margin of 7.2
and 11.4 points, respectively. In the fine-
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Task Model ZS 1-1 8-4 16-8 32-16

coarse-grained
task

entailment
models

RoBERTa-base-ca-v2 - 36.1 ± 9.5 45.0 ± 10.5 65.9 ± 4.4 78.1 ± 8.2
RoBERTa-ca-Teca 59.7 56.9 ± 8.8 79.2 ± 3.3 82.4 ± 2.9 89.2 ± 0.6

RoBERTa-ca-CaWikiTC 75.0 74.8 ± 0.6 80.9 ± 5.8 87.7 ± 0.9 89.6 ± 0.1
RoBERTa-ca-Teca-CaWikiTC 66.4 66.5 ± 0.9 79.9 ± 4.8 86.5 ± 1.1 88.2 ± 1.6

SetFit - 47.7 ± 6.8 79 ± 6.2 84.7 ± 3.2 87.0 ± 1,7

fine-grained
task

entailment
models

RoBERTa-base-ca-v2 - 13.8 ± 6.7 60.8 ± 2.8 62.1 ± 1.3 63.6 ± 2.1
RoBERTa-ca-Teca 36.3 48.5 ± 4.2 60.2 ± 1.4 62.4 ± 1.3 63.2 ± 1.3

RoBERTa-ca-CaWikiTC 49.1 51 ± 2.9 60.9 ± 0.3 60.9 ± 0.4 64.2 ± 0.9
RoBERTa-ca-Teca-CaWikiTC 49.8 53.4 ± 2.4 59.7 ± 1.2 61.5 ± 1.1 64.3 ± 0.4

SetFit - 22.0 ± 3.6 50.3 ± 0.6 53.3 ± 1.2 56.7 ± 1.5

Table 3: Task transfer experiments’ results (weighted F1) on the TeCla test set for the coarse-
grained (4 classes) and fine-grained (53 classes) tasks. The two task transfer strategies, RoBERTa-
ca-CaWikiTC and RoBERTa-ca-Teca-CaWikiTC, can be compared with the standard monolin-
gual model from the previous section, RoBERTa-ca-Teca, and with the monolingual LM directly
trained on the available few-shot regime.

grained task, RoBERTa-ca-Teca outperforms
the other models, followed by XLMR-SMAX
at 4.9 points and XLMR-Teca at 9.3 points
behind. The lower performance of XLMR-
Teca compared to XLMR-SMAX suggests
that a larger (multilingual) NLI dataset con-
sistently leads to better performances. Howe-
ver, the usefulness of monolingual and multi-
lingual LM varies based on the task characte-
ristics, with the multilingual LM performing
better on the coarse-grained task and the mo-
nolingual LM on the fine-grained task. We
hypothesize that exposure to a large amount
of text, even if not in the target language,
is critical for acquiring the general-domain
inference skills needed in the coarse-grained
task, whereas the fine-grained task may requi-
re more specific language-related knowledge
that is not present in multilingual data. Com-
pared to the baselines, the three entailment
models significantly outperform them in both
TC tasks. The best entailment model transla-
tes into a 35.7 % and 59.2 % of relative impro-
vement over the best baseline in the coarse-
and fine-grained tasks, respectively, and even
the worst entailment model achieves a relati-
ve improvement of 13.9 % and 18.4 %.

In the FS scenario14, the fine-grained re-
sults follow the tendencies from ZS: the mo-
nolingual entailment model outperforms the

14The three models performed better when trained
on the full premise setup (compared to the first sen-
tence) in the development data of each few-shot re-
gime, with the exception of RoBERTa-ca-Teca model
in the 16-8 regime. Consequently, only in this parti-
cular case was this setup chosen for testing. In addi-
tion, during development, the XLMR models showed
an inability to learn with the predefined hyperpara-
meters in the fine-grained task. This was successfully
handled by switching to a smaller learning rate, 1e-5,
and leaving the other hyperparameters unchanged.

XLMR models in all data ratios, starting in
the 1-1 scenario from an absolute difference of
8.5 and 7.3 with respect to XLMR-Teca and
XLMR-SMAX, respectively, and eventually
reaching a difference of 3.2 and 2.5 when the
data ratio is 32-16. In the coarse-grained task,
however, XLMR-SMAX loses its dominance,
probably because of the language shift bet-
ween the pre-training NLI dataset and the
target task data: in the 1-1 and 8-4 data re-
gimes, XLMR-Teca stands out significantly
with the highest results; in the 16-8 stage,
XLMR-SMAX catches up to XLMR-Teca; fi-
nally, RoBERTa-ca-Teca is 2.5 and 1.5 points
ahead of the XLMR models in the 32-16 sce-
nario, demonstrating the greatest ability to
improve as more data is provided when com-
pared to the others, which show little or no
improvement from the last stage. It is also
worth noting that the 1-1 regime shows a sig-
nificant drop in performance with respect to
ZS in the coarse-grained task. This is likely
due to the extremely limited training data
available, which is insufficient for effective ge-
neralization. Conversely, significant improve-
ments are observed in the fine-grained task,
where the larger number of output classes re-
sults in more training data which is further
increased in its conversion to NLI.

Compared to the supervised baselines, the
three entailment models outperform them up
to the 32-16 data regime, where the worst en-
tailment model is slightly outperformed. Ho-
wever, the best performance is consistently
achieved with one entailment model, with
the greatest improvements in the scarcest da-
ta scenarios: the absolute improvement gra-
dually decreases from 34.6 to 1.4 in the
coarse-grained task, and from 10.2 (8-4 set-
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ting) to 1.4. Overall, the supervised models
demonstrate a weaker learning capacity in
low data regimes and a more unstable trai-
ning15, but show an accelerated progression
as more data becomes available.

4.2 Task Transfer Experiments

Task transfer results, presented in Table 3
against a few-shot SOTA method (SetFit),
demonstrate that the two task transfer strate-
gies significantly improve the monolingual en-
tailment model’s performance in the ZS sce-
nario and when few target task data is avai-
lable. In ZS, the best of the two strategies
achieves an impressive absolute improvement
of 15.3 and 13.5 over RoBERTa-ca-Teca, trai-
ned on the Catalan NLI dataset. However, as
more target task data becomes available, the
improvements become less prominent, even
with respect to the model without training
on an NLI dataset before fine-tuning with
target task data. Nevertheless, this previous
NLI training remains essential in the most ex-
treme data-scarce scenarios, as already obser-
ved in Wang et al. (2021). When a sufficient
amount of training data is available, the dis-
tinctions between the models begin to blur:
in the coarse-grained task, noticeable impro-
vements can still be achieved in the 32-16 da-
ta regime, while, in the fine-grained task, the
four models begin to perform very similarly
already in the 8-4 data regime. Regarding the
two task transfer strategies considered, their
effectiveness was found to depend on the task
characteristics. Specifically, training on Ca-
WikiTC recast as NLI was more effective for
the coarse-grained task, while a combination
of Teca and CaWikiTC was generally prefe-
rable for the fine-grained task.

Compared to SetFit, RoBERTa-ca-Teca
already exhibits better performance, but task
transfer leads to further improvements, espe-
cially in the 1-1 regime, where absolute gains
can reach up to 27.1 and 31.4 in the coarse-
grained and fine-grained tasks, respectively.
In the coarse-grained task, however, the im-
provement decreases significantly from the 8-
4 regime onward, reaching up to 3 points of
gain, while it remains about 9 points behind
in all data regimes in the fine-grained task.

15In the one-shot data regime (1-1) of the fine-
grained task, they were unable to learn, neither with
a learning rate of 3e-5 nor 1e-5.

5 Conclusions and Future Work
The entailment-based approach proved to be
an effective technique for tackling TC tasks in
a medium-resource language, Catalan, provi-
ding significant improvements over our baseli-
nes (including supervised models and SetFit)
in both zero-shot and few-shot scenarios, es-
pecially in the scarcest data regimes. By com-
paring the utility of monolingual and mul-
tilingual resources in the approach, we con-
cluded that the size of the NLI dataset is a
key factor in zero-shot: a larger NLI dataset
not only improves the model’s inference ca-
pabilities but also reduces the potential for
introducing limiting bias —for example, in
terms of the model’s ability to understand
premises of different lengths. The larger si-
ze of the LM is also advantageous, but the
language-specific knowledge of the monolin-
gual LM proved more valuable for certain TC
tasks requiring nuanced categorization.

In the scarcest few-shot data scenarios, the
advantage of using a model trained on lar-
ger multilingual NLI datasets disappears and
even translates into worse performance, most
likely due to the language shift. Besides, as
more target task data becomes available, the
weight of the NLI dataset decreases and the
performance of entailment models using the
same pre-trained LM tends to converge. In
this context, again, the monolingual model
performed better when the task required a
more fine-grained, language-related categori-
zation, but generally worse than the multilin-
gual options otherwise. However, we observed
that the monolingual entailment model had
the greatest ability to improve as more target
task data became available, whereas the pro-
gress of the multilingual models stalled ear-
lier. Finally, we presented a task transfer lear-
ning setup where a different TC dataset was
created from a Wikipedia crawl, converted to
NLI, and used to train an entailment model.
This strategy proved highly effective, yielding
significant performance gains over all models
and offering an attractive option for langua-
ges with limited or without NLI datasets.

The experiments also highlighted some li-
mitations of the entailment-based method
that future work might aim to address, such
as the strong reliance on handwritten templa-
tes and verbalizations, particularly in zero-
shot. A potential solution could be to in-
corporate advances from prompt-based lear-
ning, such as automatic retrieval or genera-
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tion in natural language or continuous em-
bedding space. Furthermore, because of the
potential bias introduced by small and ho-
mogeneous NLI datasets in zero-shot, tech-
niques for enriching them (for instance, with
a varying premise length), may be especially
helpful for less-resourced languages. Finally,
the potential of entailment-based task trans-
fer should be corroborated in the context of
other under-resourced languages and explo-
red in relation to different classification tasks,
such as sentiment analysis, which may require
more abstract inference skills. This could in-
clude identifying resources to reformulate as
NLI that provide broader inference capabili-
ties to enhance applicability across tasks.
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A Appendix 1: Templates and
label verbalizations

The two sets of templates used in the zero-
shot experiments are listed in Table 4 and 5.

B Appendix 2: Entailment model’s
checkpoint selection and
negative hypotheses generation
strategies

In the few-shot learning experiments conduc-
ted, two specific configuration decisions were
consistently applied. Firstly, for the training
of each entailment model with the available
training data, the checkpoint that achieved
the highest F1 score in the target task (text
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Templates

1 Aquest text tracta sobre {label}. original
2 Aquest text va sobre {label}. verb change3 Aquest text és sobre {label}.
4 Aquest text tracta de {label}. preposition change
5 El text tracta sobre {label}. article change
6 Aquest exemple tracta sobre {label}. noun change7 Aquest article tracta sobre {label}.
8 Això tracta sobre {label}. noun phrase change9 ø Tracta sobre {label}.
10 Aquest text tracta sobre {label} punctuation change
11 {label} only label
12 Pregunta: El text tracta sobre {label}? Resposta: Sí. QA form

Label
verbalization Original label names, all lowercased except for 3 label names corresponding to proper nouns in

the fine-grained task: “Unió Europea”, “Parlament”, “Govern”.

Table 4: First set of templates with their corresponding label verbalization, applicable to coarse-
grained and fine-grained tasks.

Templates

13 És un tema {label}.
14 Aquest text tracta un tema {label}.
15 El tema és de caire {label}.
16 El tema és d’àmbit {label}.
17 L’article és de caire {label}.

Label
verbalization

Label names converted into their adjective form and lowercased, as in the following mapping
(original: verbalization):
- Cultura: cultural
- Política: polític
- Economia: econòmic
- Societat: social

Table 5: Second set of templates with their corresponding label verbalization, only applicable to
coarse-grained categories.

coarse-grained task fine-grained task
ratio of negative

hypotheses
ckp. selection

strategy 8-4 16-8 32-16 8-4 16-8 32-16

1 negative hip.
per positive hip.

best ckp. according
to the NLI task 79.4 ± 4.0 82.5 ± 1.4 88.1 ± 1.2 41.9 ± 8.4 42.2 ± 18 38.9 ± 17.6

best ckp. according
to the CLS task 78.9 ± 3.7 83.8 ± 1.9 87.6 ± 2.2 46.2 ± 0.4 53.7 ± 4.4 57.9 ± 2.7

all possible negative
hip. per positive hip.

best ckp. according
to the CLS task 79.2 ± 3.3 82.4 ± 2.9 89.2 ± 0.6 60.2 ± 1.4 62.4 ± 1.3 63.2 ± 1.3

Table 6: Test set results for the coarse- and fine-grained tasks obtained with RoBERTa-ca-Teca
in three few-shot setups (8-4, 16-8, 32-16) using three different decisions with respect to the ratio
of negative hypotheses created for training and to the checkpoint selection strategy.

classification) on the development set was se-
lected, rather than using the results from the
NLI task. Secondly, during the generation of
the NLI training data, for each entailment
hypothesis (generated using the correct la-
bel), all possible negative hypotheses (one for
each of the remaining labels) were also gene-
rated. To investigate the impact of these de-
cisions, additional experiments were conduc-
ted using the RoBERTa-ca-Teca model as the
base entailment model: in the 8-4, 16-8, and
32-16 few-shot setups, we converted the avai-
lable data to the entailment format by crea-
ting one non-entailment hypothesis for each

entailment one, and we kept the best check-
point based on both the classification and the
NLI task. These results were then compared
to those obtained from the initial experimen-
tal setup.

The results of the experiments in the
coarse- and fine-grained tasks are presented
in Table 6. In the coarse-grained task, there
is minimal fluctuation in the results across ex-
periments within each training data regime,
and the best-performing model among the th-
ree configurations changes at each step. In
contrast, in the fine-grained task, the results
significantly improve when the best check-
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point is selected based on the classification
task performance (by 4.3, 11.5, and 19.0
points compared to the best checkpoint se-
lected according to the NLI task performan-
ce). This impact becomes more pronounced
as more data is available, and the model be-
comes increasingly unstable (as indicated by
the high standard deviations obtained).

Furthermore, when the model is trained
using all possible non-entailment hypotheses,
which in this case implies 53 hypotheses for
each example, the results further improve by
an astounding 14.0 in the 8-4 setup, by 8.7 in
the 16-8 setup, and by 5.3 points in the 32-16
setup. Overall, the results suggest that both
choices become particularly important when
the number of categories is large. In such ca-
ses, the results on the target task are more
reliable than the NLI task, and the model
appears to be able to benefit from the aug-
mented number of examples in the dataset.
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Identifying Media Bias beyond Words: Using
Automatic Identification of Persuasive Techniques for

Media Bias Detection
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Abstract: Detecting media bias is a challenging task due to the complexity and
ambiguity of language. Current approaches are limited in their ability to generalise
across regions and styles of journalism. This paper proposes a new approach that
focusses on detecting rhetorical linguistic techniques rather than just analysing
words or contextual representations. We compare three different systems based
on different techniques for identifying media bias, including a lexical-based system,
a language transformers-based system, and a cascade transformers system that relies
on persuasive techniques detection. We have evaluated these systems using a Ukraine
crisis news dataset and splitting it by according to the country to generate training
and test sets, i.e. different sets for each country. The results of the cascade system
outperforms by at least a 6% the other approaches in identifying media bias when
evaluating with different countries setup. Our results suggest that models capable of
detecting rhetorical and persuasive linguistic techniques are necessary to generalise
media bias effectively.
Keywords: Natural Language Processing, Disinformation, Media bias detection.

Resumen: Detectar sesgo mediático es una tarea desafiante debido a la ambigüedad
del lenguaje. Los enfoques actuales tienen dificultades para generalizar entre
regiones y estilos period́ısticos. Proponemos un enfoque centrado en la detección de
técnicas lingǘısticas en lugar de analizar palabras o representaciones contextuales.
Comparamos tres sistemas diferentes basados en diferentes técnicas para identificar
el sesgo de los medios: un sistema basado en léxico, un sistema basado en
transformers y un sistema de transformers en cascada capaz de detectar técnicas
persuasivas. Hemos evaluado estos sistemas utilizando un conjunto de datos de
noticias de la guerra de Ucrania. Los resultados del sistema en cascada superan
en al menos un 6% a los demás enfoques a la hora de identificar el sesgo de los
medios de diferentes páıses. Nuestros resultados sugieren que los modelos capaces de
detectar técnicas lingǘısticas retóricas y persuasivas son necesarios para generalizar
la detección de sesgo de los medios de manera efectiva.
Palabras clave: Procesamiento de Lenguaje Natural, Desinformación, Detección
de sesgo mediático.

1 Introduction

The detection of bias in the media has been
an active research area in recent years. The
importance of detecting media bias cannot
be overstated, especially in today’s world,

where the media has a significant influence on
public opinion and political decision-making.
Moreover, it is important to note that
biases in media reporting can vary in their
intentionality, ranging from conscious and
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deliberate to unconscious and unintentional.
However, the impact of media bias on public
opinion and discourse cannot be overlooked,
which makes it imperative to address this
issue and promote media literacy.

The task of automatic detection of bias
in news articles is a challenging task due to
the complexity and ambiguity of the language
(Aggarwal et al., 2020). Early research in this
area focused on hand-developed lexical and
linguistic techniques, along with sentiment
analysis and topic modeling, to detect bias at
the document level (Lin, Bagrow, and Lazer,
2011). Nonetheless, lexical-based models
applied to media bias detection may be good
for detecting word choice/labeling bias, but
may be not enough for detecting other forms
of media bias such as persuasion or rhetoric.
More recently, deep learning approaches such
as recurrent neural networks have been used
to detect bias in news articles (Baly et
al., 2020). However, despite the increasing
number of proposed methods, there is still a
lack of understanding as to how these models
actually learn to detect bias.

This problem was highlighted in
(Cremisini, Aguilar, and Finlayson, 2019)
experiments. In 2019, they presented
the Ukraine crisis news dataset. In their
research, they found that the behaviour
of the implemented classification models
drops drastically when trained only with
news from Russia and evaluated with news
from Ukraine. This fact arises the question
as to whetther their models were learning
the regional journalistic style instead of
generalizing the detection of media bias.

Following this idea, we hypothesize that
current models that are based solely on words
or contextual representations are not capable
of generalizing media bias effectively. While
these models may be effective at capturing
certain regional journalistic styles, they fail
to identify and account for more subtle
rhetorical linguistic techniques that may be
employed to convey media bias. As a result,
there is a need for more precise forms that can
detect these techniques and facilitate more
generalizable models.

To tackle this, we have systematic
analyzed the literature, both from the
journalism and computer science perspective,
and identified different forms of media bias
commonly found in news. We categorize
these forms into two types: depending on

the intention bias and depending on the
context. Intention bias refers to a journalist’s
deliberate attempt to influence the reader’s
opinion, while context bias refers to the
bias that can arise from the way a story is
presented or from the journalist’s choice of
sources. We have identified 17 forms of media
bias, which include bias through word choice
or labeling. This can manifest in the form
of using pejorative language to negatively
depict certain groups or employing loaded
terms to frame a story with a particular
narrative. For instance, a news article might
describe a protest as a ’riot,’ indicating a
negative bias against the event. Another
prevalent form of bias involves persuasive
techniques such as appeals to emotion,
authority, or groupthink. In the case of
appeals to authority, a news article may
quote a high-ranking government official to
substantiate a particular perspective. For
instance, an article might assert, ”According
to the Secretary of State...” to lend credibility
to a certain point of view.

In light of these considerations, the
present study aims to delve into the detection
of media bias by proposing a novel approach.
Instead of solely relying on lexical analysis
or contextual representation, our approach
focuses on detecting rhetorical linguistic
techniques.

We compare three different systems based
on different techniques for identifying media
bias. The first system was a lexical-based
system, which relied solely on identifying
certain words or phrases that were indicative
of media bias. The second system was a
language transformers-based system. Finally,
the third system was a cascade transformers
system that relies on persuasive techniques
detection using the SemEval’23 task 3
dataset.

We evaluated these three systems using
the Ukraine crisis news dataset and compared
their performance on different subsets for
training and test that includes: all news,
news only from Ukraine, and all other except
news from Ukraine. Additionally, we used
LIME and SHAP explainability techniques
to mask and remove words from the texts to
determine whether the lexical-based systems
were capable of identifying bias in such
conditions comparing to our cascade model.

Based on our results, we found that
the cascade system, which was capable
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of detecting subtle linguistic patterns and
techniques, outperformed the other two
approaches in terms of identifying media bias
in the Ukraine news dataset when training
and testing the model with news from
different countries. This finding supports
our hypothesis that more precise forms that
detect rhetorical linguistic techniques are
necessary to generalize media bias effectively.

The paper is structured as follows. Section
2 presents the background to the problem
and related work. Section 3 describes the
dataset and preprocessing pipeline, and the
models used. Section 4 presents how we
have evaluated the models, the experimental
setup, the explainable AI techniques used,
and finally the results of the experiments. To
conclude the paper, Section 5 discusses the
results and presents the conclusions.

2 Background

In recent years, researchers have taken
different approaches to generalizing media
bias. The methods can be divided into two
categories: non-neural network models and
neural network models. Non-neural network
models are mainly based on statistical
learning or machine learning and require
handcrafted features, such as linguistic
(Hube and Fetahu, 2018) or reported
speech features (Lazaridou and Krestel,
2016). Neural network models, on the
other hand, can automatically learn feature
representations from text and have been
shown to outperform traditional methods. In
particular, RNNs (Rashkin et al., 2017) and
transformers (Baly et al., 2020) are the most
commonly used neural networks for media
bias detection.

Additionally, some researchers have
explored other methods such as stakeholder
mining (Ogawa, Ma, and Yoshikawa, 2011),
community detection (Patricia Aires,
G. Nakamura, and F. Nakamura, 2019),
and information theory (Aires, Freire, and
da Silva, 2020) approaches. Overall, the
most common approach to detecting media
bias is to use supervised machine learning
models to classify news articles as biased
or unbiased. However, these models lack
interpretability and transparency and there
is a need for more specific labels so that the
models can detect more specific forms of
bias.

Some authors are already working

in introducing fine-grained bias labels
(Piskorski et al., 2023). Instead of simply
classifying news articles as biased or
unbiased, models are now being trained to
detect specific forms of bias, such as bias by
word choice/labeling, appeals to emotion,
authority or groupthink, red herring, and
loaded language. This allows for a more
nuanced understanding of media bias and
can help in developing targeted strategies to
counteract specific forms of bias.

In summary, media bias detection research
has witnessed the exploration of diverse
methodologies, ranging from traditional
statistical models to state-of-the-art neural
network models. The challenge lies in
not only improving the performance of bias
detection models but also enhancing their
interpretability and expanding the range of
detectable biases.

3 Methodology

In this section, we describe the datasets used,
the preprocessing pipeline and the models
developed.

3.1 Datasets description

In order to train our systems, we have
used two different datasets: the Ukraine
crisis news dataset, created by (Cremisini,
Aguilar, and Finlayson, 2019), and a
persuasive techiques multilabel dataset that
we will called the SemEval’23 task 3 dataset
developed by (Piskorski et al., 2023).

The Ukraine crisis news dataset includes
4,538 articles in English related to the 2014
Crimea crisis from 227 news sources in 43
countries. The articles have been manually
classified as either pro-Russian, pro-Western,
or Neutral, and also aligned with a master
timeline of 17 major events. This dataset is
a multiclass dataset, as the goal of the task is
to classify the articles in one of the 3 classes
(pro-Russian, pro-Western, and Neutral).

The news annotated as pro-Russia
includes the following topics: Crimea coming
home; Russia welcomes Crimea; Crimea’s
accession to Russia; Russia welcomes
Crimea; Admission of Crimea into Russia;
Ukraine took over Crimea; Crimea wants to
go back to its roots in Russia; Referendum
website hit by cyber-attack; The U.S. plans
to supply weapons to Ukraine. The news
annotated as pro-Western covers Russia
stealing land from a sovereign nation;
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Russian Separatists; Annexation by Moscow;
Russia stages coup; Russia took over Crimea;
Russia does not fear the West; Crimea has
been isolated by Russia; Putin admits
Russian actions to take over Crimea; Putin
refuses to rule out intervention in Donetsk.
And the news annotated as neutral includes:
Mention frames from both sides equally,
reporting facts, or offer explanation for both
pro-Russian and pro-Western frames. State
factual information without any emotional,
political or ideological charge.

We noted a significant dataset imbalance,
with a considerably larger number of articles
related to Russia compared to Ukraine and
the Neutral category. Specifically, there
were 3372 articles related to Russia, 908
articles related to Ukraine, and 258 articles
classified as Neutral. The dataset imbalance
poses challenges for training and evaluating
media bias detection models. The unequal
representation of bias categories can lead to
model biases, where the model may prioritize
or perform better on the majority class while
struggling to accurately detect bias in the
minority classes. This issue hinders the
models’ ability to generalize effectively across
all bias categories and may result in skewed
performance metrics.

In the other hand, the SemEval’23 task 3
dataset(Piskorski et al., 2023) focuses on the
detection of genre, framing and persuasion
techniques in online news articles in a multi-
lingual setup. The data presented in the
task is unique in its kind as it is both
multilabel and multilingual, and it also covers
complementary dimensions of what makes
text persuasive, namely style and framing.
The task covers multiple languages, including
English, French, Spanish, or Italian. For the
development of our systems we have used
the subset in English for the detection of
persuasive techniques.

3.2 Data preprocessing pipeline

The data preprocessing pipeline consists of
the following two steps:

1. Stopwords removal: Stopwords were
removed using the NLTK stopwords list.
Only done for the Logistic Regression
models.

2. Media outlets names removal: The
names of 83 media outlets have been

removed from the texts in order to
reduce bias from the model.

3.3 Models description

We implemented three different models: (1)
a lexical-based Logistic Regression model;
(2) a transformer-based model; and (3) a
multilabel cascade transformer-based model
capable of identifying different forms of
persuasive techniques.

3.3.1 Logistic Regression

We chose to include a logistic regression (LR)
model as one of our implemented models
due to its simplicity, and widespread usage
in various text classification tasks, including
media bias detection (Chen et al., 2020).

In our implementation, we utilized the
scikit-learn library to train and evaluate
the logistic regression model. To represent
the text data, we employed the TF-
IDF (Term Frequency-Inverse Document
Frequency) scheme, which assigns weights
to words based on their frequency in the
document and across the entire dataset. TF-
IDF helps capture the importance of words
within a document while downweighting
terms that appear frequently across multiple
documents.

No extensive hyperparameter tuning was
performed for the logistic regression model,
and we relied on the default parameter values
provided by scikit-learn. This decision was
made to establish a baseline performance for
media bias detection and to compare the
effectiveness of more complex models against
this simple yet widely-used approach.

Apart from serving as a baseline
model for media bias detection, we also
utilized the logistic regression model for
explainable AI techniques. By leveraging
the interpretability of logistic regression, we
were able to extract representative terms
and features that contributed to the model’s
bias classification. These representative
terms played a crucial role in subsequent
mask and removal evaluations, allowing us
to identify the impact of specific words on
the bias detection process.

3.3.2 Fine-tuned transformer-based
model

We have implemented a DistilBERT-based
model for media bias detection. We have
used the HuggingFace library (Wolf et al.,
2020) for fine-tuning the model. DistilBERT

Francisco-Javier Rodrigo-Ginés, Jorge Carrillo-de-Albornoz, Laura Plaza

182



is a smaller, faster and cheaper version of
BERT, that has been shown to perform as
well as BERT in many downstream NLP
tasks (Sanh et al., 2019). The model
is fine-tuned in the Ukraine crisis news
dataset. This model is a more robust state of
the art baseline representative of contextual
representation techniques.

It is worth noting that, unlike the
logistic regression model, the transformer-
based model does not rely on manually
designed features or explicit rule-based
systems. Instead, it learns representations
directly from the text, allowing it to capture
complex patterns and dependencies between
words.

3.3.3 Cascade transformer-based
model

The system developed for multi-label
detection of persuasion techniques is based
on a cascade transformer-based model that
incorporates two trained models to carry
out cascading inference (Enomoro and Eda,
2021). This model architecture leverages the
power of transfer learning from pre-trained
transformer models, which have been shown
to outperform traditional machine learning
approaches in natural language processing
tasks.

In this model, we trained two separate
DistilBERT models, which were fine-tuned
on different datasets. The first model was
fine-tuned on the SemEval’23 task 3 dataset,
while the second model was fine-tuned on
the Ukraine crisis news dataset. This was
done to ensure that the models were able to
capture a wide range of language patterns
and persuasion techniques.

The first model is used to identify if
the given text contains any of the media
bias forms identified, including appeal to
authority, appeal to groupthink/popularity,
red herring, and loaded language. If no media
bias form is detected, the prediction is set to
”neutral”. If any media bias form is detected,
the second model is used to generate the final
predictions.

The first model is multilabel, which
means that it can predict multiple persuasion
techniques simultaneously. We have used a
threshold of 0.20 to decide if a persuasion
technique is detected, based on optimization
during the training phase. This means
that if the predicted probability for a given
persuasion technique is greater than or equal

to 0.20, it is considered to be present in the
text.

To identify the most effective threshold
value, we employed the softmax function
within the context of a multilabel
classification problem. This determination
process unfolded in two distinct stages:

1. In the first stage, we conducted a series
of experiments with macro thresholds
spanning from 0.1 to 0.9. By calculating
the F1 score and flat accuracy for
each macro threshold, we were able to
ascertain the best macro threshold—the
threshold that produced the maximum
F1 score.

2. In the following stage, we computed
micro thresholds. These were
determined by augmenting the best
macro threshold value with increments
ranging from 0.01 to 0.09. For each of
these micro thresholds, we calculated
the corresponding F1 score and flat
accuracy.

Ultimately, we selected the threshold that
yielded the highest F1 score as the best
threshold.

Overall, the cascade transformer-based
model we have developed is a robust and
effective approach for multi-label detection
of persuasion techniques. The models were
trained using the Adam optimizer with a
learning rate of 5e-5 and a batch size of
32, which is a commonly used setting in
transformer-based models.

In Figure 1, we provide an overview of the
model architecture and the cascading
inference process, which shows the
complexity of the approach taking advantage
of the persuassion dataset for a preliminary
filtering step. The use of pre-trained
transformer models and cascading inference
represents a state-of-the-art approach to
natural language processing and holds great
promise for future research in this field.

4 Evaluation

In this section, we present the evaluation
of the performance of the three different
approaches for automatic detection of media
bias. We evaluate the three systems on
the Ukraine crisis news dataset, which
contains news articles from various countries,
languages, and media outlets. The dataset
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Figure 1: Cascade transformer-based model overview.

is annotated with three labels: pro-Russian,
pro-Western, and neutral. We randomly
split the dataset into training and testing
sets, where 80% of the dataset was used for
training and the remaining 20% for testing.

Since the dataset also includes
information about which country each
news item is published in, we have used
that information to evaluate our models in
different contexts. The evaluations setup
are the following: (1) models trained and
evaluated with news from multiple countries;
(2) models trained and evaluated with news
from any country except for Ukraine; (3)
models trained and evaluated with news
only from Ukraine; (4) models trained and
evaluated with news from any country except
for Ukraine and evaluated with news from
Ukraine; (5) models trained with news only
from Ukraine and evaluated with news from
any country except for Ukraine.

Also, as we mentioned in the introduction,
we believe that lexical-based models applied
to media bias detection may be good for
detecting word choice/labeling bias, but may
be not enough for detecting other forms of
media bias such as persuasion or rhetoric.
Therefore, in order to determine how specific
terms and phrase may affect the predictions
of the models we have developed a lexicon
of words that induce word choice/labeling
bias in the given context. The idea of
these experiemnts is to measure how models
behaveis when masking and deleting such
words in the texts.

We have used LIME and SHAP
explainability techniques to understand
the impact of specific words on the
models’ decision-making, and used them
to challenging new set-up evaluations. To
do this, we trained the Logistic Regression
model on the Ukraine crisis news dataset,
and applied LIME and SHAP over that
models, creating the mentioned lexicons
so we could mask/remove certain words to
study the behavior of the models.

4.1 Detecting bias by word choice
using explainable AI (XAI)
techniques

In order to study how automatic techniques
detect bias by word choice, we have used
two explainable AI (XAI) techniques, namely
LIME (Ribeiro, Singh, and Guestrin, 2016)
and SHAP (Lundberg and Lee, 2017). These
techniques have been used in combination
to obtain a lexicon of words that influence
the media bias classification models. These
techniques allow us to uncover the patterns
in the model’s predictions and to identify the
words and terms that are most predictive of
bias.

4.1.1 LIME

Local Interpretable Model-Agnostic
Explanations (LIME) algorithms (Ribeiro,
Singh, and Guestrin, 2016) are used to
explain the predictions of a given model.
LIME can be used to find the features (words,
entities, etc.) that are most important in
the model’s predictions and to uncover the
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Figure 2: Example of LIME output.

patterns in the model’s predictions. In
Figure 2 we show an example of a LIME
output. Please note, that terms highlighted
in Figure 2 do not have to be included in our
lexicons.

LIME works by perturbing the input data
(in our case, the article embeddings) and
measuring the resulting change in the model’s
predictions. This allows us to identify the
words and phrases that are most important
for the model’s predictions. For example,
if a certain word or phrase is consistently
associated with a particular class of the
model’s prediction (in our case, bias), then
it is likely to be an important feature for the
model.

4.1.2 SHAP

The SHapley Additive exPlanations (SHAP)
algorithm (Lundberg and Lee, 2017) is
an explainable AI technique that can be
used to explain the predictions of a model.
SHAP assigns each feature a score that
indicates how important it is in the model’s
predictions.

This algorithm works by combining the
features of a given input and measuring the
resulting change in the model’s predictions.
As the LIME technique, we are able of
identify the features that are most important
for the model’s predictions.

4.1.3 Building the word choice
lexicon

Using the scores given by LIME and SHAP
for each feature (word) in the models, we
created three lexicons of words that may

induce word choice/labeling bias for each
given context. In order to mark a word
as a word choice biased one, we have
manually reviewed each word taking into
account the annotation guidelines provided
by (Cremisini, Aguilar, and Finlayson, 2019).

The resultants lexicons includes some of
the following words: separatist, rebel,
independence, supporters, annexed,
protester, trade, demonstrator, activist,
withdrawal, deliveries, opposition, pro,
unsupported, intervention, agreement,
defeat, disruptions, disruption, offensive,
exercises, militant, proclaimed,
humanitarian, conflict, soviet, symbolic,
border, rights, overturned, terrorist,
aggressor, insurgent, freedom, fighter,
proxy, victim, provocation, and evil.

Most of these terms can induce bias
in news outlets by presenting a particular
viewpoint of the conflict as well as creating
a certain narrative of the parties involved.
For example, using the term “separatists”
can imply that the people fighting against
the Ukrainian government are separate from
Ukraine, which could lead to a pro-Russia
narrative. Similarly, using the term “rebels”
can suggest that those fighting against the
Ukrainian government are doing so out of
a desire to overthrow it, potentially leading
to a more pro-Ukraine perspective. Finally,
using the term “terrorists” to describe the
opponents of the Ukrainian government could
lead to a very negative portrayal of those
parties, which could lead to a negative bias
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against them.
Our main hypotheses are that lexical-

based techniques are useful for detecting
word choice/labeling media bias, but they
are not capable of generalizing other forms of
media bias. To evaluate our hypotheses, we
compared the performance of the proposed
models against the whole Ukraine crisis news
dataset, as well as excluding and masking
them making. The way we masked the words
from the lexicon was replacing the words for
the [MASK] token, as it has been done in the
DistilBERT training pipeline.

4.2 Results

In this section, we present the results of our
experiments on media bias detection using
different models and evaluation approaches.
The results are based on the analysis of
various metrics and comparisons between
the models implemented, including logistic
regression and transformer-based models.

Table 1 provides an overview of the
performance of the models. It is evident that
the transformer-based models consistently
outperform the logistic regression models in
terms of bias detection. Specifically, the
DistilBERT fine-tuned model, when trained
and tested with news articles from the
same countries, achieves the best results.
This finding aligns with our expectations
and highlights the effectiveness of fine-
tuned transformer models in capturing bias
patterns within specific contexts.

On the other hand, if we evaluate the
results obtained by testing the models in
contexts other than the training one, the
cascade model obtains much better results.
In the case of the models trained with news
published in Ukraine, and tested with news
from outside Ukraine, this improvement is
6%. In the opposite case (trained with news
published outside Ukraine, and tested with
news published in Ukraine), the improvement
reaches up to 90% (0.18 macro F1-score on
fine-tuned DistilBERT v. 0.33 macro F1-
score on cascade model).

These results confirms that our cascade
model trained with persuasive techniques
greatly improves the results in the evaluation
set-up in which the models are trained
with texts from countries other than
those with which they are tested. As
(Cremisini, Aguilar, and Finlayson, 2019)
suggested, it seems that both words and

contextual representation based models do
not generalize media bias, but rather are
learning local journalistic styles. In that
sense, our cascade model, which is trained
with persuasive techniques, is able to better
detect media bias in different countries.

Also interesting is the comparison of the
models across the different evaluations, whole
dataset vs masked one vs deleted, where we
can see that the Logistic regression model
highly drops in efficiency when removing the
lexicon with biased words, comparing with
the two transformers approaches. When
evaluating the impact of the word choice
lexicon to mask and remove the most
predictive words, we can see that the
performance of the lexical-based model is
worse (around a 10%) when removing the
words from the lexicon, but similar when
masking it. Interestingly, the masked version
did not perform worse than the non-masked
version, which might seem counterintuitive.
We believe that this unexpected finding could
be attributed to the effect of the masking
process. When certain terms are masked,
the model receives a new hint or cue that
indicates the presence of bias. Regarding
the DistilBERT approach and the proposed
cascade approach, it can be seen that the
results of our approach is consistently across
these evaluations in all setup, while the
differences of the DistilBERT highly varies
of the training/test subsets.

Finally, we believe that the proposed
methodology is a promising approach for
detecting media bias. We have demonstrated
that explainable AI techniques can be used
to identify the words and phrases that are
most influential in the model’s predictions,
and that cascade transformer-based models
are capable of detecting more subtle forms
of media bias, such as persuasion or rhetoric,
generalizing the detection of the media bias
and avoiding the words bias problem.

5 Discussion and conclusion

In this paper, we proposed a novel
approach to media bias detection that
focuses on detecting rhetorical linguistic
techniques rather than just analyzing words
or contextual representation. We compared
three different systems based on different
techniques for identifying media bias, and
evaluated them using the Ukraine crisis news
dataset (Cremisini, Aguilar, and Finlayson,
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Models trained and tested with news from all countries. Best results highlighted in bold
Method Train Test Prec. Recall F1

Logistic Regression All All 0.56 0.54 0.56
Fine-tuned DistilBERT All All 0.78 0.77 0.78
Cascade model All All 0.63 0.62 0.63
Logistic Regression w. masked lexicon All All 0.60 0.54 0.56
Fine-tuned DistilBERT w. masked lexicon All All 0.82 0.83 0.82
Cascade model w. masked lexicon All All 0.66 0.62 0.65
Logistic Regression w. deleted lexicon All All 0.51 0.47 0.47
Fine-tuned DistilBERT w. deleted lexicon All All 0.76 0.74 0.75
Cascade model w. deleted lexicon All All 0.61 0.66 0.62

Models trained and tested with news from all countries except for Ukraine:
Method Train Test Prec. Recall F1

Logistic Regression A-U A-U 0.61 0.51 0.54
Fine-tuned DistilBERT A-U A-U 0.63 0.65 0.63
Cascade model A-U A-U 0.49 0.57 0.52
Logistic Regression w. masked lexicon A-U A-U 0.61 0.51 0.53
Fine-tuned DistilBERT w. masked lexicon A-U A-U 0.57 0.65 0.60
Cascade model w. masked lexicon A-U A-U 0.61 0.54 0.55
Logistic Regression w. deleted lexicon A-U A-U 0.53 0.49 0.48
Fine-tuned DistilBERT w. deleted lexicon A-U A-U 0.60 0.61 0.61
Cascade model w. deleted lexicon A-U A-U 0.50 0.53 0.51

Models trained and tested with news from Ukraine:
Method Train Test Prec. Recall F1

Logistic Regression U U 0.75 0.53 0.40
Fine-tuned DistilBERT U U 0.79 0.69 0.67
Cascade model U U 0.57 0.52 0.53
Logistic Regression w. masked lexicon U U 0.74 0.54 0.39
Fine-tuned DistilBERT w. masked lexicon U U 0.77 0.66 0.65
Cascade model w. masked lexicon U U 0.61 0.57 0.58
Logistic Regression w. deleted lexicon U U 0.63 0.47 0.34
Fine-tuned DistilBERT w. deleted lexicon U U 0.63 0.61 0.59
Cascade model w. deleted lexicon U U 0.51 0.52 0.51

Models trained with news from all countries except for Ukraine and tested with news from Ukraine:
Method Train Test Prec. Recall F1

Logistic Regression A-U U 0.27 0.02 0.04
Fine-tuned DistilBERT A-U U 0.21 0.17 0.18
Cascade model A-U U 0.42 0.28 0.33
Logistic Regression w. masked lexicon A-U U 0.26 0.02 0.05
Fine-tuned DistilBERT w. masked lexicon A-U U 0.16 0.15 0.15
Cascade model w. masked lexicon A-U U 0.36 0.27 0.32
Logistic Regression w. deleted lexicon A-U U 0.24 0.03 0.05
Fine-tuned DistilBERT w. deleted lexicon A-U U 0.20 0.19 0.19
Cascade model w. deleted lexicon A-U U 0.37 0.25 0.33

Models trained with news from Ukraine and tested with news from all countries except for Ukraine:
Method Train Test Prec. Recall F1

Logistic Regression U A-U 0.27 0.40 0.20
Fine-tuned DistilBERT U A-U 0.34 0.37 0.37
Cascade model U A-U 0.42 0.51 0.39
Logistic Regression w. masked lexicon U A-U 0.24 0.41 0.21
Fine-tuned DistilBERT w. masked lexicon U A-U 0.35 0.37 0.36
Cascade model w. masked lexicon U A-U 0.39 0.48 0.36
Logistic Regression w. deleted lexicon U A-U 0.23 0.36 0.17
Fine-tuned DistilBERT w. deleted lexicon U A-U 0.32 0.31 0.32
Cascade model w. deleted lexicon U A-U 0.36 0.35 0.37

Table 1: Model performance, measured in macro precision, macro recall, and macro F1 score,
evaluated depending on training and testing subsets. The best results are highlighted in bold.
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2019). The results showed that the
proposed cascade system, which was capable
of detecting subtle linguistic patterns and
techniques, outperformed the other two
approaches in terms of identifying media
bias in the Ukraine crisis news dataset when
training and testing the model with news
from different countries.

Our results also indicate that classical
lexical-based techniques are useful for
detecting word choice/labeling media bias,
but they are not as capable of generalizing
other forms of media bias as models
based on transformers. Furthermore,
introducing methods that detect specific
forms of bias improves even more state
of the art performance models. This is
an important finding, as it suggests that
lexical-based models may not be suitable for
detecting subtle forms of media bias, such
as persuasion or rhetoric. It is therefore
important to develop more sophisticated
models that are capable of detecting more
subtle forms of media bias.

Our proposed methodology is a promising
approach for detecting media bias. Also,
using the explainable AI techniques used to
obtain the lexicon have allowed us to uncover
the patterns in the model’s predictions
and to identify the words and terms that
are most predictive of bias in this given
context, helping us in the evaluation process.
In addition, the cascade transformer-based
model has allowed us to detect specific forms
of media bias, such as appeal to authority,
appeal to groupthink/popularity, red herring,
and loaded language.

In conclusion, our experiments show that
cascade transformer-based models are better
suited for detecting media bias than lexical-
based models. Additionally, our experiments
suggest that these models are better able
to detect more subtle forms of bias, such
as persuasion or rhetoric. We believe our
approach holds promise for detecting media
bias in different contexts, and could be
further improved and adapted to detect other
types of bias.

In future work, we plan to extend our
methodology to other domains and contexts,
as well as to explore how our approach
can be applied to media bias detection in
other languages. In addition, we plan to
further improve the models by introducing
additional bias lexicons and incorporating

additional explanatory AI techniques, such as
counterfactual explanation (Hsieh, Moreira,
and Ouyang, 2021).

Furthermore, we recognize the importance
of considering media bias detection in
different languages. Language-specific
nuances and cultural contexts play a
significant role in shaping bias, and studying
media bias detection in other languages will
help broaden the applicability and impact of
our research. By incorporating multilingual
datasets and language-specific models, we
can capture and analyze bias patterns unique
to different linguistic contexts.

We will also expand the application of
our methodology to other domains, such
as social media content analysis, political
speech analysis, and more. We aim
to investigate media bias detection in
different languages to make our approach
more universally applicable. This would
involve incorporating additional bias lexicons
such as the Hyperpartisan news detection
(Kiesel et al., 2019) from SemEval 2019,
and conducting multilingual media bias
analysis, with the intent of identifying and
understanding regional and cultural nuances
in media bias.

To ensure the transparency and
interpretability of our models, we also
intend to leverage advanced explanatory AI
techniques like counterfactual explanation
(Hsieh, Moreira, and Ouyang, 2021). This
will provide insights into the decision-making
process of the models and will help users
understand why a particular piece of content
was flagged as biased.

Through these ongoing efforts, we aim to
advance the field of media bias detection,
contribute to more comprehensive and
interpretable models, and provide resources
that promote media literacy and critical
thinking.
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DIAGNÓSTICO: Midiendo y cuantificando
el sesgo y la justicia en sistemas de PLN
(PID2021-124361OB-C32). This work
has been also funded by the Ministry
of Universities and the European Union
through the EuropeaNextGenerationUE
funds and the ”Plan de Recuperación,

Francisco-Javier Rodrigo-Ginés, Jorge Carrillo-de-Albornoz, Laura Plaza

188



Transformación y Resiliencia”.
Also, we would like to thank Andres

Cremisini, Daniela Aguilar, and Mark A.
Finlayson for providing the media bias
detection dataset.

References

Aggarwal, S., T. Sinha, Y. Kukreti, and
S. Shikhar. 2020. Media bias detection
and bias short term impact assessment.
Array, 6:100025.

Aires, V. P., J. Freire, and A. S. da Silva.
2020. An information theory approach to
detect media bias in news websites.

Baly, R., G. D. S. Martino, J. Glass, and
P. Nakov. 2020. We can detect your bias:
Predicting the political ideology of news
articles. arXiv preprint arXiv:2010.05338.

Chen, W.-F., K. Al-Khatib, B. Stein, and
H. Wachsmuth. 2020. Detecting media
bias in news articles using gaussian
bias distributions. arXiv preprint
arXiv:2010.10649.

Cremisini, A., D. Aguilar, and M. A.
Finlayson. 2019. A challenging
dataset for bias detection: the case of
the crisis in the ukraine. In Social,
Cultural, and Behavioral Modeling: 12th
International Conference, SBP-BRiMS
2019, Washington, DC, USA, July 9–
12, 2019, Proceedings 12, pages 173–183.
Springer.

Enomoro, S. and T. Eda. 2021. Learning
to cascade: Confidence calibration
for improving the accuracy and
computational cost of cascade inference
systems. In Proceedings of the AAAI
Conference on Artificial Intelligence,
volume 35, pages 7331–7339.

Hsieh, C., C. Moreira, and C. Ouyang. 2021.
Dice4el: interpreting process predictions
using a milestone-aware counterfactual
approach. In 2021 3rd International
Conference on Process Mining (ICPM),
pages 88–95. IEEE.

Hube, C. and B. Fetahu. 2018. Detecting
biased statements in wikipedia. In
Companion proceedings of the the web
conference 2018, pages 1779–1786.

Kiesel, J., M. Mestre, R. Shukla, E. Vincent,
P. Adineh, D. Corney, B. Stein, and

M. Potthast. 2019. SemEval-2019
task 4: Hyperpartisan news detection.
In Proceedings of the 13th International
Workshop on Semantic Evaluation, pages
829–839, Minneapolis, Minnesota, USA,
June. Association for Computational
Linguistics.

Lazaridou, K. and R. Krestel. 2016.
Identifying political bias in news articles.
Bulletin of the IEEE TCDL, 12.

Lin, Y.-R., J. Bagrow, and D. Lazer. 2011.
More voices than ever? quantifying media
bias in networks. In Proceedings of the
International AAAI Conference on Web
and Social Media, volume 5, pages 193–
200.

Lundberg, S. M. and S.-I. Lee. 2017.
A unified approach to interpreting
model predictions. Advances in neural
information processing systems, 30.

Ogawa, T., Q. Ma, and M. Yoshikawa.
2011. News bias analysis based on
stakeholder mining. IEICE transactions
on information and systems, 94(3):578–
586.

Patricia Aires, V., F. G. Nakamura, and
E. F. Nakamura. 2019. A link-based
approach to detect media bias in news
websites. In Companion Proceedings of
The 2019 World Wide Web Conference,
pages 742–745.

Piskorski, J., N. Stefanovitch,
G. Da San Martino, and P. Nakov.
2023. Semeval-2023 task 3: Detecting the
category, the framing, and the persuasion
techniques in online news in a multi-
lingual setup. In Proceedings of the 17th
International Workshop on Semantic
Evaluation, SemEval 2023, Toronto,
Canada, July.

Rashkin, H., E. Choi, J. Y. Jang, S. Volkova,
and Y. Choi. 2017. Truth of varying
shades: Analyzing language in fake news
and political fact-checking. In Proceedings
of the 2017 conference on empirical
methods in natural language processing,
pages 2931–2937.

Ribeiro, M. T., S. Singh, and C. Guestrin.
2016. ” why should i trust you?”
explaining the predictions of any classifier.
In Proceedings of the 22nd ACM SIGKDD
international conference on knowledge

Identifying Media Bias beyond Words: Using Automatic Identification of Persuasive Techniques for Media Bias Detection

189



discovery and data mining, pages 1135–
1144.

Sanh, V., L. Debut, J. Chaumond, and
T. Wolf. 2019. Distilbert, a distilled
version of bert: smaller, faster,
cheaper and lighter. arXiv preprint
arXiv:1910.01108.

Wolf, T., L. Debut, V. Sanh, J. Chaumond,
C. Delangue, A. Moi, P. Cistac, T. Rault,
R. Louf, M. Funtowicz, J. Davison,
S. Shleifer, P. von Platen, C. Ma,
Y. Jernite, J. Plu, C. Xu, T. Le Scao,
S. Gugger, M. Drame, Q. Lhoest, and
A. Rush. 2020. Transformers: State-of-
the-art natural language processing. In
Proceedings of the 2020 Conference on
Empirical Methods in Natural Language
Processing: System Demonstrations,
pages 38–45, Online, October. Association
for Computational Linguistics.

Francisco-Javier Rodrigo-Ginés, Jorge Carrillo-de-Albornoz, Laura Plaza

190



Automatic Easy-to-Read Translation of
Morphological Structures in Spanish Texts
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Abstract: The Easy-to-Read (E2R) Methodology was created to improve the daily
life of people with cognitive disabilities. This methodology aims to present clear and
easily understood documents by means of providing a set of guidelines related to the
writing and layout of texts. Some of these guidelines focus on morphological aspects
that may cause difficulties in reading comprehension. Examples of those guidelines
are: (a) to avoid the use of adverbs ending in -mente (-ly in English), and (b) to avoid
the use of superlative forms. Currently, the E2R guidelines are applied manually to
create easy-to-read text materials. To help in such a manual process, our research
line is focused on applying the E2R Methodology in an automatic fashion to improve
cognitive accessibility. Specifically, in this paper we present (a) the inclusive design
approach for the development of E2R translation methods for avoiding both adverbs
ending in -mente and superlative forms, and (b) the initial rule-based methods for
adapting those linguistic structures into an Easy-to-Read form.
Keywords: Easy-to-Read, Cognitive Accessibility, Automatic Translation.

Resumen: La Metodoloǵıa de Lectura Fácil (LF) tiene como objetivo presentar
documentos claros y de fácil comprensión para personas con discapacidad cognitiva.
Para ello, incluye una serie de pautas relacionadas con la redacción y disposición
de textos. Algunas de estas pautas se centran en aspectos morfológicos que pueden
causar dificultades en la comprensión lectora, como (a) evitar el uso de adverbios
en -mente y (b) evitar el uso de formas superlativas. Las pautas de LF se aplican
manualmente, por lo que, para ayudar en este proceso, nuestra ĺınea de investigación
se centra en aplicar la Metodoloǵıa de LF de forma automática con el fin de mejorar
la accesibilidad cognitiva en textos en español. Aśı, en este trabajo presentamos
(a) un enfoque de diseño inclusivo en el desarrollo de métodos de adaptación de LF
para evitar adverbios en -mente y superlativos, y (b) dos métodos iniciales basados
en reglas para adaptar dichas estructuras lingǘısticas a versiones en lectura fácil.
Palabras clave: Lectura fácil, Accesibilidad cognitiva, Traducción automática.

1 Introduction

The Easy-to-Read (E2R) Methodology (In-
clusion Europe, 2009; AENOR, 2018; No-
mura et al., 2010) was created to improve
the daily life of people with cognitive dis-
abilities and different sectors of the popula-
tion who present some difficulties related to
reading comprehension processes. The goal
of this methodology is to present clear and
easily understood by providing a collection

of guidelines on both the content and the de-
sign and layout of written materials, as, for
instance, to use short and simple sentences,
to avoid the use of long words, or to divide
ideas into paragraphs. At the present time,
the E2R methodology is applied in a man-
ual fashion in the processes of (a) adapting
existing documents and (b) producing new
materials. The manual adaptation of doc-
uments is an iterative process and involves
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three key activities: E2R analysis, E2R adap-
tation and E2R validation. This manual pro-
cess is labour-intensive, so it would benefit
from having support applications.

In this context, this paper presents our ef-
forts for the (semi)-automatic identification
and adaptation of two specific E2R guide-
lines that affect the writing of texts: (a) to
avoid the use of adverbs ending in -mente (-
ly in English) and (b) to avoid the use of the
superlative form of adjectives and adverbs.
These two guidelines are considered useful for
the daily work of E2R experts by one in ev-
ery four experts as reported in our previous
research (Suárez-Figueroa et al., 2022).

In linguistic terms, these two structures
are the result of the so-called process of word
formation. Among other word classes, this
process gives rise to derived words, those
formed from another word by the addition
of morphemes (e.g. teach: teacher). Both
the adverbs ending in -mente and the su-
perlatives are examples of derived words, as
they are made up of a base attached to a
morpheme (i.e. a suffix). It is important to
point out that poor comprehenders’ difficul-
ties have to do with derivational morphology,
since the process of derivation can change the
word class of the base (for instance, from an
adjective to an adverb, e.g. correcta (‘cor-
rect’): correctamente (‘correctly’)) (Spencer
et al., 2015). Therefore, these structures are
normally long words and can clutter the text
if used too often, since the more stimuli a
text contains, the more cognitive processing
the reader requires in the reading comprehen-
sion task (Difalcis, Ferreres, and Abusamra,
2020). Further along this line, the reduction
of morphological complexity of these struc-
tures is related to another E2R guideline that
recommends to avoid the use of long words,
as they negatively affect language compre-
hension (Barton et al., 2014).

To improve the E2R adaptation process,
tools and applications could be developed. In
this regard, research work on an automatic
E2R analysis for Spanish is quite scarce.
We can only mention an E2R conformance
checker called Easy-to-Read Advisor (Suárez-
Figueroa et al., 2020). Regarding E2R trans-
formations for Spanish texts in an automatic
way, it is worth mentioning Simplext (Sag-
gion et al., 2015), LexSIS (Bott et al., 2012),
DysWebxia (Rello, Baeza-Yates, and Sag-
gion, 2013), and easier (Moreno, Alarcon,

and Mart́ınez, 2020), which are based on sim-
plification techniques. However, none of the
aforementioned works specifically addresses
the E2R adaptation of either adverbs ending
in -mente nor superlative forms.

To cover this gap, we pose the following
research question: “Is it possible to develop
an automatic method for adapting sentences
written in Spanish that include both adverbs
in -mente (-ly in English) and superlative
forms into a simpler version, that is, an E2R
version?” To answer our research question,
we decided to follow an inclusive design ap-
proach. This means that first we conducted
a user study to involve people with cogni-
tive disabilities in the activity of selecting
the best proposal for paraphrasing sentences
with such linguistic constructions (adverbs in
-mente and superlatives). Based on these re-
sults, we have created rule-based methods for
identifying and adapting these types of mor-
phological structures to the E2R Methodol-
ogy and implemented a pair of proofs of con-
cept based on such methods. Since most
of E2R experts prefer an application provid-
ing suggestions of E2R adaptations (Suárez-
Figueroa et al., 2022), when possible we cre-
ate our methods based on different possi-
ble E2R adaptations. The E2R adaptation
made by our method can be considered an
intralinguistic automatic translation for the
specific purpose of having sentences in an
E2R version. However, we decided to use the
word adaptation along the paper since this is
the most appropriate terminology in the E2R
area.

The rest of the paper is organised as fol-
lows: Section 2 is devoted to the state of the
art on (a) the linguistic features of both ad-
verbs in -mente and superlatives in Spanish,
and (b) the automatic approaches for identi-
fying and adapting these structures. In Sec-
tion 3 we explain the user study we conducted
with the aim of selecting the best proposal
for paraphrasing sentences with adverbs end-
ing in -mente and/or superlatives. Section
4 presents our first attempts of methods for
adapting both structures to the E2RMethod-
ology as well as the first versions of proofs
of concept for those methods. Finally, we
present conclusions and future work.

2 State of the Art

As mentioned in Section 1, in this work
we concentrate our efforts on developing
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initial methods (a) to automatically detect
morphologically-derived structures such as
adverbs ending in -mente and superlative
forms in Spanish, and (b) to adapt them
into easy-to-read versions, in the light of the
guidelines provided by the E2R Methodol-
ogy (AENOR, 2018). Thus, this section is
devoted to (a) highlight some notes on both
linguistic structures to better understand the
problematic they pose, and (b) summarize
the automatic approaches on the identifica-
tion and adaptation of such structures.

2.1 Linguistic Features of Adverbs
Ending in -mente

Adverbs ending in -mente belong to the so-
called adverbs of manner. Formally, they
are composed of feminine and singular adjec-
tives (lenta: lentamente, ‘slow: slowly’), or
of single-ending adjectives (feliz : felizmente,
‘happy: happily’).

These adverbs conform a paradox, not al-
ways noticed in classical grammatical studies,
but recognised directly or indirectly in mod-
ern ones (RAE, 2009). Such a paradox is a
consequence of the fact that the noun manera
(‘manner’) acquire a very abstract meaning
in the paraphrase “de manera + adjective”.
Hence, when we say Los votantes acudieron
masivamente a las urnas1, we literally ex-
press a certain ‘manera de acudir’ (‘manner
of attendance’), but, at the same time, it is
not evident that the property of ‘ser masivo’
(‘to be massive’) can express any manner it-
self (RAE, 2009). As an indirect consequence
of this paradox, the classification of adverbs
of manner depends on the meaning of the ad-
jectives from which they derive, as well as on
the syntactic segment they modify.

Thus, since there are numerous classifica-
tions of adverbs and some overlap with oth-
ers, in accordance with the Spanish Royal
Academy (RAE, 2009), we distinguish among
the following types of adverbs in -mente:
(a) Subject-oriented adverbs, which re-
fer to a certain property of an action, but
also of the person or thing designated in the
concrete situation being described. Some
examples of these adverbs are the follow-
ing2: deliberadamente, descuidadamente, or
(in)conscientemente. Moreover, (b) Object-
oriented adverbs indicate the way in which
the action affects the complement of some

1Tr.: Voters went massively to the polls.
2Tr.: deliberately, negligently, (un)consciously.

predicate. For instance, in Cortó el pastel
profundamente3, the adverb profundamente
(‘deeply’) conveys indeed a way of slicing, but
it mainly reports a certain change of state in
the object which receives the cut, and not
a situation of the subject who caused the
deep cut. Following, (c) Action-oriented
adverbs refer to certain obstacles that the
action has to overcome, or to other circum-
stances that intrinsically characterise the ac-
tion (e.g. arduamente, dificultosamente, do-
lorosamente, or fácilmente4). Finally, (d)
Adverbs of point of view or relational
adverbs are derived from relational adjec-
tives. Since such adjectives establish a con-
nection with a certain field or domain repre-
sented by the modified noun instead of denot-
ing a property or quality, relational adverbs
are hardly commutable by the paraphrase
“de manera/forma + adjective”. For in-
stance, in Tomaron decisiones poĺıticamente
justificadas5 the adverb poĺıticamente (‘po-
litically’) does not manifest the manner in
which the action is performed.

2.2 Automatic Approaches for the
Identification and Adaptation
of Adverbs Ending in -mente

In Spanish the attempts on identifying
and/or transforming this type of adverbs are
way scarce. The automatic identification has
been covered in some studies dealing with ad-
verbs in general (Rodrigo, 2011); however, in
the case of transformation, the way forward
is still open. In contrast, in other languages
such as French (Tolone and Voyatzi, 2011)
or Portuguese (Baptista, 2018), progress has
been made along this way. On the one hand,
the main goal of Tolone and Voyatzi (2011)
is to extend the adverbial entries of LGLex,
a Natural Language Processing (NLP) ori-
ented syntactic resource for French. To do
that, they first identify the adverbs ending
in -mente, and then, for each type of ad-
verb, they include the different paraphrasing
alternatives in the lexical tables of LGLex.
On the other hand, Baptista (2018) aimed to
provide a comprehensive set of paraphrasing
strategies, which can be used in several nat-
ural language applications, such as text sim-
plification or even machine translation. In
this case, an annotated corpus was used to

3Tr.: He sliced the cake deeply.
4Tr.: arduously, difficultly, painfully, easily.
5Tr.: They made politically justified decisions.
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propose different paraphrases for each type
of adverb, taking into account the lexical-
semantic information. Then, they formalised
such paraphrases through a finite state au-
tomata to transform the equivalent adverb.

2.3 Some Notes on Superlative
Structures

Superlative is understood as the ponderation
in maximum or minimum degree of quan-
tity or quality (Olmos, 2001). The superla-
tive degree can be denoted by grammatical
categories such as adjectives and adverbs.
The expression of the superlative can be
performed by means of numerous formulas
(Calvo, 1984): (a)Morphemic expression,
also called synthetic form, which is expressed
through the process of affixation on adjective
and adverbial bases, i.e. the use of prefixes
such as “super- + base” (e.g. supergrande
(‘superlarge’) and suffixes such as “base +
-́ısimo/a6 or -érrimo/a7” (e.g. grand́ısimo
(‘mighty’) or libérrimo (‘very free’)). An-
other formula is the so-called (b) Lexical
expression. In that case, the expression
of the superlative occurs when a word car-
ries itself the feature ‘superlative’, such as
some quantifier adverbs (e.g. demasiado
(‘too much’)), absolute adjectives (e.g. ex-
celente (‘excellent’)), or adverbs ending in -
mente, e.g. completamente (‘completely’)).
For its part, the (c) Syntagmatic expres-
sion, also called analytic form, it is denoted
by the adverb mark muy (‘very’) preceding
an adjective or adverb (e.g. muy triste (‘very
sad’)). Such a formula is the most common in
Spanish (Olmos, 2001). Finally, superlative
structures can be made up by some expres-
sions as un montón, miles de, una barbari-
dad (all of them mean ‘a lot’ and belong to
a colloquial register of language), called (d)
Locutions or superlative expressions.

Since the superlative structure affects the
degree of the word it quantifies, it can only
occur with words that are susceptible to gra-
dation, which means that it must be possible
to place them on a scale of comparison, at
a position higher or lower than the one indi-
cated by the adjective or adverb alone. In the

6The suffixes -́ısimo and -érrimo refer to the mas-
culine gender, while -́ısima and -érrima to the femi-
nine gender. (Henceforth, we will use the slash sym-
bol (/) to include both genders (e.g. -́ısimo/a)).

7Both suffixes express the same superlative fea-
ture. However, superlatives ending in -́ısimo/a are
widespread used in comparison to those in -érrimo/a.

case of adjectives, most of the so-called qual-
ifying adjectives accept gradation, with some
exceptions such as the adjectives of extreme
degree (also called elatives) which correspond
to the aforementioned lexical expression of
superlative, since they express themselves the
maximum degree of gradation, so they do not
admit any type of affixation (e.g. fabuloso:
*fabulośısimo; enorme: *enormı́simo8). Due
to their affective connotations, adjectives de-
rived through this suffix (in this case we only
refer to the form -́ısimo/a) are very rare in
scientific and technical language, but very
frequent in colloquial language (RAE, 2009).

At last but not least, following Olmos
(2001) the morphemic expression using the
suffixes -́ısimo/a and -érrimo/a represent an
exceptional paradigm in the word derivation
process, due to the excessive length of the
result (the suffixes add three syllables to
the base) and the resulting proparoxytone9

schema of the superlative, which is not com-
mon in the Spanish phonetics and can be a
hard-to-pronounce word.

2.4 Automatic Approaches
Addressing Superlatives

Although superlative forms received consid-
erable attention in formal linguistics (Bos
and Nissim, 2006), this interest is not mir-
rored in computational linguistics and NLP.
For such a reason, the study carried out by
Bos and Nissim (2006) is seen as the first
automated approach to the interpretation of
superlatives for open-domain texts in En-
glish. In such a work, they present a cor-
pus annotated for superlatives and propose
an interpretation algorithm that uses a wide-
coverage parser. The system they imple-
mented is able to recognise a superlative ex-
pression and its comparison set.

In addition, Jindal and Liu (2006) studied
the identification of superlatives in the frame-
work of identifying comparative sentences in
evaluative texts, and extracting comparative
relations from them. To achieve such aims,

8In the colloquial register it is common to use the
suffix -́ısimo/a in elative adjectives to focus on the
meaning of the adjective, so we can find this type
of structures in spoken language, even though they
are non-normative. (Henceforth, the asterisk symbol
(*) will be used to indicate ungrammatical or non-
normative structures).

9Linguistic term for a word with stress on the an-
tepenultimate (third last) syllable such as the words
in English cinema and operational.
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they proposed two techniques to perform the
tasks, based on class sequential rules and la-
bel sequential rules. Furthermore, it is worth
mentioning the work led by Scheible (2007),
who proposed a computational treatment of
superlatives aimed to automatically extract
useful information from superlatives occur-
ring in free text. Further on, the author ex-
tended this work (Scheible, 2009).

In the case of Spanish language, to the
best of our knowledge, there are no automatic
approaches on the treatment of superlatives
both in identification and/or transformation
into simpler paraphrases.

3 E2R Adaptation Design via a
User Study

As mentioned in Section 1, we decided to
apply an inclusive design approach including
people with cognitive disabilities in the team
in charge of designing the most appropriate
E2R adaptation for both adverbs ending in
-mente and morphemic superlatives. For this
purpose, we developed a pair of question-
naires written in Spanish and implemented
as a Google Form10. The main goal of these
questionnaires is to gather opinions of peo-
ple with cognitive impairments on the use of
adverbs ending in -mente and superlatives.
Such questionnaires were launched in Febru-
ary 2022 through mailing lists of autonomic
federations and associations of people with
cognitive impairments in Spain.

3.1 User Study Design

Both questionnaires are divided into two
main parts: (1) a section that includes single-
answer multiple choice questions to capture
data about which linguistic structures (ad-
verb paraphrasing formulas in the case of ad-
verbs ending in -mente and superlative forms
in the other case) are easier or better under-
stood; and (2) a part with questions related
to the participants’ demographics, knowl-
edge, background, and experience. In the
first part of the questionnaires, questions11

are of two different types. Such types of ques-
tions were validated by an E2R expert in a
pilot survey before the user study begins. On
the one hand, the questionnaire poses ques-
tions where the participant has to choose an

10Both questionnaires in PDF format are available
at https://doi.org/10.5281/zenodo.7990932.

11See Annex A for examples of questions posed in
the questionnaires.

answer. In this case, participants are asked
about their preferences or about the simplest
answer. The possible answers to those ques-
tions consist of (a) sentences including origi-
nal linguistic structures (i.e. adverbs ending
in -mente or a morphemic superlative form
that used a suffix (e.g. -́ısimo/a)) and (b)
one or more sentences that are the result
of adapting the original linguistic structures
with an E2R approach in mind, that is, try-
ing to find a synonym formula which is eas-
ier to understand. On the other hand, we
can find questions where participants have
to complete a sentence by selecting one of the
possible answers. The set of answers includes
the original linguistic structure and one or
more synonym formulas.

The collection of original sentences used
in the questionnaire was built using two oral
corpus: COSER12 and C-Or-DiAL13. Syn-
onym formulas were manually built by con-
sulting several dictionaries such as WordRef-
erence14 and Reverso15. A linguistic expert
validated the collection of synonym formulas.

In the case of the questionnaire involv-
ing adverbs ending in -mente, the first part
is composed of 16 questions of which four
include sentences with subject-oriented ad-
verbs, six include sentences with action-
oriented adverbs, and six include sentences
with adverbs of point of view or relational
adverbs, based on the classification presented
in Section 2.1. While in the case of the ques-
tionnaire about superlatives, the first part
is composed of 11 questions including mor-
phemic superlative expressions (see Section
2.3). Out of these questions, nine contain
sentences with superlative adjectives and two
with superlative adverbs.

3.2 Participants in User Studies

On the one hand, for the survey on adverbs
in -mente, 139 people responded the ques-
tionnaire (72 male, 60 female, and seven
participants who preferred not to provide
gender information). The participants in-
clude representatives from five different au-
tonomous communities in Spain: Andalusia
(73), Madrid (32), the Community of Valen-
cia (31), one participant from Galicia and an-

12https://hispanismo.cervantes.es/recursos/
coser-corpus-oral-sonoro-del-espanol-rural

13http://lablita.it/app/cordial/corpus.php
14https://www.wordreference.com/
15https://synonyms.reverso.net/sinonimo/
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other one from Catalonia. Most of the par-
ticipants (51.1%) had a medium level16 of
reading comprehension, whereas 35.3% had a
high level, 0.7% a medium-high level, 5.8% a
low level, 4.3% of the participants declined to
provide their level, while 2.9% did not know
about it. Regarding the age range, half of the
participants ranged from 31 to 45 years old,
25.9% from 18 to 30, 18.7% were from 46 to
60, two participants were over 60 years old,
and 3.6% of the participants declined to pro-
vide their age. With respect to their impair-
ments, most of the participants (80.3%) had
an intellectual disability, followed by those
(8%) who had intellectual and physical dis-
abilities. On the most frequent occupation of
the participants, from the 139 participants,
68 were users of occupational centres, 10 were
public examination candidates, 7 were unem-
ployed, while 7 were E2R validators.

On the other hand, 121 participants (62
male, 54 female, and 5 participants who pre-
ferred not to provide gender information)
took part in the survey on superlative forms.
In this case, these participants came from
seven different autonomous communities in
Spain: Andalusia (68), the Community of
Valencia (29), Madrid (20), one participant
from Galicia, one from Catalonia, one from
the Community of Castilla y León, and an-
other one from Extremadura. Most of the
participants (80.2%) answered the question-
naire alone, while the rest needed the sup-
port of another person. On the occupation
of the participants, 58.7% were occupational
center users. With respect to participant’s
level of reading comprehension, 48.8% had
a medium level of reading comprehension,
while 0.8% had a very high lever, 34.7% had a
high level, 0.8% a medium-high level, 9.9% a
low level, 1.7% of the participants declined to
provide their level, while 0.8% did not know
about their level and 2.5% did not know how
to read. On the age range, around half of
the participants (52.1%) ranged from 31 to
45 years old, 21.5% from 18 to 30, 20.7%
were from 46 to 60, 2.5% were over 60 years
old, 2.5% of the participants declined to pro-
vide their age and 0.8 provides a non-valid
age. With respect to their impairments, most
of the participants (86%) had an intellectual
disability, followed by those (6.6%) who had
intellectual and physical disabilities.

16The level of comprehension is based on a self-
assessment question.

3.3 User Study Outcomes: E2R
Adaptation Proposals

Findings indicate that, overall, participants
consider simpler those sentences that have
been manually simplified during the creation
of the sentence collection by means of sub-
stituting the original linguistic structure (ad-
verbs ending in -mente and superlatives) by
other synonym formulas. In the question-
naire on adverbs ending in -mente, only in 3
out of 16 questions the preferred option was
the one with the adverb ending in -mente.
While in the case of questionnaire involv-
ing superlatives, in the 11 questions the pre-
ferred option was the one with a synonym
paraphrasing of the original superlative form.
The detail analysis of the data gathered17 is
provided in Sections 3.3.1 and 3.3.2 for the
case of adverbs ending in -mente and the case
of superlatives, respectively.

3.3.1 Case 1: Adverbs ending in
-mente

The situation in which the preferred op-
tion was the original sentence with an ad-
verb ending in -mente includes, in particu-
lar, the following adverbs directamente (‘di-
rectly’), normalmente (‘normally’) and se-
riamente (‘seriously’). Our first hypothesis
for explaining this outcome was that these
three words would be very frequent in Span-
ish. In order to confirm such an hypothe-
sis we analyzed the frequencies of these three
adverbs in the list of most frequent words
in CORPES (Corpus del Español del Siglo
XXI)18. However, these adverbs were not in
the top of frequencies; indeed, other adverbs
in our questionnaire have highest frequen-
cies (e.g. actualmente (‘currently’) and sola-
mente (‘only’)). Nevertheless, in very broad
terms, we could interpret this situation from
a morphological point of view, since those
three preferred adverbs (directamente (‘di-
rectly’), normalmente (‘normally’) and seri-
amente (‘seriously’)) belong to the group of
relational adverbs, and thus they are made up
by relational adjectives, as we mentioned in
Section 2.1. This type of adjectives do not ex-
press a single property or quality of the noun
they accompany, but denote a set of proper-
ties and link them to those of the modified
noun, thus they establish different types of

17Data in CSV files are available at
https://doi.org/10.5281/zenodo.7990932.

18https://www.rae.es/banco-de-datos/corpes-xxi
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more complex semantic relations (Demonte,
1999). In addition, the constituent -mente
neither alters the semantics of the adjective
nor changes its category, hence the adjective
still exhibits all the formal properties that
it exhibited as an independent adjective (Al-
faro, 2007). This means that, for example,
in the paraphrase “de manera + adjective”
the adjectives seria, normal and directa do
not qualify the property of the noun man-
era, but express a set of properties that affect
the whole sentence. For such a reason, the
commutation of those three adverbs (direc-
tamente, normalmente and seriamente) by
the paraphrase “de manera + relational ad-
jective” may seem unusual for persons with
reading comprehension difficulties.

A more in depth analysis19 of the survey
data reveals that participants’ preferred se-
lections can be classified into the following
scenarios:
Scenario A. Sentences that are adapted
by using the pattern “de forma + adjec-
tive”, e.g. original sentence: El problema
de las humedades hay que analizarlo seri-
amente20; adapted sentence: El problema de
las humedades hay que analizarlo de forma
seria21. Two responses fall into this category.
Scenario B. Sentences that are adapted by
replacing the adverb ending in -mente by
synonym paraphrasing structure, e.g. origi-
nal sentence: Pau Gasol es conocido interna-
cionalmente22; adapted sentence: Pau Gasol
es conocido en todo el mundo23. Six survey
responses fall into this grouping.
Scenario C. Sentences that are adapted
by eliminating the adverb ending in -mente,
e.g. original sentence: Maŕıa asiste a clase
de español solamente un d́ıa por semana24;
adapted sentence: Maŕıa asiste a clase de
español Ø un d́ıa por semana25. Two sur-
vey responses fall into this category.
Scenario D. Sentences that are adapted by
replacing the adverb ending in -mente by a
synonym word, e.g. original sentence: Ac-

19The aggregation of ratings was performed man-
ually grouping the different percentages of response
types (no statistical analysis tool was used).

20Tr.: The problem of dampness needs to be seri-
ously considered.

21Tr.: The problem of dampness needs to be consid-
ered in a serious way.

22Tr.: Pau Gasol is internationally known.
23Tr.: Pau Gasol is known all over the world.
24Tr.: Maŕıa attends classes only one day a week.
25Tr.: Maŕıa attends classes one day a week.

tualmente, la plaza mayor de mi pueblo es
más pequeña que antes.26; adapted sentence:
Ahora la plaza mayor de mi pueblo es más
pequeña que antes.27. Three survey responses
fall into this group. In this case, it is worth
mentioning that the sentence with the adverb
ending in -mente was the third preferred op-
tion in all the questions. In addition, in Ques-
tion 6 the first preferred sentences were those
that have the same direct synonym but in a
different position in the sentence.

Figure 1 in Annex B shows, as an illus-
tration, which percentage of participants se-
lected the most preferred option and what
percentage the sentence with adverb ending
in -mente in the four identified scenarios. As
we can see in the figure, there is a clear differ-
ence between the percentage of participants
who selected the most preferred option and
those who selected the sentence with the ad-
verb in -mente. In fact, the percentages for
the most preferred options are in almost all
cases more than double the percentages for
the sentences with adverbs in -mente.

3.3.2 Case 2: Superlatives

A deeper analysis of the survey data reveals
that participants’ preferred selections can be
classified into the following scenarios:
Scenario A. Sentences that are adapted by
directly using the original adjective or ad-
verb, without including any mark for its gra-
dation, e.g. the original sentence: Hab́ıa
much́ısimos alumnos en la clase del profesor
Mart́ın28 and the preferred adapted sentence:
Hab́ıa muchos alumnos en la clase del profe-
sor Mart́ın29. Five survey responses fall into
this category. In this scenario an interesting
point is the fact that we identified two be-
haviour patterns with respect to the second
preferred option choose by participants.
- Pattern A.1. Synonym of the original ad-
jective or adverb is used as an E2R para-
phrasing. For instance, feliz (‘happy’) is a
common synonym for contento (‘pleased’).
Three responses fall into this category.
- Pattern A.2. The original adjective or
adverb, including the gradation mark muy

26Tr.: Currently, the main square in my village is
smaller than before.

27Tr.: Nowadays, the main square in my village is
smaller than before.

28Tr.: There were a lot of students in Professor
Martin’s class.

29Tr.: There were many students in Professor Mar-
tin’s class.
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(‘very’) is used as E2R paraphrasing; e.g.
raŕısimo (‘strange’) is substituted by muy
raro (‘very strange’). Two survey responses
fall into this category. Given that, this Sce-
nario A indicates the participants’ preference
in selecting the lexical expression of superla-
tive when (a) an extreme-degree adjective is
proposed as synonym of the morphemic ex-
pression ending in -́ısimo/a (e.g. most par-
ticipants prefer the extreme-degree synonym
adjective feliz (‘happy’) instead of the mor-
phemic form content́ısimo (‘very pleased’));
and (b) the morphemic expression with the
suffix -́ısimo/a is added to a extreme-degree
adjective or adverbial base (e.g. most partic-
ipants prefer the original adjective enojada
(‘angry’) instead of its morphemic version of
superlative enojad́ısima (‘very angry’), since
enojada carries itself the maximum degree of
superlative). Hence, we can find at a glance
that participants consider easier the lexical
expression of the superlative rather than its
morphemic version with the suffix -́ısimo/a.
Scenario B. Sentences that are adapted by
replacing the original superlative form by the
original adjective or adverb, including the
gradation mark muy (‘very’), e.g. the origi-
nal sentence: El pan de la panadeŕıa de Mario
está riqúısimo30; and the preferred adapted
sentence: El pan de la panadeŕıa de Mario
está muy rico31. Six questions fall in this
grouping. We observed that those six cases
correspond to the so-called restrictive quali-
fying adjectives, which point out characteris-
tics that distinguish nouns among their peers,
i.e. for instance, in the previous example
El pan de la panadeŕıa de Mario está muy
rico, the adjective rico is “differentiating”
the bread from the rest. Some other ex-
amples of restrictive qualifying adjectives in
this Scenario B are majo (‘nice‘) or simpático
(‘friendly’).

Although both the morphemic expression
(suffix -́ısimo/a and -érrimo/a) and the syn-
tagmatic expression (formula “muy + adjec-
tive or adverb”) are considered synonymous
structures for expressing superlative, there
are semantic differences in their use. Accord-
ing to (Olmos, 2001), the synthetic form with
-́ısimo/a expresses a higher gradation than
the analytic formula “muy + adjective or ad-
verbial base”. However, thanks to the find-
ings extracted we see that people with read-

30Tr.: The bread from Mario’s bakery is delicious.
31Tr.: The bread from Mario’s bakery is very tasty.

ing comprehension difficulties lean towards
the latter form using muy, either due to the
phonetic and morphological difficulties posed
by the suffix -́ısimo mentioned in 2.3, or due
to the common use of the formula “muy +
adjective or adverb” in Spanish.

Figure 2 in Annex B presents which per-
centage of participants selected the most pre-
ferred option for those responses that fall into
Scenario A (five responses) and Scenario B
(six responses), respectively. As can be seen
in the figure, there is a clear difference be-
tween the percentage of participants who se-
lected as the most preferred option the su-
perlative paraphrasing (original adjective or
adverb, with or without the gradation mark
muy (‘very’)) and those who selected the sen-
tence with the superlative form using a suf-
fix. In fact, the percentages for the most pre-
ferred options are in almost all the cases more
than double the percentages for the sentences
with superlative structures. The only case in
which this statement is not valid is the case of
Question 6 (Scenario B). For such a question
the most preferred option was Ana es muy
guapa32 and the option with the superlative
was Ana es guaṕısima33.

4 Initial Methods for an E2R
Adaptation of Morphological
Structures

The final aim of the proposed methods is (a)
to detect a couple of morphological struc-
tures in texts written in Spanish, and (b) to
replace such structures by the most appro-
priate paraphrasing formula. The selected
paraphrasing formulas are based on the data
gathered from people with cognitive disabil-
ities during the inclusive design action ex-
plained in Section 3. The initial methods
are composed of the following activities: (1)
NLP, which includes a cleanup of the text
using regular expressions and a tokenization
step, (2) Morphological Structure Identifica-
tion, and (3) Morphological Structure Adap-
tation. The following sections explain the
E2R adaptation method for adverbs ending
in -mente (Section 4.1) and the method for
adapting morphemic superlatives ending in
-́ısimo/a or -érrimo/a (Section 4.2).

32Tr.: Ana is very pretty.
33Tr.: Ana is gorgeous.
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4.1 Case 1: Adverbs ending in
-mente

Adverbs identification activity relies first on
a pre-filter of the words in the text to ob-
tain only those words ending in -mente, and
second on a selection of the words that are
adverbs from this pre-filtered set. The ac-
tivity of adapting adverbs was conceived as
an activity to provide first the most appro-
priate substitution and, second, an ordered
list with other possible substitutions manu-
ally crafted. This design decision was based
on the E2R experts preferences about hav-
ing adaptation suggestions in a support ap-
plication (Suárez-Figueroa et al., 2022). All
possible substitutions are based on the data
gathered from people with cognitive disabil-
ities described in Section 3. Specifically, the
method proposes as first adaptation the op-
tion described in Scenario B, i.e. a synonym
paraphrasing structure. This was the first
option because it is the most recurrent situ-
ation as shown in Section 3. Currently, the
method uses a declarative mapping catalogue
with adverbs ending in -mente and possible
synonym paraphrasing structures. The or-
dered list of possible substitutions is created
with (1) the option presented in Scenario D,
(2) the option described in Scenario A, and
(3) the option shown in Scenario C.

We have developed a proof of concept, as
a RESTful web service34, to detect adverbs
ending in -mente in Spanish texts and re-
placing them by the most appropriate E2R
translation formula, based on the aforemen-
tioned method. The service requires as input
a sentence in Spanish and provides as output
an easier version of the original sentence in
which adverbs in -mente have been adapted
with an E2R approach in mind. Both the
input and the output are JSON (JavaScript
Object Notation) objects.

The developed service has been imple-
mented in Python 3.9, using the develop-
ment framework Flask. This services uses Li-
brAIry35 (Badenes-Olmedo, Garćıa, and Cor-
cho, 2017) for detecting adverbs ending in
-mente. In particular, our service uses the
following LibrAIry functionalities: Part-of-
Speech tagging and stemming. We tested
the identification functionality of our service

34The service is not currently available due to pri-
vacy constrains in the context of the project in which
such a service has been developed.

35http://librairy.linkeddata.es/nlp/api.html

with a collection of 2502 sentences written in
Spanish extracted from minutes of sessions
held in municipalities36. All sentences in-
cluded adverbs in -mente. The tests used
these 2502 texts and 2433 adverbs were cor-
rectly identified. Thus, such a functionality
has a 97% of success identifying adverbs end-
ing in -mente. An on-going work is the de-
sign of the tests for evaluating the adaptation
functionality.

4.2 Case 2: Superlatives

Superlatives identification activity relies first
on the PoS tagging information, in which EA-
GLE tags37 are used.

As in Case 1, the activity of adapting su-
perlatives was conceived as an activity for
providing first the most appropriate substi-
tution and, second, an ordered list with other
possible substitutions manually crafted. The
idea is to have adaptation suggestions as
preferred by E2R experts (Suárez-Figueroa
et al., 2022). All possible substitutions are
based on the data gathered from people with
cognitive disabilities described in Section 3.
As a first approximation, our initial method
proposes as main adaptation the most recur-
rent situation shown in Section 3; that is, the
option described in Scenario B (to use “muy
+ adjective or adverb”. as a synonym para-
phrasing structure). The ordered list of pos-
sible substitutions is created with (1) the op-
tion presented in Scenario A, that is, using
the original adjective or adverb, without in-
cluding any mark for its gradation; and (2) a
synonym of the original adjective or adverb
(Pattern A.1). After selecting the most ap-
propriate substitution, a post-processing is
performed to maintain the syntactic coher-
ence in the sentence.

We have developed a proof of concept,
as a RESTful web service38, for superlatives
in Spanish texts and replacing them by the
most appropriate E2R translation formula,
based on the aforementioned method. Such
a service requires as input a sentence written
in Spanish and provides as output an easier
version of the original sentence in which su-
perlatives have been adapted with an E2R

36https://ayuntamientoboadilladelmonte.org/
tu-ayuntamiento/gobierno-municipal

37https://www.cs.upc.edu/∼nlp/tools/parole-sp.
html

38The service is not currently available due to pri-
vacy constrains in the context of the project in which
such a service has been developed.
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approach in mind. Both the input and the
output are JSON objects.

The developed service has been imple-
mented in Python 3.9, using the development
framework Flask. This services uses spaCy39

for sentence tokenization and TextServer
(Padró and Turmo, 2015) for tagging the ob-
tained tokens with EAGLE PoS tags. The
superlatives detection is based on a filtered
process using the following PoS tags: cate-
gory A (adjective) and degree S (superlative).
When the superlatives have been identified,
TextServer is used again in order to get the
gender and number of such superlatives. This
information is needed to maintain the syn-
tactic coherence in the adapted sentence. We
tested the service with a collection of 567 sen-
tences including superlative forms randomly
extracted from the CREA corpus40. Cur-
rently, the proof of concept has a 95% suc-
cess rate in identifying superlatives, with 540
out of 567 tests passed correctly. At present
we are designing the tests for evaluating the
adaptation functionality.

5 Conclusions and Future Work

With the general aim of improving cogni-
tive accessibility of texts written in Span-
ish, in this paper, we present a pair of rule-
based methods for adapting sentences which
include morphologically-derived structures,
such as adverbs ending in -mente and su-
perlative forms, following an E2R approach.
Thus, we can respond in a positive manner
to the research question presented in Section
1 (“Is it possible to develop automatic meth-
ods for adapting sentences written in Spanish
that include both adverbs ending in -mente
(-ly in English) and superlative forms into a
simpler version, that is, an E2R version?”).

A crucial task in the development of
those methods was the selection of the most
appropriate paraphrasing formula for such
morphologically-derived structures. To per-
form this task we applied an inclusive design
approach involving people with cognitive dis-
abilities. Their involvement was materialize
by participating in two surveys. In those sur-
veys participants were asked about their pref-
erences with respect to the simplicity of a col-
lection of short sentences written in Spanish.
Thanks to the data collected in such ques-

39https://spacy.io/
40https://www.rae.es/banco-de-datos/crea/

crea-version-anotada

tionnaires, we discovered the patterns to be
used in the E2R adaptation of adverbs end-
ing in -mente and superlatives. As further
research, we have planned two specific direc-
tions. On the one hand, we are going to anal-
yse in more depth the data gathered in our in-
clusive design activity with the aim of finding
linguistic patterns to explain the different de-
cisions taken by participants with respect to
the types of such structures and the identified
scenarios. On the other hand, several tech-
nical actions are planned: (a) we are going
to create the test collections for evaluating
the adaptation functionality of our services.
The plan is to involve people with cognitive
disabilities and E2R experts in such an evalu-
ation; (b) we are going to investigate different
ways to obtain the equivalences between ad-
verbs in -mente and possible synonym para-
phrasing structures; and (c) we consider to
integrate our services in a web user interface.
After these technical improvements, we have
planned to perform a user study to test both
the user interface and the services.
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terminados em –mente em Português.
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española. Espasa Calpe.

Rello, L., R. Baeza-Yates, and H. Saggion.
2013. DysWebxia: Textos más Accesi-
bles para Personas con Dislexia. Proce-
samiento del Lenguaje Natural, 51:205–
208.

Rodrigo, A. 2011. Tratamiento automático
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J. López-Guerrero, I. Cano, and
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A Annex 1

Tables 1 and 2 show two examples of the
type of questions from the questionnaires on
adverbs in -mente and superlatives, respec-
tively. On the one hand, in Table 1, the
user is asked to complete the beginning of
the sentence41 with one of the options pro-
vided. These options include (1) the adverb
in -mente Definitivamente (‘definitely’), (2)
the expression Sin lugar a dudas (‘without
doubt’), (3) the expression Está claro que (‘it
is clear that’), (4) the structure En defini-
tiva (‘in the end’), the (5) the option “I don’t
know”, and, finally, (6) the users can freely
write their own proposal. On the other hand,
the question in Table 2 asks the user to se-
lect the simplest sentence out of the follow-
ing options: (1) the sentence with the mor-
phemic superlative (lej́ısimos, ‘far away’), (2)
the sentence with the superlative expression
(muy lejos, ‘very far’), (3) the choice that nei-
ther sentence is simple, (4) the choice that
both sentences are simple, (5) the option “I
don’t know”, and, finally, (6) the user can
freely paraphrase the sentence.

41The translation of the sentence that the users had
to complete is the following: [Option] Ana needs more
technical vocabulary.

Question
Por favor completa el principio de esta frase con una de las opciones:
“.......... Ana necesita más vocabulario técnico.”

Options
1. Definitivamente
2. Sin lugar a dudas
3. Está claro que
4. En definitiva
5. No lo sé
6. Otro: (texto libre)

Table 1: A sample question from the ques-
tionnaire related to adverbs in -mente.

Question
Por favor, lee las siguientes 2 frases. ¿Qué frase te parece más sencilla?

Options
1. David vive lej́ısimos de su prima Anabel.
2. David vive muy lejos de su prima Anabel.
3. Niguna de las frases es sencilla.
4. Todas las frases son sencillas.
5. No lo sé.
6. Otro: (texto libre)

Table 2: A sample question from the ques-
tionnaire related to superlatives.

B Annex 2
Both Figure 1 and Figure 2 show the percent-
ages of selections for the most preferred op-
tions in the corresponding scenarios related
to the questionnaires.
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(a) Scenario A (b) Scenario B

(c) Scenario C (d) Scenario D

Figure 1: Percentage of selections for the most preferred option and for the sentence with adverb
ending in -mente in the four identified scenarios.

(a) Scenario A (b) Scenario B

Figure 2: Percentage of selections for the most preferred paraphrase and for the sentence with
the superlative (using the suffix form) in the two identified scenarios.
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Can Grammarly and ChatGPT accelerate language change? AI-

powered technologies and their impact on the English language: 

wordiness vs. conciseness 

¿Pueden Grammarly y ChatGPT acelerar el cambio lingüístico? Tecnologías 

basadas en IA y su impacto en la lengua inglesa: palabrería frente a concisión 

Karolina Rudnicka  
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Abstract: The proliferation of NLP-powered language technologies, AI-based natural 

language generation models, and English as a mainstream means of communication among 

both native and non-native speakers make the output of AI-powered tools especially 

intriguing to linguists. This paper investigates how Grammarly and ChatGPT affect the 

English language regarding wordiness vs. conciseness. A case study focusing on the purpose 

subordinator in order to is presented to illustrate the way in which Grammarly and ChatGPT 

recommend shorter grammatical structures instead of longer and more elaborate ones. 

Although the analysed sentences were produced by native speakers, are perfectly correct, and 

were extracted from a language corpus of contemporary English, both Grammarly and 

ChatGPT suggest more conciseness and less verbosity, even for relatively short sentences. 

The present article argues that technologies such as Grammarly not only mirror language 

change but also have the potential to facilitate or accelerate it. 
Keywords: Grammarly, ChatGPT, language change, sentence length. 

Resumen: La proliferación de tecnologías lingüísticas basadas en la PLN, los modelos de 

generación de lenguaje natural basados en la IA y el hecho de que el inglés sea un medio de 

comunicación mayoritario entre hablantes nativos y no nativos hacen que el resultado de estas 

herramientas resulte especialmente intrigante para los lingüistas. Este artículo investiga cómo 

Grammarly y ChatGPT están afectando a la lengua inglesa en lo que respecta a la concisión 

frente a la prolijidad. Se presenta un estudio de caso centrado en el subordinador de propósito 

in order to ilustrar cómo Grammarly y ChatGPT recomiendan estructuras gramaticales más 

cortas a cambio de otras más largas y elaboradas. Aunque las frases analizadas fueron 

producidas por hablantes nativos, son perfectamente correctas y se extrajeron de un corpus 

lingüístico de inglés contemporáneo, tanto Grammarly como ChatGPT sugieren más 

concisión y menos verbosidad, incluso para frases relativamente cortas. La presente 

comunicación sostiene que tecnologías como Grammarly no solo reflejan el cambio 

lingüístico, sino que también tienen el potencial de facilitarlo o acelerarlo.  
Palabras clave: Grammarly, ChatGPT, cambio lingüístico, longitud de las frases. 
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1 Introduction 
Any language, spoken or written, changes over 

time. Both vocabulary, grammatical rules, and, 

in particular, the subjective linguistic norms 

that define what we consider correct and what 

we do not are evolving. It is common 

knowledge that English, which is nowadays the 

universal tool for communication in a 

globalised world community, has changed quite 

dynamically throughout its history, both in 

terms of grammar and lexis (i.a. Akimoto et al., 

2010; Durkin, 2014; Hickey, 2012; Mair, 

2006).  

The impact of language change is most 

visible in structure and form on the 

constructional level, e.g. when it comes to new 

constructions rising in frequency or loanwords 

entering the language. However, a significant 

role is played by higher-order changes or 

processes which operate in the background and 

influence whole constructional networks and 

larger organisational units of the language 

(Hilpert, 2013: 14; Kempf, 2021; Rudnicka, 

2019, 2021a,b,c). In the literature, such changes 

are also sometimes referred to as system-

dependency (Hiltunen, 1983; Hundt, 2014; 

Petré, 2010). Among relatively recent 

developments which we can see as externally-

motivated1 higher-order processes, there are the 

socio-cultural changes of the late nineteenth and 

early twentieth centuries, instantiated by the 

invention of new printing technologies, the 

development of mass literacy, the advent of the 

mass-circulation press, and the invention of the 

telegraph (described by Hames and Rae, 1996). 

These processes led to changes in the structure 

of the English language, such as the shortening 

of sentence length in terms of words (Fries, 

2010; Gross et al., 2002; Rudnicka, 2018, 

2019); the adoption of new punctuation 

conventions (Fahnestock, 2011; Rudnicka, 

2018); the gradual decline of purpose 

subordinators, such as in order to, in order 

that or so as to, from the core grammar of the 

English language (Rudnicka, 2019, 2021) and 

their replacement by shorter equivalents such as 

the to-infinitive (Los, 2005). Another example 

of the fundamental role played by higher-order 

changes is the loss of German so-relatives 

1 Externally-motivated means that the change comes from 

outside of the language – the terminology stems from 

Hickey’s work (2012: 42), according to whom changes 

which are triggered by social factors can be seen as 

externally-motivated changes. 

described by Kempf (2021). In her work, the 

author claims that the change she investigates 

was brought about by a hierarchy of different 

factors, conditioned (Kempf, 2021: 319) “to a 

high degree by socio-cultural and socio-

linguistic developments, such as 

democratization, the Enlightenment and 

literalization.” 

Also, even if it sounds like a cliché, the 

world and the reality around us also constantly 

change. Much was said about the impact of 

short forms of communication, such as email or 

text messages, on language, language learning, 

and communication (i.a. Geertsema et al., 2011; 

Filipan-Žignić et al., 2016; Mehrabi and 

Bataghva, 2016; Tagg, 2015). In contrast, so 

far2, not much attention has been paid to the 

overall impact on the English language of AI-

powered (AI - artificial intelligence, hereafter 

AI) language technologies using natural 

language processing (hereafter NLP) such as 

Grammarly or ChatGPT. Since the popularity 

of such technologies is increasing 

dramatically3,4,5, the investigation on whether 

and how they can influence the language seems 

to be a worthwhile task, which, according to the 

Author’s best knowledge, has not been dealt 

with before. The present paper contributes to 

filling this gap and looks at the possible role of 

AI-based technologies in the processes of 

language change. It considers the possibility 

that these tools not only mirror but can also 

accelerate language change. 

The article is organized in the following 

manner: Section 2 contains a short presentation 

of Grammarly and ChatGPT, whereas Section 3 

deals with the methods, objectives, and case 

2 Until now, most research on AI-based language 

technologies has focused on English language teaching 

and how learners process what they are taught (e.g. 

O’Neill and Russel, 2019; Barrot, 2020). 
3 According to Grammarly’s official webpage, the number 

of users increased from “1 million daily active users in 

2015 to 30 million in 2020.” 

(https://www.grammarly.com/blog/grammarly-12-year-

history/, accessed on March 6, 2023). 
4 Grammarly was recognized by TIME as one of the 100 

most influential companies in 2022. 

(https://time.com/collection/time100-companies-

2022/6159466/grammarly/, accessed on March 6, 2023). 
5 According to Reuters (2023), ChatGPT is estimated “to 

have reached 100 million monthly active users just two 

months after launch, making it the fastest-growing 

consumer application in history (…).” 

(https://www.reuters.com/technology/chatgpts-popularity-

explodes-us-lawmakers-take-an-interest-2023-02-13/, 

accessed on March 10th, 2023). 
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studies to illustrate the arguments and 

hypotheses. Finally, Section 4 discusses the 

findings, offers concluding remarks, and 

presents the study’s outlook. 

2 The two AI-powered technologies in this 

study 

As AI/NLP-based writing assistants and content 

generators become more commonplace, with 

over a hundred tools available on the Internet at 

present – Copysmith, Sudowrite, Trinka, 

ProWritingAid, Wordtune, and Instatext to 

name just a few – this paper zeroes in on two of 

the most well-known and heavily used 

technologies: Grammarly (a writing assistant) 

and ChatGPT (which generates new content). 

The decision to focus on these two was based 

on their high usage levels and accessibility. The 

basic versions are open for use free of charge. 

 

2.1 Grammarly 
Let us start with some facts concerning 

Grammarly. Launched in 2009 by three 

Ukrainian-born entrepreneur engineers6, 

Grammarly is a cloud-based AI-powered 

writing assistance technology. Initially, it was 

mainly used for correcting grammar mistakes 

and assisting students in honing their writing 

skills. However, over the past ten years, the 

company has worked on creating more 

sophisticated and complex feedback systems. 

According to the official website, Grammarly 

offers a user-friendly experience that can, in 

real-time, detect errors in spelling, syntax, 

grammar, and punctuation in texts written in 

English (both in the free basic version and the 

premium and business versions). While 

working with Grammarly, users can personalize 

their writing style and detect plagiarism (only 

available in the premium and business 

versions). As previously noted, as of 2023, 

around 30 million people and 50,0007 teams 

worldwide utilize Grammarly daily; these 

numbers are rising, making it one of the most 

popular and praised grammar correction tools 

and writing assistants8 in today’s world, 

 
6 Max Lytvyn, Alex Shevchenko and Dmytro Líder, 

https://www.grammarly.com/about, accessed on March 6, 

2023.   
7 See Grammarly’s oficial website - 

https://www.grammarly.com/about, accessed on March 6, 

2023.  
8 According to many different online-based rankings, for 

example https://digital.com/best-grammar-checker/, 

accessed on March 6, 2023.  

employed by both native and non-native 

speakers of English9. 
 

2.2 ChatGPT 
ChatGPT is an AI chatbot which interacts with 

its users in a conversational way. It was 

developed by OpenAI and launched in 

November 2022. As stated in Reuters (2023, 

cited in footnote5 above), according to 

estimations, ChatGPT reached 100 million 

monthly active users just two months after 

launch, which makes it the “fastest-growing 

consumer application in history.” In spite of the 

fact that it is a new tool, scientists already use 

ChatGPT extensively and produce research 

papers about it (i. a. Gordijn and Have, 2023; 

Van Dis et al, 2023; Doshi et al., 2023; Looi, 

2023). Furthermore, according to Looi (2023), 

the chatbot has already appeared as a co-author 

on multiple research papers.  

ChatGPT is very different from 

Grammarly, because the latter does not produce 

content – its main aim being to correct/enhance 

the way in which texts are written. However, 

ChatGPT is also able to help us in this regard. 

Since the first question one gets from it usually 

is “Hello! How can I assist you today?” – we 

can ask ChatGPT to correct or enhance a text 

that we prepared earlier, and ChatGPT is 

definitely able to assist us with this task.  

On the other hand, we expect that the 

algorithm of ChatGPT does not differentiate 

between creating new content or modifying 

existing text. All in all, what matters are 

tailored probabilistic models which match 

words and constructions in an “optimal” 

sequence. Therefore, for the sake of the current 

study, we hypothesize that tendencies observed 

for enhanced texts will also apply to its other 

uses. 

3 Study variable: wordiness vs. 

conciseness 

The case study variable chosen for the present 

work is the trend toward shorter sentences and 

more concise content. The present study refers 

to it as wordiness vs. conciseness. It was chosen 

due to the fact that it is well-documented, with 

 
9 According to Grammarly’s survey conducted in winter 

2011, 12, 68% of Grammarly’s users were native speakers 

of English, compared to 32% non-native speakers. 
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works by Fries (2010), Gross et al. (2002), 

Lewis (1894), Westin (2002), Biber and Conrad 

(2009), Rudnicka (2018, 2019), all showing that 

the length of a sentence written in English has 

been decreasing during the last two to four 

hundred years (Lewis, 1894). Furthermore, the 

decrease appears to be especially dramatic since 

the beginning of the twentieth century 

(Rudnicka, 2018, 2019). For instance, in the 

COHA genre magazine, sentences at the onset 

of the twenty-first century are approximately 

ten words shorter than at the beginning of the 

nineteenth century. For non-fiction the 

difference amounts to 8 words. Texts in 

newspaper genre are almost 5 words shorter 

now than they used to be in the middle of the 

nineteenth century.   

Among the possible reasons for the 

acceleration of this decrease, there are the major 

socio-cultural changes of the nineteenth and 

twentieth centuries already listed in the 

introduction, i.a., the development of mass 

literacy and readership, the invention of the 

printing press, and the competition for the 

reader on the newspaper market, and the change 

of punctuation conventions which, too, might 

have been brought about by the development of 

mass readership.  

The present work applies Grammarly and 

ChatGPT to show how AI-powered 

technologies reflect the trend toward more 

concise content, and are potentially able to 

further boost it. The paper argues that given 

enough users and popularity, the advent of tools 

such as Grammarly and ChatGPT might 

furtherly accelerate language change processes, 

here exemplified by i) the decrease in the 

frequency of use of more elaborate phrases 

which have shorter equivalents, such as in order 

to; and, partly resulting from i), ii) the decrease 

in overall sentence length.  

 

3.1 The empirical part 
In the empirical part of this paper, we analyse 

Grammarly’s and ChatGPT’s output to find out 

if and how the technology favours and 

encourages writing that is more concise and to 

the point, with shorter sentences and simpler 

grammatical constructions.  

Additionally, we want to see if using the 

technology to “correct,” “enhance,” or 

“modify” our writing would result in changes in 

readability. To accomplish this task, we 

designed a case study consisting of two parts: 

1) In the first part (Sections 3.1.1 and 3.1.2) we 

focus on the question if Grammarly and 

ChatGPT judge the purpose subordinator in 

order to as redundant and unnecessary in 

various sentences extracted from the Corpus of 

Contemporary American English (COCA); 

2) In the second part (Sections 3.1.3 and 3.1.4), 

we test the sentences constituting the output of 

Grammarly and ChatGPT to compare the 

sentence length and readability of the pre- and 

post-modified versions. 

For both parts, we work on one hundred 

random sentences extracted from the COCA 

corpus, which belongs to the largest publicly 

available corpora of the English language. It 

covers the period from 1990 and 2019. The 

language variety represented in the corpus is 

modern American English. The COCA corpus 

contains one billion words in nearly half a 

million of different texts, which belong to eight 

genres, namely: newspapers, popular 

magazines, fiction, spoken, academic journals, 

blog, web pages, tv and movie subtitles.  

So, the first step is the extraction of the test 

sentences from the corpus. We use the 

interactive online interface. Let us start from the 

first part, focused on in order to, before we 

move on to the second part of the study. 

 

3.1.1 In order to: methodology 

In order to is one of the most commonly used 

non-finite purpose subordinators in modern 

English. According to OED Online10, its earliest 

recorded use was back in 1609.  

Starting from the beginning of the 

twentieth century onwards, its usage decreased; 

it had its highest frequency per million words in 

the Corpus of Historical American English 

(COHA) – 95.72 – during the 1910s, and its 

lowest frequency per million words – 52.32 –  

 
10 Oxford Dictionary Online, s.v. in order to, 

retrieved on March 16, 2023 from from 

http://www.oed.com. 

Karolina Rudnicka

208



5 

 

in the 2000s. However, this decrease in the 

frequency of use is not nearly as drastic as in 

the case of the finite purpose subordinator in 

order that. The frequency per million words of 

in order to in COHA was 93.73 in 1900 and 

52.32 in 2000. In contrast, for in order that, the 

respective frequencies of use per million words 

are 52.32 and 0.68 (Rudnicka, 2019: 64).  

A shorter and nearly synonymous 

alternative for in order to is, according to 

Fowler’s Dictionary of Modern English Usage 

(2015: 416), the purposive to-infinitive. Greater 

formality of in order to is suggested as one of 

the potential reasons for the choice of this form 

over the to-infinitive. Why would language 

users pick in order to and not simply a to-

infinitive? Both Fowler’s Dictionary and 

Schmidtke-Bode (2009: 174) offer a similar 

explanation, as they list the presence of a to-

infinitive in the immediate proximity as one of 

the reasons for the choice of in order to. 

Schmidtke-Bode (2009) and Los (2009) suggest 

that the usage of the to-infinitive extended 

considerably in the past, and the addition of in 

order in front of to was an answer to that.  So, 

the English language users might choose in 

order to over to-infinitive for the purposes of 

clarity, unambiguousness, or the need for more 

formality.  

Summarizing, even if declining in the 

frequency of use, in order to, without doubt, as 

of 2023, still constitutes part of the core 

grammar of the English language. It is 

grammatical, acceptable, and present in 

language corpora such as COCA and COHA.  

Interestingly, however, AI-based 

technologies such as Grammarly find more 

elaborate and complex phrases like in order 

to, so as to, in spite of the fact that redundant 

and superfluous, as even basic exploration of 

these tools shows. This study aims to find out if 

two tech products advise users to remove in 

order before an infinitive when seeing a 

random sample of 100 sentences featuring the 

purpose subordinator, taken from COCA. 

Since we aim to look at a dataset that 

contains sentences of different lengths and 

represents writing typical of multiple registers, 

we do not only focus on one genre, so that the 

data set is less homogenous. The hypothesis is 

that at least some of the sentences will have in 

order flagged as too verbose. The research 

question is how many and what patterns can be 

noticed. To answer this research question, the 

following steps are taken:  

1) We create a first sample of data, 

randomly extracting one hundred instances of 

sentences containing in order to from the 

COCA corpus.  

2) The above sentences are provided to 

Grammarly’s and ChatGPT’s online interfaces 

respectively. 

3) In Grammarly, the “target” domain and 

“audience” are set to default (“general”) as is 

the formality (“neutral”), the options we have in 

the free version. In ChatGPT, we ask the 

chatbot if it “could rewrite the sentences so that 

they are better.” We do not elaborate on how we 

define “better,” we simply ask this question 

followed by a list of sentences. 

4) We obtain the output from the AI-based 

technologies. At the end, we compare raw 

frequencies of in order to from the three 

different samples (original texts, output from 

Grammarly, output from ChatGPT). 

3.1.2  In order to: results 

Both Grammarly and ChatGPT process the 

sentences in real time. In Grammarly, we obtain 

suggestions in the form of underscores of 

different colours, see Fig. 1. Only after we click 

on a given underscore, do we get a suggestion, 

see Fig. 2. For the purpose of the present study, 

all the suggestions and modifications of the 

technology are accepted. In the case of 

ChatGPT, the chatbot just provided us with a 

list of rewritten sentences.  

Table 1 below contains the results showing 

how many instances of in order to stayed in the 

three datasets. 

 

The 

dataset 

Original 

set of 

one 

hundred 

sentences 

from 

COCA 

Sentences 

processed 

with 

Grammarly 

Sentences 

processed 

with 

ChatGPT 

Raw 

frequency 

of in 

order to 

100  0 5 

Table 1: The raw frequency of in order to in the 

three datasets. 
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As we can see, both Grammarly and ChatGPT 

greatly reduced the number of in order to in the 

sentences. In the case of the former, all of the 

instances disappeared from the dataset, while 

for the latter, as much as 95% of the cases 

disappeared.  

The results suggest that the two AI-

powered technologies show a strong 

“dispreference” for more elaborate purpose 

subordinators such as in order to. When it 

comes to Grammarly, the explanation for the 

suggestion to remove it, is the fact that the 

phrase “may be wordy” (see Fig. 2). In the case 

of ChatGPT, we do not exactly know why 

almost all the cases disappeared, since we only 

wanted the chatbot to “rewrite the sentences so 

that they are better.”  

Fig. 1: Grammarly suggesting we should 

consider changing the underlined construction. 

 

Fig. 2: Grammarly’s suggestion for the sentence 

from Fig. 1. 

 

3.1.3 Sentence length and textual complexity: 

methodology 

In the present part, sentence length and 

readability of the three sets of sentences are 

compared. Sentence length can be, very 

intuitively, defined as the number of words 

from the first, capitalised word, to the end 

punctuation sign, such as the period, a question 

mark or an exclamation mark.  

On the other hand, textual complexity is a 

metric that describes the difficulty of a text for 

its reader (Naderi et al., 2019). There are 

various tools and methods available to quantify 

textual complexity, such as readability measures 

(or readability formulas and indices) like the 

Automated Readability Index, Gunning Fog 

index, Flesch Kincaid Grade level, and the 

Flesch reading-ease test. 

These measures provide quantitative scores 

for assessing and rating the difficulty of any 

given text (e.g. Fahnestock 2011: 170). They 

can be used to customize materials for specific 

audiences including schoolchildren, pupils, 

students and language learners, or tweak an 

existing text to meet certain readers' needs (Jin 

and Lu, 2018). 

One of the most popular readability 

measures is the Flesch reading-ease test which 

measures text complexity and is only applicable 

for adult material at fourth grade level or 

higher. It takes both sentence and word length 

into account when adjusting content for a 

particular target audience. The present paper 

applies the Flesch reading-ease test to quantify 

the estimated difficulty of the test sentences 

before and after the sentences are modified by 

Grammarly and ChatGPT. 

In order to obtain the scores for each 

dataset, an online Text Readability calculator is 

applied:https://readabilityformulas.com/freetest

s/six-readability-formulas.php#. The three sets 

of sentences are pasted one after the other into 

the online interface. The interpretation of 

readability scores is conducted with the use of 

values from Table 2 (Klare, 1975: 236) 

 

 

Table 2: Interpretation of the readability scores. 

 

3.1.4 Sentence length and textual complexity: 

results 

The two histograms compare the lengths of 

sentences from the original dataset (COCA), 

with the processed sentences (Grammarly in 

Fig. 3 and ChatGPT in Fig. 4, respectively). We 

observe a visible shift towards shorter sentences 

in both cases in the processed samples. In 

particular, all longer “outlier” sentences appear 

to become substantially shorter. 

 

 

 

Score Meaning 

100–90 Very easy to read 

90–80 Easy to read 

80–70 Fairly easy to read 

70–60 Standard 

60–50 Fairly difficult to read 

50–30 Difficult to read 

30–0 Very difficult to read 

 

Karolina Rudnicka

210

https://readabilityformulas.com/freetests/six-readability-formulas.php
https://readabilityformulas.com/freetests/six-readability-formulas.php


7 

 

Fig. 3: Histograms presenting sentence lengths 

in the original dataset (COCA) and in the 

dataset processed by Grammarly. 

 

 

Fig. 4: Histograms presenting sentence lengths 

in the original dataset (COCA) and in the 

dataset processed by ChatGPT. 

 

The original sentences have a mean length 

of 17.6 words, while the ones modified with 

Grammarly are 2.7 words shorter (14.9 words). 

The mean length of sentences processed by 

ChatGPT is 14.4, so 3.2 words shorter.  

Therefore, one can conclude that both 

Grammarly and ChatGPT reduced the sentence 

length quite substantially. The changes they 

applied were more intricate than just removing 

in order in front of the to-infinitive, because if 

that was the case, there would only be a two-

word difference for Grammarly (as it suggest to 

remove all the instances of it) and a slightly 

lower, but very similar difference for ChatGPT 

(since it removed 95% the instances). 

Interestingly, Grammarly shortened all 100 

sentences in the sample. In the most extreme 

case, the reduction was by as much as sixteen 

words (from 37 to 21). On the other hand, 

ChatGPT also made a few sentences longer 

than they were at first. For example, one 

sentence enhanced by ChatGPT was seven 

words longer; however, even in such a case, the 

construction in order to was removed.  

Sentences (1)-(3) contain an example of 

changes that were made to the original 

sentences, like (1), by Grammarly, see (2), and 

ChatGPT, see (3). 

 

(1) So we realized in order to even buy 

materials, we would need a warehouse. 

(COCA original, 14 words) 

 
(2) So we realized that even buying 

materials would need a warehouse. 

(Grammarly, 11 words) 

(3) We realized we needed a warehouse to 

purchase materials. (ChatGPT, 9 

words) 

Table 3 contains the mean sentence length 

values, together with the readability scores 

calculated for each set of sentences. 

 

 Sentences 

from 

COCA 

Sentences 

processed 

with 

Grammarly 

Sentences 

processed 

with 

ChatGPT 

Mean 

sentence 

length 

17.6 

words 

14.9 words 14.4 

words 

Flesh 

reading-

ease test 

61.6 

standard / 

average 

62.4 

standard / 

average 

54.7 

fairly 

difficult 

to read 

Table 3: Mean sentence length and readability 

scores for the three sets of sentences. 

 

The datasets differ also with regard to the Flesh 

reading-ease test scores. The original sentences 

from COCA (Corpus of Contemporary 

American English) have a readability score of 

61.6 on the Flesch reading-ease test. This 

indicates that they are moderately easy to read 

and understand. The sentences were processed 

by Grammarly have a slightly higher readability 

score of 62.4. This suggests that Grammarly has 

helped to make the sentences slightly easier to 

read and understand. The sentences that were 

processed by ChatGPT have a visibly lower 

readability score (of 54.7). This indicates that 

they are more difficult to read and understand 

than the original sentences from COCA or the 

sentences processed by Grammarly.  

Overall, these scores suggest that both 

Grammarly and ChatGPT can have an impact 

on the readability of written text, but that the 

effects may vary depending on the specific tool 

or model being used. It's worth noting that 
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ChatGPT is a language model designed to 

generate natural language text, rather than a tool 

specifically designed to improve readability, 

and since our request was “to make the 

sentences better”, readability was not the main 

focus of ChatGPT. For Grammarly the situation 

might be different – as it is a writing assistant, 

one of its default functions is to facilitate 

understanding, thus, not so surprisingly, it 

makes the texts clearer and easier to understand. 

4 Discussion and conclusions 

The AI-based technologies tested in the present 

work represent different types of tools. 

Grammarly is a writing assistant, whereas 

ChatGPT is a chatbot generating new content. 

Despite these differences, the changes made to 

the test sentences by those two technologies 

point in the same direction: i) they seem to 

prefer less wordy and more concise content; ii) 

they suggest to remove 95%-100% of the 

instances of the purpose subordinator in order 

to, which can mean that more formal and 

elaborate phrases are dispreferred. The removal 

of in order to seems to appear across the board, 

regardless of the length of the original sentence. 

Tailoring the suggestion based on the original 

sentence length or level of formality was not 

observed: it looks like the goal of the algorithm 

is always to reduce wordiness. This is in line 

with the observation of the decrease in the mean 

sentence length and the fact that the 

modifications have not improved the 

readability. Perhaps, algorithms aiming at 

optimization of readability measures would not 

restrict the use of constructions such as in order 

to so severely? In other words, metrics, such as 

the mean sentence length or various readability 

measures, help interpret the results obtained 

from corpus analysis, hinting towards reasons 

behind the observed trends.  

While the construction looked at in the 

present work – in order to – is presenting a 

decline in the frequency of use in langauge 

corpora such as COHA, this purpose 

subordinator, without doubt, still constitutes 

part of the core grammar of the English 

language. Now, the fact that AI-powered 

technologies prefer shorter phrases to longer 

and more elaborate ones goes in line with the 

changes happening in language, described in 

the Introduction. What we observe, very much 

looks like the output of the tech products is 

mirroring the ongoing language change. 

However, we could go one step further and 

hypothesise that if Grammarly, ChatGPT, and 

similar AI-powered programmes with the same 

principles become sufficiently popular, they 

might become a factor influencing the English 

language – its syntactic usage, its structure and 

vocabulary.   

Similarly, while the trend towards the 

shortening of sentence length has been present 

in the language for the last three to four 

hundred years, it seems to have accelerated 

since the beginning of the twentieth century. 

Given the output of Grammarly and ChatGPT 

and their strong tendency to favour shorter 

sentences and avoid wordiness in favour of 

conciseness, AI-powered language technologies 

may furtherly contribute to the shortening of 

sentence length in English.   

It is easy to assume that if enough people 

use Grammarly (even in its most basic version, 

without tone and formality adjustment) in their 

daily life and simply accept all, or almost all 

suggestions given to them by the algorithms, be 

it for more “clarity”, “less wordiness”, “better 

tone” or anything else, the texts will very likely 

become more concise, less wordy, and the 

longer phrases are deemed to decrease in their 

frequency of use at a much higher pace than 

before. The change seems to already be on its 

way. As of March 2023, Grammarly offers a 

browser extension for Chrome, Safari, Firefox, 

and Edge. According to Grammarly's website11, 

“the extension works on popular websites and 

can help you check your text whenever you 

write online.” For developers, Grammarly Text 

Editor SDK is offered, which “can bring real-

time writing support to your app by adding just 

a few lines of code12.” So, with e.g. Grammarly, 

or other software, embedded on the websites we 

use daily, be it on social media, blogs, email, 

and wherever else, the AI-based technologies 

are influencing our language to a significant 

extent, even if we are not fully aware of it.  

Also regarding the generation of new 

content, the present study shows that ChatGPT 

vastly removes in order to when asked to “write 

sentences in a better way.” We can then 

 
11 See Grammarly’s oficial website - 

https://support.grammarly.com/hc/en-

us/articles/115000091592-Grammarly-s-browser-

extension-user-guide, accessed on May 31, 2023. 
12 See Grammarly for Developers website - 

https://developer.grammarly.com/, accessed on May 

31, 2023. 
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extrapolate this observation and assume that, 

while creating new content, it will avoid this 

construction for similar reasons. 

To conclude, the observations made and 

presented in this paper hint at the possibility 

that AI-powered language technologies have the 

potential to influence the language and 

accelerate language change by fostering the 

trends which are already present in the 

language. From the case studies analysed here it 

is clear that both tools used in the present work 

influence the language produced by its users. 

Also, it seems clear, that as of 2023, we can 

detect certain patterns characterizing the 

language of Grammarly-enhanced texts, such 

as, for example an absolute avoidance of 

phrases such as in order to. 

Naturally, further research is needed to look 

at other phenomena happening in the language 

and the ways technologies such as Grammarly 

and ChatGPT are dealing with them. In 

addition, since, in a very unlikely scenario, the 

observed effects could occur due to a software 

bug, a similar investigation shall be repeated in 

the future with new releases of the tools. 

Similarly, further research is needed to explore 

the presence of possible patterns and 

correlations which may be present in 

Grammarly’s algorithms and which may 

influence the output both on sentence- and on 

text-level. Another aspect, which is currently 

looked at by the Author of the present work, is 

the interplay between e.g. the genre of the 

sentence and the influence of the target 

audience setting in Grammarly on the 

enhancements proposed.  

Even though AI-powered technologies 

making use of natural language processing are 

not omnipresent yet, with the rapid increase in 

popularity of tools such as Grammarly, 

Wordtune, ProWritingAid, or even chatbots like 

ChatGPT, we might be witnessing the rise of a 

new higher-order process influencing the 

language.  
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Abstract: The computational analysis of poetry is limited by the scarcity of tools to
automatically analyze and scan poems. In a multilingual settings, the problem is ex-
acerbated as scansion and rhyme systems only exist for individual languages, making
comparative studies very challenging and time consuming. In this work, we present
Alberti, the first multilingual pre-trained large language model for poetry. Through
domain-specific pre-training (DSP), we further trained multilingual BERT on a cor-
pus of over 12 million verses from 12 languages. We evaluated its performance on
two structural poetry tasks: Spanish stanza type classification, and metrical pattern
prediction for Spanish, English and German. In both cases, Alberti outperforms
multilingual BERT and other transformers-based models of similar sizes, and even
achieves state-of-the-art results for German when compared to rule-based systems,
demonstrating the feasibility and effectiveness of DSP in the poetry domain.
Keywords: Natural Language Processing, Multilingual Language Models, Domain
Specific Pre-training, Poetry, Stanzas, Scansion.

Resumen: El análisis computacional de la poesía está limitado por la escasez de
herramientas para analizar y escandir automáticamente los poemas. En entornos
multilingües, el problema se agrava ya que los sistemas de escansión y rima solo ex-
isten para idiomas individuales, lo que hace que los estudios comparativos sean muy
difíciles de llevar a cabo y consuman mucho tiempo. En este trabajo, presentamos
Alberti, el primer modelo de lenguaje multilingüe pre-entrenado para poesía. Us-
ando la técnica de pre-entrenamiento de dominio específico (DSP, de sus siglas en
inglés), aumentatmos las capacidades del modelo BERT multilingüe empleando un
corpus de más de 12 millones de versos en 12 idiomas. Evaluamos su rendimiento
en dos tareas estructurales de poesía: clasificación de tipos de estrofas en español
y predicción de patrones métricos para español, inglés y alemán. En ambos casos,
Alberti supera a BERT multilingüe y a otros modelos basados en transformers de
tamaños similares, e incluso logra resultados de estado del arte para el alemán en
comparación con los sistemas basados en reglas, lo que demuestra la viabilidad y
eficacia del DSP en el dominio de la poesía.
Palabras clave: Procesamiento del Lenguaje Natural, Modelos de Lenguage Mul-
tilingües, Pre-entrenamiento de Dominio Específico, Poesía, Estrofas, Escansión.

1 Introduction

Poetry analysis is the process of examining
the elements of a poem to understand its
meaning. To analyze poetry, readers must
examine its words and phrasing from the per-

spectives of rhythm, sound, images, obvious
meaning, and implied meaning. Scansion,
a common approach to analyze metrical po-
etry, is the method or practice of determin-
ing and usually graphically representing the
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metrical pattern of a line of verse. It breaks
down the anatomy of a poem by marking the
metrical pattern of a poem by breaking each
line of verse up into feet and highlighting the
stressed and unstressed syllables (Lennard,
2006).

Having multilingual tools for scansion and
analysis of poetic language enables large-scale
examinations of poetry traditions, helping re-
searchers identify patterns and trends that
may not be apparent through an examina-
tion of a single tradition or language (Šel,a,
Plecháč, and Lassche, 2022). By using multi-
lingual tools, scholars can compare and con-
trast different poetic forms, structures, and
devices across languages and cultures, allow-
ing them to uncover similarities and differ-
ences and gain a more comprehensive under-
standing of poetic expression.

However, the analysis of multilingual po-
etry presents significant challenges that must
be overcome. It demands a deep understand-
ing of diverse linguistic and cultural tradi-
tions, as each language brings its own unique
poetic conventions and nuances. Researchers
and scholars need expertise in multiple lan-
guages to navigate the intricacies of each
tradition accurately. Additionally, transla-
tion and interpretation pose complex obsta-
cles in multilingual poetry analysis. Figura-
tive language, wordplay, and cultural refer-
ences deeply rooted in the specific language
and culture of the poem make it challenging
to convey the intended meaning, emotional
impact, and artistic integrity when translat-
ing. Cultural contexts, historical references,
and subtle language connotations often get
lost in translation, making it difficult to fully
capture the essence of the original work.

Furthermore, the development of ad-
vanced computational tools is crucial for ef-
fective analysis and comparison of poetic ex-
pression across multiple languages. This re-
quires the application of sophisticated ma-
chine learning techniques, natural language
processing algorithms, and other emerging
technologies. Building models that can ac-
curately capture the unique aesthetic quali-
ties, rhythm, rhyme, and stylistic variations
in different languages is an ongoing research
endeavor that requires continuous refinement
and innovation.

In this work, we investigate whether
domain-specific pre-training (DSP) (Gu et
al., 2021) in a multilingual poetry setting can

be leveraged to mitigate some of these issues.
Specifically, we introduce Alberti, a mul-
tilingual encoder-only BERT-based language
model suited for poetry analysis. We experi-
mentally demonstrate that Alberti exhibits
better performance than the base model it
was built on, a multilingual BERT (Devlin et
al., 2019) which was pre-trained on the 104
languages with the largest Wikipedias. And
by reformulating scansion and stanza identi-
fication as classification problems, we show
that Alberti also outperforms its based
model in these downstream tasks. More-
over, we are releasing both Alberti and the
dataset used for further training it, which
consists of over 12 million verses in multiple
languages.

2 Related Work
The transformer architecture (Vaswani et al.,
2017) is now pervasive in natural language
processing (NLP). In the last five years,
context-aware language models have revolu-
tionized the computational modeling of lan-
guage.

In the humanities, domain specific BERT-
based models (Devlin et al., 2019) trained
with the goal of predicting masked words are
starting to appear. In MacBERTh, (Man-
javacas Arevalo and Fonteyn, 2021), the au-
thors present diachronic models for pre-1950
English literature. And a new shared task
on historical models for English, French, and
Dutch took place last year (Schweter and
März, 2020). While pre-training these large
language models from scratch is often cost-
prohibitive and extremely data demanding,
adjusting them to work on other domains and
tasks via transfer learning requires less data
and fewer resources. For poetry, computa-
tional approaches have focused primarily on
generation (Lau et al., 2018; Ormazabal et
al., 2022) and scansion (Gervás, 2000; Araújo
and Mamede, 2002; McAleese, 2007; Ibrahim
and Plecháč, 2011; Anttila and Heuser, 2016;
Agirrezabal, Alegria, and Hulden, 2017; De
Sisto, 2020; De la Rosa et al., 2020), but
generally in a monolingual setting. While
multilingual systems exist for metrical anal-
ysis, they internally work by having different
sets of rules for each language (Anttila and
Heuser, 2016) or by building ad-hoc neural
networks (Agirrezabal, Alegria, and Hulden,
2017). To the best of our knowledge, the
only attempt at multilinguality for metrical
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pattern prediction was introduced in (De la
Rosa et al., 2021) for English, German, and
Spanish, where the authors jointly fine-tune
different monolingual language models and
document some cross-lingual transferability
when using multilingual RoBERTa (Liu et
al., 2019). Inspired by their good results, in
this work we build a domain specific language
model trained on a corpus of verses in 12 lan-
guages to explore its performance on tasks of
poetic nature.

3 Methods and Data
We leverage domain-specific pre-training
techniques by fine-tuning the widely used
multilingual BERT (mBERT) model with the
same base architecture and vocabulary for
our specific domain. We adopt the masked
language modeling (MLM)1 objective and
further train the model for 40 epochs on a
large corpus consisting of 12 million verses,
which were sourced from various poetry an-
thologies. The training was conducted on a
Google TPUv3 virtual machine with a batch
size of 256, a learning rate of 1.25×10−4, and
a weight decay of 0.01. The maximum se-
quence length was set to 32 since verses with
up to 32 tokens using the mBERT tokenizer
make up for almost 99 percent of the total.
Furthermore, we used a 10,000-step warmup
process, which allowed the model to learn the
distribution of the corpus gradually. We are
naming the resulting model Alberti2. After
training, we evaluate the model on 10% of the
corpus held out as a validation set, achieving
a final global MLM accuracy of 57.77%.

3.1 PULPO
The training of the model was done over a
new corpus we built for the occasion. The
Prolific Unannotated Literary Poetry Corpus
(PULPO) is a set of multilingual verses and
stanzas with over 72 million words. It was
created to tackle the needs of scholars in-
terested in poetry from a machine learning
perspective. Although poetry is a funda-
mental aspect of human expression that has
been around for millennia, the study of po-
etry from a machine learning perspective is
still in its infancy, largely due to the scarcity

1MLM is a form of self-supervised learning that
involves masking some of the words in a sentence and
training the model to predict them based on the sur-
rounding words.

2An homage to Spanish poet Rafael Alberti.

of poetic corpora. And while literary corpora
are becoming more readily available, multilin-
gual poetic corpora remain elusive. The lack
of such corpora presents a major challenge
for researchers interested in natural language
processing (NLP) and machine learning (ML)
applied to poetry.

Language Verses Words

English 2,945,882 21,129,934
Czech 1,888,680 10,451,247
German 1,583,504 9,686,032
Arabic 1,388,461 6,539,196
Finnish 1,046,162 3,377,398
Spanish 912,951 5,478,627
Italian 661,526 4,358,541
Russian 628,719 3,458,928
Hungarian 495,167 2,444,775
Chinese 436,384 1,649,711
Portuguese 346,974 2,302,886
French 223,928 1,672,759

Total 12,558,338 72,550,034

Table 1: Number of deduplicated verses and
their words per language in PULPO.

The PULPO corpus comprises over 12 mil-
lion deduplicated metrical verses from 12 dif-
ferent languages in 3 scripts (see Tables 1
and 6). We chose these languages because
of the large number of poems freely available
on the Internet out of copyright or with a
permissive license. The poems date from the
15th-century to contemporary poetry and a
number of them also have stanza separations.
This makes the corpus a valuable resource for
multilingual NLP and machine learning re-
search. In addition, the corpus includes po-
ems from various historical periods and lit-
erary traditions, providing a diverse range of
poetic styles and forms.

3.2 Stanzas
To further evaluate the performance of the
model, we conduct extrinsic evaluations us-
ing two different tasks. First, a stanza-type
classification task for Spanish poetry. This
task aims to assess the ability of the model
to distinguish between different stanza types,
such as tercet, quatrain, and sestina (see Ta-
ble 2 for an example).

A stanza, which is considered the funda-
mental structural unit of a poem, serves to en-
capsulate themes or ideas (Kirszner and Man-
dell, 2007). Comprised of verses, stanzas are
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Verse Scheme

Escribí en el arenal 8a
los tres nombres de la vida: 8-
vida, muerte, amor. 6b
Una ráfaga de mar, 8a
tantas claras veces da, 8a
vino y nos borró. 6b

Table 2: Example of a stanza with its metri-
cal length and rhyme scheme.

influenced by the writing styles and historical
preferences of authors. The Spanish tradition
boasts a rich abundance of stanza types, ren-
dering their identification a challenging and
intricate task. Generally, three factors con-
tribute to the identification of a stanza: met-
rical length, rhyme type, and rhyme scheme
(Domínguez Caparrós, 2014; Jauralde Pou,
2020; Quillis, 2000; Torre, 2000). Conse-
quently, the classification of stanzas can be
approached in three stages (Domínguez Ca-
parrós, 2014):

1. Calculation of the metrical length per
verse. This process typically involves
counting the number of syllables while
considering rhetorical devices that may
alter this count (e.g., syneresis, synale-
phas). In some cases, the pattern formed
by these verse lengths can assist in deter-
mining the stanza type.

2. Determination of the rhyme type. When
the sounds after the final stressed syl-
lable of each verse match, it is known
as consonance rhyme. Alternatively, as-
sonance rhyme involves the matching of
vowel sounds while disregarding conso-
nant sounds. However, there are stanza
types where this distinction becomes ir-
relevant.

3. Extraction of the rhyme scheme. The
rhyme scheme is established based on the
verses that share a rhyme.

Following (Pérez Pozo et al., 2022), we ap-
proached stanza type identification as a clas-
sification task. We used their 5,005 Spanish
stanzas containing between 12 and 170 ex-
amples for each of the 45 different types of
stanzas3, and used the already existing splits

3An extra stanza type ‘unknown’ was ignored in
this study as it does account for anything not recog-
nized as any of the other stanza types

of 80% for training, 10% for validation, and
10% for testing.

3.3 Scansion
Second, a multilingual scansion task aimed
at testing the ability of the model to predict
the metrical pattern of a given verse in dif-
ferent languages. The scanning of a verse re-
lies on assigning stress correctly to the sylla-
bles of the words. This process can be influ-
enced by rhetorical figures and individual tra-
ditions. The synalepha is a common device in
Spanish, English, and German poetry, which
combines separate phonological groups into a
single unit for metrical purposes. Syneresis
and dieresis are two other devices that op-
erate similarly but within the word, either
joining or splitting syllables. The meter of
a verse can be seen as a sequence of stressed
and unstressed syllables, represented by the
symbols ‘+’ and ‘−’, respectively. Examples
1, 2, and 3 from (De la Rosa et al., 2021)
illustrate verses with metrical lengths of 8,
10, and 7 syllables in Spanish, English, and
German, respectively. These examples also
demonstrate the resulting metrical pattern af-
ter applying (or breaking, as in the case for
‘la-her ’ in the Spanish verse) synalepha, rep-
resented by ‘<’, and considering the stress of
the last word as it may affect the metrical
length in Spanish poetry.

(1) cubra de nieve la hermosa cumbre4

cu-bra-de-nie-ve-la-her-mo-sa-
cum-bre
+−−+−−−+−+− 11

(Garcilaso de la Vega)

(2) Our foes to conquer on th’ embat-
tled plain;
Our-foes-to-con-quer-on-th’e< m-
bat-tled-plain;
−+−+−−−+−+ 10

(Rhys Prichard)

(3) Leise lausch’ ich an der Thür5

Lei-se-la-schu’i< ch-an-der-Thür
+−+−+−+ 7

(Adolf Schults)

In order to measure the performance of
Alberti, we follow the experimental design
in (De la Rosa et al., 2021) and use their

4"[It] cover with snow the beautiful summit."
5"I quietly listen at the door"
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Arabic

Chinese

Czech
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Finnish

French
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Hungarian

Italian

Portuguese

Russian

Spanish

64.08

31.16

60.62

53.21

62.72

58.42

58.36

55.67

51.62

49.26

58.54

58.59

26.39

9.9

27.74

29.75

22.13

36.31

27.95

29.01

25.93

29.6

28.7

32.2

Alberti mBERT

Figure 1: Masked Language Modeling accu-
racy (%) on the validation set of PULPO for
Alberti (blue) and mBERT (red). Higher is
better.

chosen datasets of verses manually annotated
with syllabic stress for English, German, and
Spanish. For the Spanish corpus, the Cor-
pus de Sonetos de Siglo de Oro (Navarro-
Colorado, Lafoz, and Sánchez, 2016) was
used. This TEI-XML annotated corpus con-
sists of hendecasyllabic verses from Golden
Age Spanish authors. A subset of 100 poems
initially used for evaluating the ADSO Scan-
sion system (Navarro-Colorado, 2017) was se-
lected for testing, while the remaining poems
were split for training and evaluation.

Unfortunately, suitable annotated corpora

Arabic

Chinese

Czech

English

Finnish

French

German

Hungarian

Italian

Portuguese

Russian

Spanish

4.5

51.08

6.27

10.96

6.33

7.91

7.07

8.85

11.91

16.36

8.05

8.04

45.39

790.24

83.31

89.13

186.58

43.66

87.97

78.11

128.64

100.27

84.92

62.15

Alberti mBERT

Figure 2: Perplexity proxy scores on the vali-
dation set of PULPO for Alberti (blue) and
mBERT (red). Lower is better.

of comparable scale were not found for En-
glish and German. Instead, an annotated cor-
pus of 103 poems from For Better For Verse
(Tucker, 2011) was used for English, and a
manually annotated corpus from (Haider and
Kuhn, 2018; Haider et al., 2020) was used for
German. The German corpus contains 158
poems which cover the period from 1575 to
1936. Around 1200 lines have been annotated
in terms of syllable stress, foot boundaries,
caesuras and line main accent. These corpora
were divided into train, evaluation, and test
sets, following a 70-15-15 split. Table 4 shows
number of verses per language and split.
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Model F1 Accuracy

mBERT 57.51 61.94
Alberti 59.33 63.64

BETO (Cañete et al., 2020) – 42.12
Rantanplan (De la Rosa et al., 2020)
+ Expert System (Pérez Pozo et al., 2022) – 88.51

Table 3: F1 scores on stanza classification. Best neural model scores in bold. Rule-based systems
italicized.

Train Evaluation Test

Spanish 7,327 1,421 1,401
English 708 152 153
German 775 167 168

Table 4: Number of verses for each language
in the metrical pattern prediction datasets.

4 Evaluation and Results

After training, we evaluated the resulting
model Alberti on several fronts. For intrin-
sic evaluation, we used the aforementioned
MLM metric as well as a perplexity proxy
score based on the predicted token probabili-
ties (see Listing 1). We calculated these met-
rics for every language on the validation set
of PULPO for both Alberti and mBERT.
As shown in Figure 1, the MLM accuracy
of Alberti is generally higher than that of
mBERT for all languages. The gains of Al-
berti against mBERT range from +19.65
percentage points for Portuguese to +40.59
for Finnish. A similar trend is shown for
our perplexity proxy score in Figure 2, with
clear gains of Alberti over mBERT across
the board, ranging from -35.75 for French to
staggering -739.16 points for Chinese. The
stark difference for Chinese could be a result
of differences in the way text is represented in
that language in both the pre-training corpus
of mBERT and PULPO.

For extrinsic evaluation, we also evaluated
Alberti against mBERT for stanza classifi-
cation and metrical pattern prediction. We
chose the best performing models on the vali-
dation set over a small grid search of learning
rates 10−5, 3×10−5, and 5×10−5, for 3, 5, and
10 epochs, and warmup of 0 and 10% of the
steps. Figure 3 shows the ROC curves of each
stanza type versus the rest for both Alberti
and mBERT, with higher areas under the

curve (AUC) in 29 out of the 45 stanza types
for Alberti, and in 16 out of 45 for mBERT.
Table 3 shows F1 and accuracy macro scores
for each model, with Alberti outperforming
mBERT by a small percentage. Interestingly,
our baseline fine-tuned mBERT model scores
better than the monolingual Spanish BETO
(Cañete et al., 2020) reported in (Pérez Pozo
et al., 2022). Nonetheless, the combination
of the rule-based system Rantanplan (De la
Rosa et al., 2020) with an expert system re-
mains state of the art for stanza classification.

The prediction of metre was approached
as a multi-class binary classification task, i.e.,
one class per syllable where each syllable can
be stressed (strong) or unstressed (weak). Af-
ter a grid search with roughly the same hy-
perparameters as in (De la Rosa et al., 2021),
Alberti outperforms mBERT for every lan-
guage, as shown in Table 5. When com-
pared to other similarly sized models (English
RoBERTa (Liu et al., 2019) and multilin-
gual XLM RoBERTa (Conneau et al., 2019))
as reported in (De la Rosa et al., 2021), it
still performs better for English and German.
Lastly, Alberti achieves a new state-of-the-
art for German, as it performs better than
both the large version of XLM RoBERTa and
the rule-based system Metricalizer (Boben-
hausen, 2011).

5 Conclusions and Further Work
In this work, we hope to make a significant
contribution to the fields of Digital Humani-
ties and NLP by introducing the first multi-
lingual large language model for poetry, Al-
berti. Our model demonstrated substantial
improvements over mBERT, indicating its ef-
fectiveness in capturing the nuances of poetic
language in various languages and demon-
strating the feasibility of domain-specific pre-
training for poetry. The evaluation of the
model on intrinsic and extrinsic metrics high-
lights its potential for practical applications
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Figure 3: True positive rate (TPR) against false positive rate (FPR) of the receiver operating
characteristic (ROC) curves and their corresponding areas (AUC) for the classification of each
stanza type versus the rest after fine-tuning Alberti (blue) and mBERT (red). Best AUC score
in bold.
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Model Spanish English German

mBERT 88.15 35.71 39.52
Alberti 91.15 49.34 56.29

RoBERTa (base) (De la Rosa et al., 2021) 87.37 36.21 43.11
XLM RoBERTa (base) (De la Rosa et al., 2021) 92.15 40.79 46.11
Rantanplan (De la Rosa et al., 2020) 96.23 – –
Poesy (Algee-Hewitt et al., 2014) – 38.16 –
Metricalizer (Bobenhausen, 2011) – – 44.91

Table 5: Accuracy on metrical pattern prediction. Best neural model scores in bold. Rule-based
systems italicized.

in tasks such as stanza-type identification and
scansion on a multilingual setting.

The release of our model and accompa-
nying corpus will provide an important re-
source for researchers in the field, facilitat-
ing further investigation into poetry-related
tasks. It is our plan to train Alberti at
the stanza level and compare its performance
against the current verse-based model, which
presents itself as an exciting avenue for future
research, as it could potentially improve the
ability of the model to capture the meaning
and structure of poetry in a more sophisti-
cated way. Given the good results obtained
by Alberti, despite its training on an ar-
guably outdated model, future iterations will
leverage more powerful and larger pre-trained
models, thereby enhancing its performance
and versatility.

Moreover, we do believe that the strong
accuracy of Alberti in the masked language
prediction task could pave the way for meth-
ods analyzing metaphoric language by lever-
aging the differences between the predictions
of Alberti and the predictions of other mod-
els trained on more journalistic or encyclope-
dic type of data.

Overall, the results of this study have the
potential to significantly advance our under-
standing of poetry in various languages and
contribute to the development of more sophis-
ticated NLP models that can capture the sub-
tleties of poetic language. We hope that our
work will inspire further research and innova-
tion in this field, and we look forward to see-
ing how our model and corpus will be used in
future studies.
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A Appendix: PULPO
PULPO, the Prolific Unannotated Literary
Poetry Corpus, is a set of multilingual cor-
pora of verses and stanzas with over 72M
words.

The individual corpora were downloaded
using the Averell tool, developed by the
POSTDATA team, and other sources found
on the Internet.

A.1 Averell sources
A.1.1 Spanish

• Disco v3

• Corpus of Spanish Golden-Age Sonnets

• Corpus general de poesía lírica castellana
del Siglo de Oro

• Gongocorpus - source

A.1.2 English
• Eighteenth-Century Poetry Archive

(ECPA)

• For better for verse

A.1.3 French
• Métrique en Ligne - source

A.1.4 Italian
• Biblioteca italiana - source

A.1.5 Czech
• Corpus of Czech Verse

A.1.6 Portuguese
• Stichotheque

A.2 Internet sources
A.2.1 Spanish

• Poesi.as - source

A.2.2 English
• A Gutenberg Poetry Corpus

A.2.3 Arabic
• Arabic Poetry dataset

A.2.4 Chinese
• THU Chinese Classical Poetry Corpus

A.2.5 Finnish
• SKVR

A.2.6 German
• TextGrid Poetry Corpus - source

• German Rhyme Corpus
6The poems as such are not available as

lines that "looked like" poetry where extracted
from books in the Project Gutenberg. See
https://github.com/aparrish/gutenberg-poetry-corpus.
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Name Language Poems Verses Words Period

THU Chinese Classical Poetry Corpus Chinese 127,682 510,728 2,553,640 1st − 17th C.
TextGrid Poetry Corpus German 105,849 3,422,223 20,735,344 15th − 20th C.
SKVR Finnish 89,247 1,340,987 4,290,341 16th − 20th C.
Corpus of Czech Verse Czech 66,428 2,664,989 12,636,867 18th − 20th C.
Arabic Poetry dataset Arabic 54,300 54,944 5,328,745 1st − 16th C.
Biblioteca Italiana Italian 25,341 1,070,717 7,121,246 15th − 20th C.
poesi.as Spanish 25,300 910,800 5,894,900 15th − 21st C.
19000 Russian poems Russian 19,315 691,361 6,559,283 15th − 20th C.
Poems in Portuguese Portuguese 15,543 362,537 2,073,420 15th − 21th C.
ELTE verskorpusz Hungarian 13,161 594,284 4,606,974 16th − 19th C.
Métrique en Ligne French 5,081 247,248 1,850,222 17th − 20th C.
Sonetos Siglo de Oro Spanish 5,078 65,911 466,012 16th − 17th C.
Disco V3 Spanish 4,530 54,066 431,428 15th − 20th C.
Eighteenth C. Poetry Archive English 3,084 265,683 2,063,668 18th − 18th C.
German Rhyme Corpus German 1,948 47,900 270,476 17th − 20th C.
Stichotheque Portuguese 1,702 260,536 168,411 15th − 20th C.
Gongocorpus Spanish 481 20,621 99,490 16th − 17th C.
Poesía Lírica Castellana Siglo de Oro Spanish 475 51,219 299,402 16th − 17th C.
For Better For Verse English 103 1,084 41,749 15th − 20th C.
A Gutenberg Poetry Corpus English N/A6 3,085,117 22,124,040 15th − 20th C.

Table 6: Number of poems, verses and words, and the approximate coverage period for each
corpus in PULPO.

A.2.7 Hungarian
• ELTE verskorpusz

A.2.8 Portuguese
• Poems in Portuguese

A.2.9 Russian
• 19,000 Russian poems

B Appendix: Availability
• Alberti: https://huggingface.co/linhd-postdata/alberti-bert-base-multilingual-cased

• PULPO: https://huggingface.co/datasets/linhd-postdata/pulpo

C Appendix: Perplexity Proxy Score

1 def score(sentence, model, tokenizer):

2 model_inputs = tokenizer(sentence, add_special_tokens=False, return_tensors="pt")

3 scores, count = [], 0

4 for input_index in range(len(model_inputs["input_ids"][0])):

5 masked_token = tokenizer.decode(

6 model_inputs["input_ids"][0][input_index], skip_special_tokens=True)

7 if len(masked_token) > 0:

8 model_inputs["input_ids"][0][input_index] = tokenizer.mask_token_id

9 scores.append(fill(model_inputs, targets=[masked_token])[0]["score"])

10 model_inputs = tokenizer(

11 sentence, add_special_tokens=False, return_tensors="pt")

12 return math.pow(math.prod(scores), -1 / len(scores))

Listing 1: Perplexity proxy score implementation in Python pseudocode.
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Abstract: This paper analyzes the use of language models to automatically gen-
erate counter-narratives for hate speech in Spanish. Despite the existence of a few
studies in English and other languages, no previous work has explored this topic
focused on Spanish. The article shows that the use of GPT-3 outperforms other
models in generating non-offensive and informative counter-narratives, which some-
times present compelling arguments. We have used few-shot learning algorithms
applying different prompt strategies and analyzing the results for each of them. Ad-
ditionally, a new corpus called CONAN-SP, which consists of 238 pairs of hate speech
and counter-narratives in Spanish, has been made available to the research commu-
nity to facilitate further investigations in this area. These findings highlight the
potential of language models to combat hate speech in Spanish by counter-narrative
generation.
Keywords: Spanish counter-narrative generation, Hate speech, Natural language
Generation, Few-shot learning.

Resumen: Este trabajo analiza el uso de modelos lingǘısticos para generar au-
tomáticamente contranarrativas al discurso del odio en español. A pesar de la
existencia de algunos estudios en inglés y otros idiomas, ningún trabajo previo ha
explorado este tema centrado en el español. El art́ıculo muestra que el uso de
GPT-3 supera a otros modelos en la generación de contranarrativas no ofensivas
e informativas incluyendo en ocasiones argumentos convincentes. Hemos utilizado
diferentes algoritmos de few-shot learning aplicando varias estrategias de prompting
y analizando los resultados para cada una de ellas. Además, se ha puesto a dis-
posición de la comunidad investigadora un nuevo corpus llamado CONAN-SP, que
consta de 238 pares de discursos de odio y contranarrativas en español, para facilitar
nuevas investigaciones en este ámbito. Estos resultados ponen de relieve el potencial
de los modelos del lenguaje para combatir el discurso de odio en español mediante
la generación de contranarrativas.
Palabras clave: Generación de contranarrativas en español, Discurso del odio,
Generación de lenguaje natural, Aprendizaje con pocos ejemplos.

1 Introduction

Hate Speech (HS)1 refers to any form of com-
munication that promotes hostility, discrim-
ination, or violence towards a group or indi-
vidual based on their race, gender, sexual ori-
entation, religion, or any other characteristic.

1Warning: This paper discusses and contains con-
tent that may be deemed offensive or upsetting.

This is a problem that has been enhanced by
the massive use of social networks that allow
the easy and rapid propagation of hate mes-
sages (Mathew et al., 2019). For this rea-
son, it is important to implement computa-
tional systems capable of detecting and com-
bating online hate speech. There are already
some approaches based on Machine Learn-
ing (ML) and Natural Language Processing
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(NLP) that try to identify linguistic patterns
to detect both hate speech in general (Djuric
et al., 2015) and messages targeting certain
groups like sexism (Frenda et al., 2019) or
xenophobia (Plaza-Del-Arco et al., 2020). It
is important to note that for such a system
to work properly, it is necessary to adapt it
to the language in which the messages to be
detected are written.

On the other hand, in order to protect
people and promote a civilized and respect-
ful online dialogue, it is not only important
to detect hate speech, but it is also increas-
ingly necessary to use strategies that allow us
to mitigate its consequences.

Some strategies employ blocking or sus-
pending tools to counter online hate speech
on social media. However, despite the ef-
forts, social media sites that have imple-
mented strict policies against hate speech
have not been particularly successful. Some
argue that selectively blocking or suspending
free speech sets a dangerous precedent, and
therefore it should not be done. While block-
ing hateful speech may decrease its impact
on society, it also risks infringing upon free
speech. Richards and Calvert (2000) argue
that a preferable solution to hate speech is
to promote more speech using for example
Counter-Narrative (CN). Counter-narrative
is the strategy to combat hate speech that
consists of providing an alternative narrative
to the one that promotes hate and violence
(Hangartner et al., 2021). CN can include
messages that promote tolerance, respect and
inclusion, and can be a powerful tool to chal-
lenge and dismantle hate speech.

In this sense, using NLP algorithms to au-
tomatically generate counter-narratives may
be an option to explore in the fight against
hate speech. However, there are still not
many approaches to apply NLP tools in CN
generation and, in addition, most of the work
focuses on combating messages written in En-
glish. Thus, the main objective of our pa-
per is to study the use of NLP techniques
to generate counter-narratives in Spanish to
combat hate speech online. Our research is
focused on generating Spanish texts through
an approach based on one of the most ref-
erenced works on the automatic generation
of counter-narratives, which is described by
Chung, Tekiroglu, and Guerini (2021). The
authors of this work used the CONAN corpus
(Chung et al., 2019) to develop a variation

called CONAN-KN, which includes 195 pairs
of hate speech and counter-narratives along
with the background knowledge used to gen-
erate the counter-narrative. The main dif-
ference between CONAN and CONAN-KN
is the inclusion of background information
in the latter. Although our experiments are
based on this corpus, we only focused on the
hate speech and counter-narrative pairs, leav-
ing the incorporation of background knowl-
edge for future research.

We propose an approach for automatically
generating counter-narratives to hate speech
in Spanish, using a few-shot learning strat-
egy. Since datasets for this task are scarce
and expensive to create, we translated the
CONAN-KN dataset into Spanish and man-
ually verified its accuracy. We use a subset
of this corpus as examples in a prompt and
evaluate various language generation models
to determine the most accurate one. Our con-
tributions can be summarized as follows:

1. To study the automatic generation of
CN for hate-speech in Spanish.

2. To compare different models for Spanish
CN generation.

3. To generate a new Spanish corpus with
pairs of HS and CN using a prompting
approach (CONAN-SP).

4. To evaluate different prompt strategies
for automatic CN generation.

The paper is organized as follows: first,
we provide a Background section that out-
lines the hate speech and generation of CN
problem and previous research in the area.
Next, we describe our proposal including the
description of the dataset and preprocess-
ing, the selection of algorithms and models,
and the evaluation methodology. Then, we
present the details of our experiments and the
results obtained, continuing with an Error
analysis section that discusses potential limi-
tations and sources of error in our approach,
as well as ways to address them. Finally, we
conclude the paper with a concise summary
of our findings, a discussion of their impli-
cations and possible future directions for re-
search.

2 Background

Over the past few years, the NLP commu-
nity has dedicated significant research efforts
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to studying the issue of hate speech (Fortuna
and Nunes, 2018; Plaza-del Arco et al., 2021;
Fortuna et al., 2022). Despite this ongoing
research, the amount of research on com-
putational systems designed to combat the
dissemination and propagation of HS mes-
sages is very limited. Nevertheless, mitigat-
ing the consequences of HS is crucial not only
through its detection but also via effective
strategies to combat it. Counter-narrative
is one such strategy to combat hate speech
that consists of providing an alternative nar-
rative to the one that promotes hate and vi-
olence. Counter-narrative can include mes-
sages that promote tolerance, respect, and
inclusion, and can be a powerful tool to chal-
lenge and dismantle hate speech by mitigat-
ing its negative impacts. Thus, the use of
NLP technologies to automatically generate
counter-narratives is an option to explore in
the fight against HS and promote the creation
of a safer and more inclusive online environ-
ment for everyone.

Actually, some works have proved that
counter-narrative are effective in hate coun-
tering (Benesch, 2014; Mathew et al., 2019).
This is why some Non-Governmental Orga-
nizations (NGOs) train human operators to
intervene in online conversations by writing
counter-narratives. However, manual human
action against hate speech is not a scalable
solution. Consequently, data-driven Natu-
ral Language Generation (NLG) methods are
now being explored to aid NGO operators in
creating CNs.

In this line, a range of CN collec-
tion strategies have been put forward, each
with its own set of benefits and drawbacks
(Mathew et al., 2018; Qian et al., 2019).
Chung et al. (2019) created the multilingual
CONAN corpus of HS and CN pairs for three
different languages: English, French, and
Italian. CONAN is a high-quality dataset
manually generated by NGO human opera-
tors trained to combat online hate speech and
who can be considered experts in counter-
narrative generation. Chung, Tekiroglu,
and Guerini (2021) used this dataset to
fine-tune GPT-2 to automatically generate
counter-narratives. They also adopted the
same methodology of data collection on hate
speech targeting other religions, races, and
gender to fine-tune GPT-2 for automated
generation (Fanton et al., 2021).

Our work relies on a Spanish adaptation

of the CONAN-KN corpus, which is widely
recognized as a high-quality dataset. To
adapt it to Spanish, we used DeepL as an
automatic translation tool and ensured that
the quality of the HS-CN pairs was main-
tained. The strategy used to ensure the qual-
ity of HS-CN pairs consists of a manual revi-
sion of some texts and comparing them with
the original texts. We use this corpus as a
basis for generating various prompts using
selected LNG models. To generate Span-
ish CN, we employed Pre-trained Language
Models (LMs) known for achieving impres-
sive results on challenging generation tasks
after fine-tuning. In this line, some works
have investigated the performance of some
architectures generating CN such as GPT-
2 or XNLG (Tekiroglu, Chung, and Guerini,
2020). However, the popularity and the im-
pressive results that GPT-3 is showing have
led us to include this model in our experi-
mentation. As we can see in Section 4.2, the
results obtained with GPT-3 are by far the
best and truly simulate a human operator.
For this reason, we have focused on GPT-3
and we have applied different prompt strate-
gies in the experiments (Brown et al., 2020).

After performing the experiments with
GPT-3 we have created a corpus including
all generated HS-CN pairs which we call
CONAN-SP (CONAN-SPanish).

The main problem we faced was to under-
take the evaluation of the results. For this
purpose, we have chosen to carry out a man-
ual evaluation following the same method-
ology as Ashida and Komachi (2022), in
which three perspectives are taken into ac-
count: offensiveness, stance and informative-
ness. More details are given in the next sec-
tion.

3 Data and Methodology

3.1 Dataset

To run our experiments, we use a Knowledge
grounded hate-countering dataset (CONAN-
KN). This dataset contains 195 pairs of
hate speech texts and the respective counter-
narrative of the offensive texts, both writ-
ten in English. Figure 1 shows an example
of a CONAN-KN HS-CN pair translated to
Spanish. The offensive texts are labeled with
five different classes that represent the target
of hate speech: Antisemitism, Islamophobia,
Racism, Homophobia, and Misogyny. In Ta-
ble 1 we can see the number of instances of
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each class in the CONAN-KN dataset.

Class # Instances

Antisemitism 50
Islamophobia 51
Racism 29
Homophobia 39
Misogyny 26

Total 195

Table 1: HS-CN pairs class distribution in
the CONAN-KN corpus.

Figure 1: Example of Spanish translation
of hate speech and counter-narrative pair of
CONAN-KN dataset. The original text in
English is HS: I’m tired of woman taking
part to political debate. Feminism is a di-
visive force in society. CN: Women openly
claiming feminism and a desire for equality?
I keep trying to imagine a universe in which
public figures declaring themselves feminists
would be a bad thing.

With the results of the proposed experi-
ments, we create a new dataset for Spanish
counter-narrative, called CONAN-SP. As it
is explained in Section 4.3, GPT-3 was the
only selected model that obtained coherent
results, therefore in CONAN-SP, we only in-
clude generated texts from GPT-3 model in
the different experiments. All of the counter-
narrative generated by GPT-3 model are in-
cluded in CONAN-SP without filters. To
construct CONAN-SP, we remove the pairs
that contain duplicates of hate-speech texts
and the examples used to calculate the agree-
ment between annotators. The structure of
CONAN-SP is the hate-speech provided by
CONAN-KN and the counter-narrative texts
generated by GPT-3 model. Furthermore,
we associated the target of the offensive
comment with the hate speech and counter-
narrative pair. Finally, we obtained 238 pairs
of hate-speech and counter-narrative. All of

these pairs are labeled by human annotators
with the same strategy used in the proposed
experiments (Section 3.5). CONAN-SP is
freely available for research purposes 2.

3.2 Data Preprocesing

Since our work focuses on Spanish, we have
automatically translated the CONAN-KN
corpus from English to Spanish using the
DeepL neural machine translation service.

CONAN-KN dataset contains pairs of
Hate Speech and Counter Narrative (HS-
CN). However, some HS parts are repeated
for different CNs. Therefore, to perform our
experiments, we have removed the repeated
hate speech texts and selected one of the ex-
isting CNs, specifically the first HS-CN pair.
Thus, 105 Spanish HS-CN pairs were finally
considered.

3.3 Selected Models

To achieve our goal we look for different mod-
els that researchers usually use for text gen-
eration tasks. In this case, we selected GPT-
23 (Radford et al., 2019), GPT-2 MarIA4

(Fandiño et al., 2022), davinci GPT-35, Flan-
T56 (Chung et al., 2022) and Bloom 7 (Scao
et al., 2022). The first three models are based
on the same architecture, Generative Pre-
trained Transformers (GPT), with the differ-
ence that the second model is fine-tuned with
data from the National Library of Spain, and
the third model is pre-trained with more data
than the GPT-2 model and ten times big-
ger in its number of parameters. The Flan-
T5 model is based on the Transformer archi-
tecture but it is trained on more than 1,000
additional tasks in different languages. Fi-
nally, the Bloom model is an auto-regressive
Large Language Model, trained to continue
text from a prompt on a big amount of text
data. This model is able to output coherent
text in 46 languages and 13 programming lan-
guages that are hardly distinguishable from
text written by humans.

2https://github.com/estrellaVallecillo/
CONAN-SP.git

3https://huggingface.co/cite-2-large
4https://huggingface.co/PlanTL-GOB-ES/

GPT-2-base-bne
5https://platform.openai.com/docs/models/

gpt-3
6https://huggingface.co/google/

flan-t5-large
7https://huggingface.co/bigscience/bloom
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3.4 Prompt strategy

For the counter-narrative generation, we ap-
ply a few-shot learning strategy, where we
pass a prompt that contains some exam-
ples of a good counter-narrative for the hate
speech text. Later, the models have to com-
plete the counter-narrative of the remaining
offensive texts. Figure 2 presented the ar-
chitecture followed for our experiments with
few-shot learning where one of the most im-
portant part of the development system is the
prompt (orange part of the figure) because it
has the training data of the task (examples)
and the input test data for which the model
has to predict the output.

The different proposed prompt strategies
are shown in Section 4.2

3.5 Evaluation Methodology

Evaluating the quality of the generated text
is a challenging task for several reasons.
Firstly, there is no universal metric or stan-
dard for what constitutes good text. Text
generation is often subjective and dependent
on the task or context in which it is used.
Additionally, evaluating the coherence and
fluency of a piece of generated text requires
an understanding of language and the ability
to recognize nuances in meaning and tone.
Furthermore, some of the metrics that have
been used in generation come from the field
of translation, such as BLEU (Papineni et
al., 2002) or NIST (Doddington, 2002), and
others, such as ROUGE (Cawsey, Jones, and
Pearson, 2000), from the generation of sum-
maries. BLEU is a precision metric used in
translation that evaluates the proportion of
n-grams that share the output of the system
with seeing translations. NIST is an adapta-
tion of BLEU that adds weight to the most
informative n-grams. At the summary level,
the ROUGE metric is used, operating in par-
allel to BLEU and various metrics such as
ROUGE-1, ROUGE-2, or ROUGE-SU4 (Lin,
2004). However, these measures are disputed
in the community for various factors such as
that in NLG systems there is no single-unique
good output to compare with or the results
given by the metrics are difficult to interpret.
These are some of the reasons given for dis-
trusting this type of evaluation.

For these reasons, and given that the gen-
erated corpus CONAN-SP includes a limited
number of HS-CN pairs, we have carried out
a manual evaluation in order to test the va-

lidity of using generative language models to
automatically generate counter-narratives for
hate speech in Spanish.

For the evaluation we have followed the
work by Ashida and Komachi (2022) and
considered 3 perspectives for each counter-
narrative: Offensiveness, Stance, and Infor-
mativeness:

• Offensiveness: if the counter-narrative
is offensive to someone, such as people of
a certain race, including the people who
wrote the HS message.

– 0 (not sure)

– 1 (not offensive)

– 2 (maybe offensive)

– 3 (completely offensive)

• Stance: refers to the position taken
with respect to the message and is classi-
fied into three types: agree, neutral, and
disagree.

– 0 (irrelevant)

– 1 (strongly agree)

– 2 (weakly agree/disagree),

– 3 (strongly disagree)

• Informativeness: assesses the de-
gree of informativeness and specificity
of the counter-narrative, without being
generic.

– 0 (irrelevant)

– 1 (not informative)

– 2 (generic statement and little infor-
mation)

– 3 (specific and informative)

The evaluation is carried out by 3 human
annotators. The group of annotators con-
sists of a senior linguist, a senior computer
scientist, and a pre-doctoral student in com-
puter science. First, they annotate 5 HS-CN
pairs with all texts that are generated with
all tested models. Once it is proven that the
best-performing model is GPT-3, the evalu-
ation focuses only on the texts generated by
this model for each experiment. The 3 an-
notators evaluated 20 selected HS-CN pairs
(60 HS-CN pairs in total for each of the 3 ex-
periments performed) and the agreement is
calculated by checking that the annotation is
clear. Finally, the rest of the corpus is anno-
tated by two human annotators for the CNs
generated by GPT-3 (238 HS-CN pairs).
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Figure 2: Simplified scheme of experiments design.

4 Experiments and Results

4.1 Parameters tuning

Generative language models have a large
number of parameters that must be adjusted.
Since the counter-narrative is a subjective
task, we perform different tests changing the
values of the parameters. We optimize the
following parameters:

• temperature: is a parameter used to
modulate the next tokens probabilities.
With a value near 1, the model is more
creative and more difficult to control the
answers.

• max length: this parameter corre-
sponds to the length of the input prompt
plus the maximum number of tokens to
generate.

• top p: this parameter indicates the to-
ken diversity. Values nearest to 0 mean
that we will have fewer tokens to select
by the model and values nearest to 1 will
allow the model to select among a higher
amount of tokens.

Table 2 shows the values of each hyper-
parameter for the selected models in Section
3.3. If we observe this table, we can see that
top p always works better with the value set
to 1. GPT-2 is the only model that needs
more than 512 such as max lenght.

4.2 Experiment Setup

In order to develop a CN system, we use
few-shot learning. Therefore, we need to
design a prompt that contains a few exam-
ples of hate speech texts and their CN. As
stated before, the dataset includes 5 different
offensive classes (Antisemitism, Islamopho-
bia, Racism, Homophobia, and Misogyny).
Since all the information that the model will
have to generate a counter-narrative is in the
prompt, we need to design a good prompt.
There are a lot of studies such us (Gu et al.,
2022), and (Bang et al., 2023) that explore
different types of prompts to find the best
design. These studies are called ”prompt en-
gineering”. Focusing on these studies, we de-
cide to explore the following prompt strate-
gies:

• Experiment 1 includes the task descrip-
tion and gives to the model an example
of each class of offensive comment.

• Experiment 2 considers five prompts,
one for each offensive class. The different
prompts have to include a task descrip-
tion and provide to the model 3 exam-
ples.

• Experiment 3 uses a prompt that in-
cludes 5 examples, one for each class
without the task description.

For all of the prompt strategies, we se-
lected random hate speech and counter-
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Model Temperature Max length Top p

GPT-2 MarIA 0.9 512 1
GPT-2 0.9 1024 1
GPT-3 0.7 512 1
Flan-T5 1.0 512 1
Bloom 0.7 512 1

Table 2: Selected parameters for configuring text generation with different models.

narrative pairs from the different categories
of hate speech.

The prompts proposed for the experi-
ments are shown in Appendix A.

4.3 Results
To analyze the different results of our experi-
ments, we selected 5 pairs of hate speech and
counter-narrative texts, one for each type of
hate speech. These pairs were evaluated by
three annotators to prove the performance of
all of the models selected. Table 4 shows 2 ex-
amples of CN generated by the selected mod-
els.

As can be seen, the GPT-3 model out-
performs the rest of the models, generating
coherent text that is not offensive and con-
tradicts the hate speech comment. On the
other hand, the counternarrative generated
by Flan-T5 model is the same that the orig-
inal HS message. GPT-2 model created a
counternarrative without coherence and gen-
erate more posts and counternarrative texts.
GPT-2 MarIA sometimes created an offensive
counternarrative with coherence but the fre-
quent counternarrative created by this model
has no consistency. We believe that GPT-
2 MarIA model achieves better results than
GPT-2 model because it is adapted to the
Spanish language. Finally, if we compare
Bloom with the rest of the models we can see
that it writes more coherence counternarra-
tive than Flan-T5 and GPT-2 models, but
they are often offensive and do not achieve
the results of GPT-3 models. Therefore, in
the rest of the paper, we are going to analyze
the results of GPT-3 model.

Before the analysis of the generated text
for all of the experiments, it is necessary to
calculate the agreement between the anno-
tators. In order to realize this task, we se-
lected Cohen’s Kappa coefficient. The re-
sults for the evaluated perspectives and the
inter-annotator agreement in all of the pro-
posed experiments are shown in Table 3. In

exp-id Annot. id Inf. Sta. Off.

1

Annot. 1-Annot. 2 1.00 1.00 1.00
Annot. 1-Annot. 3 1.00 1.00 1.00
Annot. 2-Annot. 3 1.00 1.00 1.00

Total 1.00 1.00 1.00

2

Annot. 1-Annot. 2 1.00 0.44 0.77
Annot. 1-Annot. 3 1.00 0.64 0.77
Annot. 2-Annot. 3 1.00 0.64 1.00

Total 1.00 0.5767 0.8485

1

Annot. 1-Annot. 2 0.00 1.00 0.66
Annot. 1-Annot. 3 1.00 1.00 0.84
Annot. 2-Annot. 3 0.00 1.00 0.79

Total 0.33 1.00 0.7386

Table 3: Cohen’s Kappa coefficient results
to calculate agreement between the 3 anno-
tators in 20 selected examples of CONAN-
KN. Annot .id: annotator id, Inf: informa-
tiveness, Sta: stance, and Off: offensiveness.

this table, we can observe that for Experi-
ment 1 the agreement between annotators is
perfect (1.00). In Experiment 2 we have a
perfect agreement in informativeness and of-
fensiveness perspective and moderated agree-
ment for stance. Experiment 3 is the less
agreement experiment, where there is perfect
agreement in stance, good agreement in of-
fensiveness, and low level of agreement in In-
formativeness perspective. As we can see, the
level of agreement in all of the experiments is
good and we can continue evaluating the cre-
ated texts with these annotators.

Figures 3, 4, and 5, and Tables 5, 6, and 7
show the different categories assigned by the
annotators in the perspective of informative-
ness, stance, and offensiveness, respectively.
First of all, if we analyze the informativeness
perspective, we can observe that generated
texts of Experiment 2 outperform the rest
of the experiments in this perspective with a
100% of generated texts that contains specific
information and that are informative. Al-
though, in all of the experiments most of the
generated texts are informative, with more
than 97% of the texts belonging to this class.
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Hate Speech Model Counter-narrative

No todos los
musulmanes son
terroristas, pero
todos los
terroristas son
musulmanes.

GPT-2 No quieren los musulmanes son violados en este poĺıtico.\n\nPost: El juego es una mujer
nación, con una que debe a nuestro poĺıtico hablan a los trabajadores que les acababan a
la mayoŕıa de la mujer nación.\nContranarrativa: La mujer nación está [...] nPost: Hijos
nos hablando de los dellos que no hablando son hijos.\nContranarrativa: Con los hijos

GPT-2 MarIA No en la escuela;

GPT-3 Mientras que el terrorismo sin duda ha sido perpetrado por muchos musulmanes a lo largo
de los años, no es correcto generalizar a toda la comunidad musulmana como terroristas.
Los estudios indican que la mayoŕıa de los musulmanes condenan el terrorismo. Encon-
trar soluciones a los problemas de terrorismo no puede lograrse con generalizaciones o
estereotipos, sino con un diálogo abierto y respetuoso.

Flan-T5 No todos los musulmanes son terroristas, pero todos los terroristas son musulmanes.

Bloom No creo que ninguna religión sea el enemigo en la lucha contra la inmigración masiva.
Los seguidores de los musulmanes son considerados a todos por la comunidad musulmana
como seres humanos, y no como personas que pertenecen a una religión determinada.

Las mujeres y
las feministas no
quieren igualdad
de derechos y
oportunidades:
sólo pretenden
apoderarse de la
sociedad.

GPT-2 El mı́nimo feministe no es más que la dehazación es muy aunque de las mujeres, la feminista
es alguna técnica que están apoyado entre los ojos. En el trabajo, los mujeres de las frontera
como año entre algunos mujeres en la muerte de los géneros.\n\nPost: Las mujeres, los
feministas, la [...] \nContranarrativa: Un mujeres, los feministas, las máximo feministas
aceptan

GPT-2 MarIA Y el resto de la comunidad.

GPT-3 El feminismo no es un intento de dominar la sociedad, sino de construir una sociedad
mejor para todos, en la que la igualdad sea una prioridad. El feminismo busca la igualdad
de oportunidades para que todos tengan la libertad de alcanzar su verdadero potencial,
sin importar su género.

Flan-T5 Las mujeres y las feministas no quieren igualdad de derechos y oportunidades: sólo pre-
tenden apoderarse de la sociedad.

Bloom Para las mujeres, la igualdad de derechos y oportunidades es el poder que ha sido robado
a los hombres, y a los hombres se les ha prohibido disfrutar de esa igualdad. Para las
feministas, la igualdad de derechos y oportunidades es el poder que se les ha robado a las
mujeres, y a las mujeres se les ha prohibido disfrutar de ella.

Table 4: Examples of generated counter-narrative texts by all of the selected models for different
hate speech.

exp-id 0 (I) 1 (NI) 2 (GS) 3(SI)

1 0 0.0238 0 0.9761
2 0 0 0 1.0
3 0 0 0.0119 0.9880

Table 5: Percentage of comments belonging
to each class for the informativeness perspec-
tive. I: Irrelevant, NI: Not Informative, GS:
Generic Statement, and SI: Specific and In-
formative.

Secondly, analyzing the stance of the gen-
erated texts regarding the offensive comment,
we can observe, in all of the experiments,
that most of the time the generated texts
show that they do not agree with the offen-
sive comment. In Experiment 3, the aver-
age of text that strongly disagree is higher
than the other experiments, with 98% of the
comments belonging to this class. In Exper-
iments 1 and 2 there are some texts where
the stance is agree or weakly agree or dis-

Figure 3: Percentage of comments belonging
to each class for the informativeness perspec-
tive.

agree but the number of these texts is very
low.

Finally, noting the offensiveness contained
in generated texts in all of the experiments,
we can conclude that Experiment 3 is the less
offensive generator with a 94% of the texts
labeled as not offensive and a minimum per-
centage as maybe offensive. Experiment 1 is
the most offensive generator because 1% of
texts are offensive and 11% maybe offensive,
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although the predominant class is not offen-
sive.

After analyzing the different perspectives
of counter-narrative texts, we can conclude
that Experiment 3 is the most adequate to
generate the counter-narrative, because it
has the highest percentages in contradict-
ing the offensive comments, without spread-
ing the toxicity of these comments and giv-
ing specific information about why the offen-
sive comment is not right. Anyway, it is im-
portant to keep in mind that the three pro-
posed strategies are successful in the counter-
narrative generation task.

exp-id 0 (I) 1 (SA) 2 (WAD) 3 (SD)

1 0 0.0119 0.1309 0.8571
2 0 0 0.1 0.9
3 0 0 0.0119 0.9880

Table 6: Percentage of comments belonging
to each class for the stance perspective. I: Ir-
relevant, SA: Strongly Agree, WAD: Weakly
Agree/Disagree, and SD: Strongly Disagree.

Figure 4: Percentage of comments belonging
to each class for the stance perspective.

exp-id 0 (NS) 1 (NO) 2 (MO) 3 (CO)

1 0 0.8690 0.1190 0.0119
2 0 0.9 0.1 0
3 0 0.9404 0.0595 0

Table 7: Percentage of comments belonging
to each class for the stance perspective.NS:
Not Sure, NO: Not Offensive, MB: Maybe
offensive, and CO: Completely Offensive).

5 Error analysis

In order to identify the challenges faced by
GPT-3 in the counter-narrative generation,
we conducted an error analysis in all of the
proposed experiments.

Figure 5: Percentage of comments belonging
to each class for the offensiveness perspective.

Although on most occasions GPT-3 gener-
ates a good counter-narrative both grammat-
ically and semantically and with information
that counteracts the hate message, some ex-
amples have been found that include some
information that is incorrect or false. More-
over, some grammatical errors have also been
found, although these cases are minimal. An-
notators identify false information by looking
for more specific texts and conducting Inter-
net searches to cross-check the information
generated by GPT-3 with verified sources.
As can be seen in Table 8 for examples 1, 2,
and 6, GPT-3 sometimes generates a counter-
narrative with information that does not cor-
respond to reality. In other cases, it contra-
dicts or confuses terms, as occurs in examples
4 and 5 respectively. Finally, in example 3 we
can see that GPT-3 was wrong when gener-
ating the article and the following word, as
they do not match in gender.

After analyzing the counter-narratives
generated, we can conclude that developing
a CN generation system based on GPT-3
generative models could be an effective tool
for NGO operators combating hate speech.
However, it’s important to note that these
systems should be supervised by humans, as
some errors made by the model can be se-
rious. Thus, these models could be used as
decision support systems that present a range
of CN for validation by human operators in
the final phase.

6 Conclusion

This paper presents a first approach to the
generation of Spanish counter-narratives. In
this work, we use a few-shot learning strat-
egy, exploring different prompt strategies and
language models. Moreover, we study how to
evaluate the generated task because counter-
narrative generation is a subjective task. Fi-
nally, we decided that the best option was to
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id Hate Speech Counter-narrative
Experiment 1

1 Maricones abusan de su ano y
luego quieren limpiar su con-
ciencia donando sangre. ¡De-
tengámoslos!

Es cierto que algunos homosexuales tienen relaciones sexuales sin protección, pero no
hay evidencia cient́ıfica de que esto aumente el riesgo de transmisión de en-
fermedades por donación de sangre. En realidad, la mayoŕıa de las personas
que donan sangre son personas de alto riesgo, como los usuarios de drogas
intravenosas, y no homosexuales.

2 Los gays están propagando
el SIDA por todo el mundo
porque son promiscuos y
fornican con desconocidos,
debeŕıamos impedirles hacer
donaciones de sangre.

Este tipo de afirmaciones discriminatorias y estereotipadas son completamente erróneas.
De acuerdo con la Organización Mundial de la Salud, las pautas de donación de sangre
basadas en el comportamiento sexual, como el impedimento de donar sangre
para los hombres que tienen relaciones sexuales con otros hombres, segura-
mente evitaŕıan a personas que tienen comportamientos sexuales seguros y
son, por tanto, poco propensos al riesgo de transmisión de enfermedades.

Experiment 2
3 Esto vino directamente de

un imán: creen en todo lo
que dice el Corán, a pesar
de que estas palabras e ide-
loloǵıa tienen 1400 años y
no pertenecen a nuestro siglo.
Este espantoso libro es la ráız
de todos los problemas del
mundo actual.

Al igual que cualquier otra religión, el islam es interpretado de diferentes maneras por
diferentes personas. Hay musulmanes moderados que creen que el Corán debe interpretarse
de acuerdo con las necesidades de la época moderna. El islam es una religión basada en
el amor, la igualdad y la justicia. La mayoŕıa de los problemas del mundo contemporáneo
son causados por el fundamentalismo, la fanatismo y el nacionalismo. El islam no es la
causa de estos problemas.

4 La inmensa mayoŕıa de los
musulmanes están en paro y
se niegan a trabajar.

Según la Oficina de Estad́ısticas Nacionales, el porcentaje de musulmanes en paro en el
Reino Unido fue del 5,5%, el más bajo de todas las religiones y grupos étnicos. Esto es
inferior al 6,2% de los cristianos y al 8,5% de los no religiosos. Estos datos sugieren que la
inmensa mayoŕıa de los musulmanes están trabajando, no están en paro y se niegan
a trabajar.

5 No todos los musulmanes son
terroristas, pero todos los ter-
roristas son musulmanes.

Esta afirmación es absolutamente errónea. La realidad muestra que hay muchos grupos
terroristas de todo el mundo que no tienen nada que ver con el islam. Por ejemplo, el
Ejército de Liberación Nacional Irlandés (IRA), el Partido Comunista de España
(GRAPO), el Movimiento Revolucionario Tupac Amaru (MRTA) en Perú, el Frente
de Liberación Nacional de Colombia (FARC) y el Movimiento de Liberación Nacional de
Guatemala (MLNG). Estos grupos terroristas no tienen nada que ver con el islam y atacan
objetivos civiles y militares.

Experiment 3
6 Permitir que los homosexu-

ales donen sangre comprom-
ete la seguridad de los pa-
cientes debido a su compor-
tamiento sexual, que propaga
enfermedades como el VIH.

Esta suposición es falsa e irracional. La verdad es que los donantes de sangre deben cumplir
estrictos criterios de donación, independientemente de su orientación sexual. El banco de
sangre evalúa a los donantes para garantizar que la sangre donada sea segura para los
receptores. Además, el VIH no se transmite a través de la sangre donada.

Table 8: Error analysis examples. The error in generated text is in bold.

use human evaluation to measure the quality
of the texts created by the models. The re-
sults obtained for this task are very promis-
ing due to the fact that we have obtained
a high level of agreement between annota-
tors and the generated texts produced by
the GPT-3 model are of a very high qual-
ity. In addition, with texts written by GPT-
3 model in all of the experiments we gen-
erated a new corpus for Spanish language,
called CONAN-SP, that has been made avail-
able to the research community. As future
work, we want to include the background
knowledge of CONAN-KN to improve the
counter-narrative generation. Furthermore,
we want to explore other forms to create good
prompts to help the models with counter-
narrative generation task. Also, new mod-
els like LLaMA (Touvron et al., 2023), Chat-
GPT8 or GPT-4 (OpenAI, 2023) are also
candidates to be evaluated in the CN task.

8https://openai.com/blog/chatgpt

Finally, our intention is to develop a com-
plete decision support system based on this
approach that helps in their daily work the
NGO operators who are engaged in manu-
ally creating counter-narratives. We consider
it will facilitate their work and they will be
able to use it as a support tool.
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A Appendix: Used Prompts

In this Appendix, we present Tables 9, 10,
11, 12, 13, 14,and 15 that contains the used
prompt in the proposed experiments.
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Prompt Experiment 1

Genera la contranarrativa, es decir, una alternativa positiva, de los siguientes comentarios
ofensivos:

Post: Los jud́ıos se creen mejores que los demás
Contranarrativa: Aunque pudiera haber sido cierto en el pasado (pero no lo es), el orgullo
por la identidad jud́ıa, según una amplia encuesta publicada por el Pew Research Center,
está disminuyendo en Estados Unidos. De hecho, la encuesta mostró tasas mucho más
bajas de observancia religiosa entre los millennials jud́ıos.

Post: Los niños debeŕıan aprender sobre identidad de género y orientación sexual de sus
familias y no en clase de fundamentalistas LGBT.
Contranarrativa: Pero la aceptación y la comprensión en la escuela pueden ayudar a todos
los niños a crecer como personas seguras y orgullosas, independientemente de su identidad
de género. Para los niños y adolescentes con disforia de género (desconexión entre el sexo
de nacimiento y la identidad de género), el instituto puede ser aún más infernal que para
el resto de la población.

Post: El islam no es más que una ideoloǵıa represiva que persigue a las mujeres y a los
homosexuales. Contranarrativa: Las mujeres no son trozos de carne en el Islam.

Post: Estoy harta de que las mujeres participen en el debate poĺıtico. El feminismo es una
fuerza divisoria en la sociedad.
Contranarrativa: A pesar de creencias erróneas, el feminismo nunca ha consistido en
apoyar todo lo que hacen las mujeres: es sólo un movimiento poĺıtico y social por la
igualdad.

Post: El multiculturalismo es la muerte de las sociedades occidentales y también una
amenaza mortal para las minoŕıas que no están protegidas por leyes universales.
Contranarrativa: Creo que el verdadero blanco de estas cŕıticas no es el multiculturalismo,
sino la inmigración y los inmigrantes: el multiculturalismo ha llegado a tener múltiples
significados que rara vez se distinguen. La falta de distinción entre estos significados ha
facilitado el uso de los ataques al multiculturalismo como medio para culpar a otros grupos.

Table 9: Used prompt in Experiment 1.
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Hate Speech Prompt Experiment 2
Target

Homophobia

Genera la contranarrativa, es decir, una alternativa positiva, de los sigu-
ientes comentarios ofensivos:

Post: Odio a los gays
Contranarrativa: Sabes que las palabras tienen consecuencias, ¿verdad?
¿Y si te dijera que en todo el mundo se ataca a los homosexuales? En
Camerún, por ejemplo, son el blanco de la polićıa y los medios de comu-
nicación. Los periódicos locales están sacando a la luz a los homosex-
uales, incitando al público a atacarlos. Los homosexuales también han
sido atacados este año en Zimbabue, y en Senegal se han profanado sus
tumbas. ¿Es esto lo que realmente quieren?

Post: Debemos abstenernos de imponer la ideoloǵıa de género a los
niños.
Contranarrativa: ¿Cree que existen ”amenazas a la familia derivadas de
la ideoloǵıa de género”? Por si acaso, ¿podŕıa nombrar alguna v́ıctima
o dar el número de personas muertas o mutiladas por la amenaza de
género? Le doy una pista: cero. Aunque ha habido muchas v́ıctimas de
la discriminación de género.

Post: Los gays están propagando el SIDA por todo el mundo porque
son promiscuos y fornican con desconocidos, y mienten cuando quieren
donar sangre.
Contranarrativa: Aparte de los prejuicios contra las personas homosex-
uales, no es cierto que se propaguen enfermedades. El suministro de
sangre es seguro porque se analiza antes de utilizarla.

Table 10: Used prompt in Experiment 2 for Homophobia target.
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Hate Speech Prompt Experiment 2
Target

Islamophobia

Genera la contranarrativa, es decir, una alternativa positiva, de los sigu-
ientes comentarios ofensivos:

Post: El Islam no es más que un culto lunar disfrazado de religión.
Contranarrativa: Debeŕıamos intentar separar a los extremistas musul-
manes modernos de la religión del islam. El ISIS es una secta. El islam
no lo es. Islámico no es la palabra correcta, extremistas religiosos rad-
icales es la palabra correcta. El ISIS es una secta militante disfrazada
de movimiento religioso.

Post: Soy realista, no racista. Las violaciones de niños son perpetradas
por hombres musulmanes. La polićıa y los servicios locales engañan a
los no musulmanes. ¿Por qué ocurre esto? Porque todo el mundo tiene
miedo de la palabra racista. Esta es ahora la excusa para la polićıa y el
gobierno, ¡somos impotentes a causa de esta palabra! Esto no es Gran
Bretaña, es la capital europea de la captación de menores.
Contranarrativa: ¿Recuerdan la Operación Yewtree, la investigación pe-
nal formal sobre las denuncias históricas de abusos sexuales a menores
lanzada por el Servicio de Polićıa Metropolitana? Los autores de esos
abusos sexuales (Jimmy Savile y otros) eran cualquier cosa menos musul-
manes, ¡y fueron encubiertos por la polićıa! Keir Starmer, Director de
la Fiscaĺıa, tuvo que disculparse por las ”deficiencias” en la gestión de
las denuncias de abusos. Y ese encubrimiento no tuvo nada que ver con
el miedo a la palabra racista.

Post: Todo musulmán es un terrorista en potencia.
Contranarrativa: Cuando se emitió la peĺıcula contra el profeta, 1.500
millones de musulmanes de todo el mundo estaban siendo retratados y
caracterizados por las acciones de decenas de miles de airados manifes-
tantes. He aqúı otro hecho: la inmensa mayoŕıa de los musulmanes no
participaron en protestas, no salieron a la calle ni atacaron embajadas
o restaurantes. No se trata de una abrumadora mayoŕıa de musulmanes
terroristas en potencia.

Table 11: Used prompt in Experiment 2 for Islamophobia target.
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Hate Speech Prompt Experiment 2
Target

Antisemitism

Genera la contranarrativa, es decir, una alternativa positiva, de los sigu-
ientes comentarios ofensivos:

Post: La guerra en Irak es el resultado de un pequeño grupo de jud́ıos
que controlan el gobierno de Estados Unidos.
Contranarrativa: Si se refiere a Dick Cheney, que fue el 46º Vicepresi-
dente de Estados Unidos de 2001 a 2009 y Secretario de Defensa al inicio
de la guerra de Irak, se equivoca. De hecho, si bien es cierto que fue
miembro de la junta de asesores del Instituto Jud́ıo para Asuntos de
Seguridad Nacional, no es menos cierto que es cristiano, miembro de la
Iglesia Metodista.

Post: Los jud́ıos son ricos porque son naturalmente buenos con el dinero.
Contranarrativa: Las oleadas de rusoparlantes y jud́ıos et́ıopes que
huyeron del colapso de la Unión Soviética y de la pobreza de África
en las décadas de 1980 y 1990 -la llamada ”aliá de crisis”- no estaban
formadas por gente rica y acomodada, créanme.

Post: Los jud́ıos son egóıstas, tacaños y codiciosos.
Contranarrativa: Puede que no conozca la tradición jud́ıa de la caridad:
por ejemplo, la gente puede donar dinero a la investigación del cáncer
de mama en honor de sus familiares. Y hay muchos otros ejemplos.

Table 12: Used prompt in Experiment 2 for Antisemitism target.
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Hate Speech Prompt Experiment 2
Target

Misogyny

Genera la contranarrativa, es decir, una alternativa positiva, de los sigu-
ientes comentarios ofensivos:

Post: Las mujeres debeŕıan dejar de quejarse: no hay profesiones vetadas
para ellas en la sociedad occidental.
Contranarrativa: Permı́tanme presentarles el ejemplo del campo STEM
en Estados Unidos. Las mujeres sólo representan alrededor del 20% de
los catedráticos de esas facultades. Debeŕıamos preguntarnos: ”¿Por
qué tan pocas?”

Post: La igualdad es una mierda, incluso para la mujer. Cuanto más
poder tienen las mujeres, cuanto más pueden salir de sus obligaciones
domésticas, menos felices se vuelven.
Contranarrativa: ¿Aśı que tu mujer ideal es alguien como Michelle Dug-
gar con sus extremas elecciones de estilo de vida?

Post: Estoy cansada de que las mujeres participen en el debate poĺıtico.
El feminismo es una fuerza divisoria en la sociedad.
Contranarrativa: Śı, es una idea divertida para algunos, esto del fem-
inismo, esta audaz noción de que las mujeres debeŕıan poder moverse
por el mundo con la misma libertad y disfrutar de los mismos derechos
inalienables y autonomı́a corporal que los hombres.

Table 13: Used prompt in Experiment 2 for Misogyny target.
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Hate Speech Prompt Experiment 2
Target

Racism

Genera la contranarrativa, es decir, una alternativa positiva, de los sigu-
ientes comentarios ofensivos:

Post: Algunas razas tienen capacidades f́ısicas y cognitivas inferiores,
cuanto antes lo aceptemos, mejor será para la humanidad.
Contranarrativa: Las razas no son meras etiquetas neutras, porque
pueden determinar el destino. Las asociaciones negativas de la piel os-
cura y el valor humano se plantearon a menudo y han hecho mucho daño
a nuestra sociedad y a la humanidad en general.

Post: Algunas razas tienen menos capacidades f́ısicas y cognitivas, por
lo que su vida tiene menos valor.
Contranarrativa: En realidad, organismos ”más simples”, como los in-
sectos sociales, tienen capacidades cognitivas sorprendentemente avan-
zadas. ¿Debeŕıamos dar más valor también a estos insectos?

Post: Esto es una invasión: Millones de extraños poniendo en peligro
nuestra raza y cultura.
Contranarrativa: Pero la solución no es la estigmatización, el aislamiento
y el fomento del miedo. Pensemos en las oleadas de delincuencia de 1890
a 1930, cuando millones de inmigrantes europeos pobres llegaron a Es-
tados Unidos sólo para quedar atrapados en los barrios marginales de
las ciudades, sufriendo los efectos de la grave desigualdad económica y
la marginación social. La solución llegó con la inclusión de esos inmi-
grantes.

Table 14: Used prompt in Experiment 2 for Racism target.
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Prompt Experiment 3

Post: Los jud́ıos se creen mejores que los demás
Contranarrativa: Aunque pudiera haber sido cierto en el pasado (pero no lo
es), el orgullo por la identidad jud́ıa, según una amplia encuesta publicada
por el Pew Research Center, está disminuyendo en Estados Unidos. De hecho,
la encuesta mostró tasas mucho más bajas de observancia religiosa entre los
millennials jud́ıos.

Post: Los niños debeŕıan aprender sobre identidad de género y orientación
sexual de sus familias y no en clase de fundamentalistas LGBT.
Contranarrativa: Pero la aceptación y la comprensión en la escuela pueden
ayudar a todos los niños a crecer como personas seguras y orgullosas, inde-
pendientemente de su identidad de género. Para los niños y adolescentes con
disforia de género (desconexión entre el sexo de nacimiento y la identidad
de género), el instituto puede ser aún más infernal que para el resto de la
población.

Post: El islam no es más que una ideoloǵıa represiva que persigue a las mujeres
y a los homosexuales. Contranarrativa: Las mujeres no son trozos de carne en
el Islam.

Post: Estoy harta de que las mujeres participen en el debate poĺıtico. El
feminismo es una fuerza divisoria en la sociedad.
Contranarrativa: A pesar de creencias erróneas, el feminismo nunca ha consis-
tido en apoyar todo lo que hacen las mujeres: es sólo un movimiento poĺıtico
y social por la igualdad.

Post: El multiculturalismo es la muerte de las sociedades occidentales y
también una amenaza mortal para las minoŕıas que no están protegidas por
leyes universales.
Contranarrativa: Creo que el verdadero blanco de estas cŕıticas no es el mul-
ticulturalismo, sino la inmigración y los inmigrantes: el multiculturalismo ha
llegado a tener múltiples significados que rara vez se distinguen. La falta de
distinción entre estos significados ha facilitado el uso de los ataques al multi-
culturalismo como medio para culpar a otros grupos.

Table 15: Used prompt in Experiment 3.
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Abstract: In this paper, we present LegalEc, a new annotated corpus of complex
lexis constructed from legal texts in Ecuadorian Spanish. We detail its compilation
and annotation process. In order to provide a resource for the scientific community
to continue research in the area of Lexical Simplification in the Spanish language,
several complex word prediction experiments have been carried out on this corpus.
We extracted 23 linguistic features which we combined with the encodings generated
by models such as XLM-RoBERTa and RoBERTa-BNE (from the MarIA project).
The evaluation shows that the combination of these features improves the prediction
of lexical complexity.
Keywords: Lexical complexity, feature integration, corpus generation, legal lan-
guage, Spanish.

Resumen: En este trabajo, presentamos a LegalEc, un nuevo corpus etiquetado con
léxico complejo construido con textos de contenido legal en español ecuatoriano. De-
tallamos el proceso de compilación y anotación del mismo. Para proporcionar casos
base a la comunidad cient́ıfica, se han realizado varios experimentos de predicción de
palabras complejas sobre este corpus. Extrajimos 23 caracteŕısiticas lingúısticas que
combinamos con las codificaciones generadas por modelos como XLM-RoBERTa y
RoBERTa-BNE (del proyecto MarIA). La evaluación muestra que la combinación
de estas caracteŕısticas mejora notablemente la predicción de la complejidad léxica.
Palabras clave: Complejidad léxica, integración de caracteŕısticas, generación de
corpus, lenguaje juŕıdico, español.

1 Introduction

For many people, the way a text is written
can cause a barrier to understanding its con-
tent (Saggion et al., 2015). The presence of
infrequent or unknown words in the content
of the texts drastically complicates their un-
derstanding for the reader (North, Zampieri,
and Shardlow, 2023). The success or failure
of reading comprehension will depend on the
reader’s prior knowledge about the meaning
of the words (Anula, 2008).

Radical changes have been occurring over
the past two decades in the way we access in-
formation. Information technologies provide
people with abundant information in various
fields such as education, news, social, health,

or government, among others. However, this
information constitutes a barrier in the com-
prehensibility of its content for many people,
finding certain words difficult to read, inter-
pret or learn. In readability and text sim-
plification (TS) literature, these words are
known as complex words (North, Zampieri,
and Shardlow, 2022), being directly affected
non-native speakers, people with low literacy
rates, people with cognitive problems (Sag-
gion et al., 2015), with a reading disability,
such as dyslexia or aphasia (North, Zampieri,
and Shardlow, 2022) and even some young
university students, despite their high level of
education and possessing specialized knowl-
edge in various fields of study, could have
a reading disability (Alarcón, Moreno, and
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Mart́ınez, 2020).

Words identified as complex are on aver-
age longer, morphologically more unique, and
less frequent in general corpora than non-
complex words (Paetzold and Specia, 2016b),
(Yimam et al., 2018). Shardlow et al. (2021)
manifest that, the identification of complex
words in texts (CWI) is the task of detect-
ing in their contents, the words that are diffi-
cult or complex for people of a certain group
and that it is an important first step in text
simplification systems (Rico-Sulayes, 2020).
CWI and the substitution of words identi-
fied as complex can significantly improve the
readability and comprehension of a given text
(Zotova et al., 2020).

There is a clear need to increase the scope
of lexical simplification in terms of language
coverage, given its social significance to make
information accessible to broader audiences
(Saggion et al., 2022). Being the Spanish lan-
guage is one of the most spoken languages
in the world (fourth in number of speak-
ers), it usually has fewer terminological re-
sources compared to other languages as En-
glish (Segura-Bedmar and Mart́ınez, 2017)
which has had the focus of a high number
of investigations in the area of lexical sim-
plification, as evidenced by the shared tasks
of CWI in SemEval 2016 (Paetzold and Spe-
cia, 2016a), NAACL-HTL 2018 (Yimam et
al., 2018), the ALexS task at IberLEF 2020
(Ortiz-Zambrano and Montejo-Ráez, 2020),
the 15th edition of SemEval and the first Lex-
ical Complexity Prediction task (Shardlow et
al., 2021) and TSAR-2022, the workshop on
Text Simplification, Accessibility, and Read-
ability (Saggion et al., 2023), among other
initiatives in this sense.

In addition to this, there is little research
on natural language processing (NLP) tools
to support students and teachers of Span-
ish, as well as the development of effective
NLP applications aimed at teaching, given
that the resources for Spanish that are still
available do not contain annotations that fa-
cilitate the contribution of possible solutions
(Davidson et al., 2020).

Currently, in Ecuador, the use of online
procedures has led people with limited le-
gal understanding to face unfamiliar terms.
There are notable differences in the level of
legal knowledge of the general population.
Our research is another step in finding mech-
anisms to help university students in the un-

derstanding of legal jargon within the dif-
ferent domains where text simplification be-
comes useful. The legal domain is relevant to
a wider range of people, as citizens have to
tackle with legal processes and administra-
tive in everyday life formalities without the
help of an expert (Döring, 2021). The contri-
butions of this research can be summarized
as follows:

• A new corpus of 6,594 Spanish texts in
the legal domain has been generated,
manually annotated, named LegalEc,
whose objective is to contribute to re-
search on the identification and predic-
tion of the complex words in Ecuadorian
Spanish.

• The analysis of the content of the texts
was carried out by applying several com-
plexity metrics for Spanish where the
evaluation of the results determined that
the texts contain words that become dif-
ficult to understand due to the level of
complexity they present.

• We present some experiments on the cor-
pus. The experiments showed that the
performance of the transformer-based
models can be improved by integrating
linguistic information automatically de-
rived from texts.

The rest of the article is organized as fol-
lows:

Section 2 describes the work related to lex-
ical simplification focused on systems based
on lexical complexity metrics for Spanish and
on linguistic models. Section 3, exposes the
construction process of the corpus LegalEc.
Section 4, presents the experimental results
and an analysis on them. Section 5 exposes
the discussion of the results obtained. Sec-
tion 6 summarizes main contributions and
provides some insights on future work.

2 Related Work

Pitkowski and Gamarra (2009) define a cor-
pus as a large-volume compilation made up
of different types of texts, written or oral,
made up of several million words in elec-
tronic format. An annotated corpus be-
comes an essential resource for any PLN task
(Quevedo-Marcos, 2020). While annotated
English learner corpora are still widely avail-
able, large Spanish corpora are less common.
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Developing an annotated corpus is a time
consuming task. In addition, even when hu-
man annotation is performed, there may be
discrepancies between annotators or within
the same annotator, which could affect the
quality of the corpus. Consequently, the lack
of supervision over the annotation process
can lead to a low-quality corpus (Garćıa-Dı́az
et al., 2020).

2.1 Lexical complexity prediction

Segura-Bedmar and Mart́ınez (2017) used
the corpus EasyDPL (Easy Drug Package
Leaflets) in their research, a collection of 306
leaflets written in Spanish and manually an-
notated with 1,400 adverse drug effects and
their simpler synonyms.

Ortiz-Zambrano and Montejo-Ráez (2017)
created a new corpus of videos with their
transcriptions named VYTEDU (Videos and
Transcriptions for research in the Education
domain) developed at the State University of
Guayaquil for the study of text simplification
systems in the educational field. For this,
55 videos were produced during the classes
of the teachers within the academic class-
rooms in the different careers of the Univer-
sity of Guayaquil. The videos contain in their
recording different themes that correspond to
several of the subjects of the academic pro-
grams. The system measures some of the in-
dicators selected by (Saggion et al., 2015) and
constitutes a set of metrics that allow ana-
lyzing the complexity of the text at various
levels: the lexical complexity index and the
sentence complexity index, proposed by (An-
ula, 2008), and the legibility of Spaulding’s
Spanish (Spaulding, 1956).

The annotated corpus called VYTEDU-
CW was proposed by Ortiz-Zambrano et
al. (2019). This corpus is the result of
the process of identification and labeling of
the complex words contained in the texts
of the VYTEDU corpus carried out by stu-
dents of the different careers of the University
of Guayaquil This resource was provided to
the participants of the ALexS 2020 workshop
(Lexical Analysis Task in SEPLN 2020) as
part of the second edition of IberLEF 20201

(Forum for the Evaluation of Iberian Lan-
guages) (Ortiz-Zambrano and Montejo-Ráez,
2020).

The objective of this task was to con-
tribute to the advancement of methods and

1https://ceur-ws.org/Vol-2664/

techniques for the effective identification of
complex words, since the substitution of
complex words in texts improves the un-
derstanding of a given text by the reader
(thus displaying a better level of for readabil-
ity). Most of the works combined strategies
to generate different functions with machine
learning algorithms, including classical and
deep neural networks (Ortiz-Zambrano and
Montejo-Ráez, 2020).

Ortiz-Zambrano and Montejo-Ráez (2021)
introduced CLexIS2, a new Spanish anno-
tated corpus of complex words in compu-
tational studies. A total of seven textual
complexity metrics were used to assess the
complexity of the texts. Furthermore, as a
baseline, two experiments were performed to
predict word complexity: one using a super-
vised learning approach and the other using
an unsupervised approach whose solution was
based on word frequency in a general corpus.

2.2 Measures of Lexical
Complexity for Spanish

A good indicator of the quality of writing
is to use a measure of lexical complexity
that refers to the size, variety, and quality
of a student’s vocabulary (Crossley, Salsbury,
and McNamara, 2012). Another way to de-
termine the lexical complexity of words for
Spanish is based on the metrics proposed by
Anula (2008) and Spaulding (1956). These
measures have been applied in recent years
in research on the simplification of texts for
Spanish, such as the work carried out by
Saggion et al. (2015), Ortiz-Zambrano and
Montejo-Ráez (2017), Ortiz-Zambrano and
Varela Tapia (2019), Camposa et al. (2020),
Ortiz-Zambrano and Montejo-Ráez (2021) to
cite a few examples. The formulas were pro-
posed by Anula (2008) except the SSR for-
mula corresponds to Spaulding (1956). For
better understanding, the Table 2 shows the
definition of the variables.

hola
LC: The Lexical Complexity Index.
LDI: Lexical Distribution Index.
ILFW: Index of Low Frequency Words.
SSR: Spaulding’s Spanish Readability Index.
SCI: The Sentence Complex Index.
ASL: The Average Sentences Length.
CS: The Percentage of Complex Sentence.

LC = (LDI + ILFW )/2 (1)

LDI = Ndcw/Ns (2)
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Variable Total number of...
Nw words
Ncw content words
Ndcw distinct content words
Nrw rare words
Nlfw frequent words
Ns sentences
Ncs complex sentences

... per document

Table 1: Definition of the columns in Table 3.

ILFW = Nlfw/Ncw ∗ 100 (3)

SSR = 1.609Nw/Ns+

331.8Nrw/Nw + 22.0
(4)

SCI = (ASL+ CS)/2 (5)

ASL = Nw/Nsç (6)

CS = Ncs/Ns (7)

In the Table 1, the definition of the vari-
ables is detailed.

For the interpretation of the results of the
SSR formula, Spaulding (1956) proposed a
table of values as presented in Table 2 (Cam-
posa et al., 2020).

Interpretation of the SSR measure

Score Readability
SSR

less than 40 material very simplified
40-60 Very easy
61-80 Easy
81-100 Moderate difficulty
101-120 Difficult

121 o más Very difficult

Table 2: Interpretation of the SSR metric.

3 The LegalEc corpus

The corpus entitled LegalEc is a corpus in
Law studies in Spanish Ecuadorian aims to
contribute to the research in the area of Lexi-
cal Complexity Prediction, specifically in the
identification of complex words in the legal
domain. LegalEc offers a collection of 900
texts from two main sources: the final degree
projects of the students of the Law course of
the University of Guayaquil, and various ar-
ticles of the Constitution of the Republic of
Ecuador.

The documents referring to the degree
projects of the students were selected from

the DSpace repository of the University of
Guayaquil2. We took as a reference the works
carried out in different topics that address
the legal field. Regarding the texts of the ar-
ticles of the Constitution of Ecuador, those
that are directed to the duties and rights of
citizens were chosen preferably. The content
of the texts is written in the Spanish language
spoken by Ecuadorians. It should be noted
that the University of Guayaquil is a higher
education center, and is the largest and old-
est public institution in the country with an
average of 65,649 students.

For the construction of the data set we
followed the format used in the SemEval-
2021 task 1 competition3 whose objective
was to predict lexical complexity (Shardlow,
Cooper, and Zampieri, 2020). Each sample
in the LegalEc dataset contains the following
fields:

• Id: The identification number of each
record.

• Source: The description of the source
where the text comes from.

• Sentence: The set of words for which
complexity was needed to be measured.

• Token: The word identified as complex
for the annotator to understand. The
only word needed to measure complex-
ity.

• Complexity: It is the level of complex-
ity of the word whose value is within the
range [0, 1].

• Features: To strengthen the data set, a
set of 23 linguistic features was included
and computed for each sentence. We in-
dicate these features and some of the re-
search papers that have also considered
them:

1. The absolute frequency (Paetzold,
2021).

2. The relative frequency of the target
word.

3. The number of characters of the to-
ken (Paetzold, 2021).

4. The number of syllables (Shardlow,
2013), (Ronzano et al., 2016),
(Shardlow, Cooper, and Zampieri,

2http://repositorio.ug.edu.ec/
3https://sites.google.com/view/lcpsharedtask2021
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2020), (Paetzold and Specia,
2016b).

5. The position of the target word
in the sentence (Shardlow, 2013),
(Ronzano et al., 2016).

6. Number of words in sentence
(Shardlow, 2013), (Ronzano et al.,
2016).

7. The Part Of Speech category (Ron-
zano et al., 2016).

8. The relative frequency of the word
before the token (Paetzold, 2021).

9. The relative frequency of the word
after the token (Paetzold, 2021).

10. The number of characters in the
word before the token (Ronzano et
al., 2016).

11. The number of characters in the
word after the token (Ronzano et
al., 2016).

12. Lexical diversity (Shiroyama,
2022).

13. The number of synonyms (Mos-
quera, 2021).

14. The number of hyponyms (Mos-
quera, 2021).

15. The number of hyperonyms (Mos-
quera, 2021).

16. The number of nouns, singular or
massive.

17. The number of auxiliaries verbs.

18. The number of adverbs.

19. The number of symbols.

20. The number of numeric expressions.

21. The number of verbs.

22. The number of nouns.

23. The number of pronouns.

The last eight features (from 16 to 23)
are traditional categories of the POS
(Part Of Speech) applied in the investi-
gations of (Ronzano et al., 2016), (Paet-
zold and Specia, 2016b), (Desai et al.,
2021).

Some statistics on the corpus texts are
presented in Table 3. The Table 4 shows
the definition of the variables. As can be
seen, the number of rare words (Nrw) is
much higher than that of less frequent words
(Nlfw), although an average of 10% of words
in sentences is considered with low frequency.

3.1 Annotation Process

For the annotation process of complex words,
the participants (student volunteers) were
grouped according to the semester of study
they were in:

• Group A (Basic Level): students from
first to third semester of studies.

• Group B (Middle Level): students from
fourth to sixth semester of studies.

• Group C (Advanced Level): students
from seventh to ninth semester of stud-
ies.

A total of 27 students were selected as an-
notators, all of them over 18 years of age,
and deciding to participate voluntarily. The
students were distributed in different groups
by level of study. The nine students in each
group were divided into separate subgroups
of three annotators. The texts were also clas-
sified into basic, intermediate and advanced
levels depending on their content. Finally,
each student was assigned a total of 300 texts
to carry out this process. Figure 1 presents
the methodology with which the texts were
assigned to the annotators. Annotators only
have to mark those words considered difficult.
A custom tool was developed to this end.

A total of 6,594 words were tagged by
annotators. There are words that were se-
lected as complex by all of the nine students
from different study levels, as it is the case of
the words: suprayacente, imprescriptible, in-
eludible, antropogénicos. Toxicomańıa, deco-
rosa, conculcar, primigenias, impugnación,
circunscripción were words chosen by eight
of the nine annotators, to mention a few ex-
amples. Table 5 presents several examples of
the words identified and annotated as com-
plex in the corpus during the LegalEc tagging
process. Next, Table 6 shows the number of
words annotated by each tagger.

3.2 Inter-annotator Agreement

To analyze the concordance of the data of the
groups of each level, the Kappa Fleiss index
was measured. The results of the matches
between students showed a value of p = 0.13,
which indicates that it is in the range of 0.00
- 0.20, therefore, there is a low level of agree-
ment (Cabrera-Meléndez et al., 2022) accord-
ing to the Table 7. Finally, Table 7 shows the
total number of matches obtained between
taggers.
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The Statistics of LegalEc

Nchrs Nw Ndcw Ncw Nlfw Nrw Ns Ncs

Valid 900 900 900 900 900 900 900 900
Missing 0 0 0 0 0 0 0 0
Mean 505.40 92.13 61.17 46.96 10.15 44.02 3.69 1.02
Std.Dev 151.20 28.48 15.09 14.44 4.57 14.24 2.35 0.87
Min 232.00 37.00 29.00 20.00 1.00 15.00 1.00 0.00
Max 1,239.00 223.00 128.00 118.00 33.00 111.00 24.00 5.00
Sum 4.55e+5 8.29e+4 5.50e+4 4.23e+4 9,138.00 3.96e+4 3,320.00 919.00

Table 3: Descriptive Statistics of different counters over documents in LegalEc.

Figure 1: Applied methodology for the assignment of LegalEc texts.

Variable Total number of...
Nchrs characters
Nw words
Ncw content words
Ndcw distinct content words
Nrw rare words
Nlfw less frequent words
Ns sentences
Ncs complex sentences

... per text

Table 4: Definition of the columns.

3.2.1 Analysis of textual complexity

The lexical complexity metrics for Spanish
described in section 2.2 were applied for
LegalEc dataset, see Table 8. For the analysis
of the data and interpretation of the results
according to the applied formulas, we con-
sider the works of Saggion et al. (2015) and
Camposa et al. (2020). The SSR formula

made it possible to measure the complexity of
the texts using the average number of words
per line and the percentage of complex words
according to a list created by the author; the
results are in the range 130.20 and 413.20,
which shows that the readability of the texts
is very difficult, according to Spaulding’s ta-
ble of interpretations. See Table 2.

For the calculation of the LC, the formula
uses a list of words taken from the CREA4

lexicon whose frequency is less than 1,000. It
has a similar behavior to the SSR, that is,
the greater the complexity, the greater the
value of return of this formula (Camposa et
al., 2020). The results of the LC are in the
range 5.86 and 53.09, which shows that the
content of the texts have a high level of lexical
complexity, since they are based on an infre-
quent lexicon. The SCI metric, allowed to
measure the average complexity of the sen-

4http://corpus.rae.es/lfrecuencias.html
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Words tagged by the annotators in the texts of the corpus LegalEc

No. text Sentence Complexity

00042 Se proh́ıbe la emisión de publicidad que induzca a la
[..] el sexismo, la intolerancia religiosa o poĺıtica, [..] 0.33

00077 El Estado responderá civilmente por los daños y [..] 0.33
00078 Conservar la propiedad imprescriptible de sus tierras

comunitarias, que serán inalienables, [..] 0,44
00152 Aportes, subvenciones y subsidios que fueren acordados

en su favor por instituciones públicas y privadas, [..] 0,89
00230 [..] y aún después de aprobados les quedará expedito

su recurso a la justicia, contra toda lesión o perjuicio [..] 0.33
00234 Art́ıculo 75 Constitución de la República del Ecuador [..]

y a la tutela efectiva, imparcial y expedita de sus [..] 0.56
00241 Si por un acto de partición se adjudican a varias personas

inmuebles o parte [..] que antes se poséıan proindiviso, [..] 0.89
00279 El error de hecho vicia el consentimiento cuando [..]

como si una de las partes entendiese empréstito, [..] 0.89

Table 5: Examples of words tagged by the annotators in the texts of the LegalEc corpus.

Annotations made in LegalEc by each tagger
BASIC MIDDLE ADVANCED
level level level

Annotator S1 S2 S3 S4 S5 S6 S7 S8 S9

Group A 1,113 380 495 558 782 804 1,001 543 635
Group B 413 707 509 517 451 377 643 641 439
Group C 771 624 497 365 681 833 317 781 387

Table 6: Total number of words annotated by each annotator in corpus LegalEc.

tence, with a result in the range 1.79 and
75.00, demonstrating that the texts have a
high complexity index at sentence level.

4 Experimental setup

In their recent overview on lexical complex-
ity prediction research, North, Zampieri, and
Shardlow (2023) they found that transformer
based models, when combined in ensembles,
are the state of the art for machine learning
approaches. Also, multi-word expressions de-
tection for LCP (Lexical Complexity Predic-
tion) is one of the most challenging task.

We have carried out a series of experi-
ments to serve as base line for other investi-
gations. Our approach is based on the combi-
nation of the 23 linguistic features included in
the corpus in combination with the encodings
generated by several transformer based mod-
els for Spanish such as XLM-RoBERTa-Base,
XLM-RoBERTa-Base, and XLM-RoBERTa-
large pre-trained models, that have been
widely used to create state-of-the-art solu-
tions for numerous tasks (Paetzold, 2021).

We have experimented without fine-

tuning the encoders (using only pre-trained
models). We carried out runs to test whether
the combination of linguistic features (LF)
supposes an improvement compared to full
end-to-end approaches. The way linguistic
features are integrated is by concatenating
them, after a min-max scaling, with the em-
beddings resulting from the last encoding
layer, and before reaching the classification
head (see Figure 2).

The steps are the following:

1. The input sequence was extended with
the target term for which the complex-
ity estimate is determined. This term is
placed before a [SEP] token. The [SEP]
token helps to clearly separate and dis-
tinguish the different parts of a text in-
put in the model, making it easier to pro-
cess it properly.

2. Once the input sequence passes through
the encoder (XLM-RoBERTa-Base,
XLM-RoBERTa-Base, or XLM-
RoBERTa-large), the sentence embed-
ding is concatenated with a min-max
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Annotators agreement
BASIC MIDDLE ADVANCED
level level level

No. annotators S1 S2 S3 S4 S5 S6 S7 S8 S9

Group A 1,085 324 85 716 378 224 1,143 347 114
Group B 645 309 122 707 220 66 752 289 131
Group C 791 300 167 855 320 128 934 235 27

Total 2,521 933 374 2,278 918 418 2,829 871 272
AVR 66% 24% 10% 63% 25% 12% 71% 22% 7%

Table 7: Number words tagged as complex agreed by different number of annotators.

Lexical Complexity Metrics for Spanish in LegalEc

LC LDI ILFW SSR SCI ASL CS MTLD
Valid 900 900 900 900 900 900 900 900
Missing 0 0 0 0 0 0 0 0
Mean 22.46 22.73 22.18 235.30 16.95 33.54 0.36 13.41
Std.Dev 8.17 14.78 8.75 36.58 10.93 21.69 0.34 0.57
Min 5.86 2.38 2.33 130.20 1.79 3.58 0.00 11.92
Max 53.09 91.00 54.84 413.20 75.00 149.00 1.00 15.61

Table 8: Results of the application of lexical complexity metrics for spanish in corpus LegalEc.

Figure 2: Process flow methodology integrating linguistic features.

scaled vector of the linguistic features.

3. The resulting vector enter the classifi-
cation layer. The classification head is
composed of a pair of dense layers pre-
ceded by a dropout layer and an acti-
vation tanh layer after the first dense
layer. Therefore, the entire network can
be tuned even if linguistic features are
injected. The models were trained with
a batch size of 32 for 10, 30 and 50
epochs.

5 Results

The metric used to evaluate the different con-
figurations are Mean Absolute Error (MAE),

Mean Square Error (MSE), root mean square
error (RMSE) and Pearson’s correlation co-
efficient. The following sections show the
results obtained for the different executions
explored. To carry out the experiments we
apply the models RoBERTa-large-bne, XLM-
RoBERTa-base and XLM-RoBERTa-large as
in the work carried out by (Taya et al., 2021).
The first trainings were done over 10 epochs
and a batch-size of 32. In order to attempt
a better result in the predictions, the linguis-
tic features (LF) were included in the next
execution. The results of these experiments
can be seen in Table 9. The best result was
achieved by the RoBERTa-large-BNE model
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with a MAE value of 0.1560.
Then, the classification heads were trained

over an increased number of epochs (30).
Now, it can be noticed that the complex-
ity prediction has a significant improvement
when including linguistic features, reaching
the model XLM-RoBERTa-Base + LF a
MAE of 0.1341; RoBERTa-large-BNE + LF
a MAE of 0.1363, and XLM-RoBERTa-large
+ LF a MAE of 0.1360. See Table 10 for
detailed results.

In view of the fact that the improvement
of the results was evident when increasing
the epochs, we carried out one more train-
ing over 50 epochs. The prediction error
reached by RoBERTa-large-BNE + LF is a
MAE of 0.1349, and XLM- RoBERTa-large
+ LF with a MAE of 0.1338, achieving an im-
provement over previous runs (see Table 11).
A finding is that the inclusion of the linguis-
tic features and the increase in the number
of epochs in the executions of the models
achieves a relevant gain in the performance
of the algorithms for lexical complexity pre-
diction as it is graphically shown in Figure 3.

6 Discussion

The Table 12 summarizes the results on the
performance of the combinations of features
with the different language models based on
Transformers targeting the Spanish language
with the LegalEc dataset.

The performance gain appears to be re-
lated to the number of epochs plus the in-
clusion of additional features. The use of
these features in conjunction with pre-trained
model encodings turn out to be performance
friendly. The best result was obtained by ap-
plying the XLM-RoBERTa-large + LF model
with a MAE of 0.1338, after training for
50 epochs. The other models also reported
higher performance during the different ex-
ecutions. In this research we have shown
how the inclusion of the linguistic features
and the increase of epochs substantially im-
prove the prediction of lexical complexity,
even for smaller models like XLM-RoBERTa-
base. See Figure 3.

7 Conclusions and Further Work

This work presents a new corpus for lexical
complexity prediction research on Spanish in
the legal domain. The corpus is freely avail-
able and, although there is a low level of
agreement among annotators, learning from

Figure 3: Integration of HCF and increase in
times.

disagreement researcher can use this dataset
for analyzing this phenomena. Anyhow, the
900 texts compiled exhibits a large number
of complex terms agreed by reviewers, so it
is also suitable for testing solutions on LCP.

Anyhow, in the near future, we plan to
make use of NLP tools that help the pro-
cess of compiling and annotating linguistic
corpora such as the one proposed by Garćıa-
Dı́az et al. (2020) to avoid the errors that
are made during the corpus annotation stage
as a result of the differences between annota-
tors since they can affect the quality of the
corpus.

A comprehensive set of experiments was
performed to test the desirability of combin-
ing transformer encodings with lexical fea-
tures traditionally used in complex word
identification. The experiments directed to
the Spanish language were applied to study
how complex are these texts and if it is feasi-
ble to automatically obtain the level of lexical
complexity. State-of-the-art language models
were tested and also combined with linguistic
features as hybrid solution, to serve as base-
line results for future experiments.

It is clear that more research needs to
be done on the combination of features
in deep learning models. In general, the
XLM-RoBERTa-large-bne, XLM-RoBERTa-
base, XLM-RoBERTa models reported bet-
ter results when combined with linguistic
features and the number of epochs was in-
creased. However, deep learning models work
like a black box, so understanding how lin-
guistic features complement deep features re-
quires work on the explainability of the deep
model itself, as transformers can encode in-
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Spanish Language Model pre-trained with LegalEc

with 10 epochs
Model MAE MSE RMSE R2 Poisson Pearson

XLM-RoBERTa-Base 0.2286 0.0710 0.2665 -0.0010 0.3970 0.0323
XLM-RoBERTa-Base ⊕ LF 0.1642 0.0345 0.2669 0.5458 0.2269 0.9948
RoBERTa-large-BNE 0.1560 0.0461 0.2149 -0.1394 0.3129 0.2109
RoBERTa-large-BNE ⊕ LF 0.1580 0.0630 0.2510 -0.0528 0.4126 0.5353
XLM-RoBERTa-large 0.2100 0.0789 0.2828 -0.1038 0.4652 0.0040
XLM-RoBERTa-large ⊕ LF 0.1770 0.0682 0.2612 -0.0821 0.4388 -0.0400

Table 9: Results of the pre-trained models applying 10 epochs.

Spanish Language Model pre-trained with LegalEc

with 30 epochs

Model MAE MSE RMSE R2 Poisson Pearson

XLM-RoBERTa-Base 0.2255 0.0729 0.2701 -0.0149 0.4076 0.1230
XLM-RoBERTa-Base ⊕ LF 0.1341 0.0242 0.1558 0.6581 0.1652 0.9948
RoBERTa-large-BNE 0.2284 0.0789 0.2809 -0.0428 0.4288 0.0910
RoBERTa-large-BNE ⊕ LF 0.1363 0.0268 0.1638 0.6548 0.1628 0.9936
XLM-RoBERTa-large 0.2360 0.0744 0.2728 -0.0058 0.4068 0.0573
XLM-RoBERTa-large ⊕ LF 0.1360 0.0256 0.1600 0.6614 0.1632 0.9959

Table 10: Results of the pre-trained models applying 30 epochs.

Spanish Language Model pre-trained with LegalEc

with 50 epochs

Model MAE MSE RMSE R2 Poisson Pearson

XLM-RoBERTa-Base 0,2239 0.0724 0.2691 -0.0148 0.4058 -0.0628
XLM-RoBERTa-Base ⊕ LF 0.1382 0.0259 0.1612 0.6564 0.1682 0.9958
RoBERTa-large-BNE 0,2085 0.0765 0.2766 -0.0781 0.4462 -0.0332
RoBERTa-large-BNE ⊕ LF 0.1349 0.0270 0.1646 0.6418 0.1575 0.9948
XLM-RoBERTa-large 0.2375 0.0761 0.2760 -0.0070 0.4107 0.0417
XLM-RoBERTa-large ⊕ LF 0.1338 0.0252 0.1587 0.6611 0.1594 0.9950

Table 11: Results of the pre-trained models applying 50 epochs.

Best Results of the execution of the pre-trained models

Models 10 epochs 30 epochs 50 epochs

XLM-RoBERTa-Base 0.2286 0.2255 0.2239
XLM-RoBERTa-Base ⊕ LF 0.1642 0.1341 0.1382

RoBERTa-large-BNE 0.1560 0.2284 0.2085
RoBERTa-large-BNE ⊕ LF 0.1580 0.1363 0.1349

XLM-RoBERTa-large 0.2100 0.2360 0.2375
XLM-RoBERTa-large ⊕ LF 0.1770 0.1360 0.1338

Table 12: Best Results of the execution of the pre-trained models through the MAE metric.

formation related to syntax, dependencies,
grammar, gender, negation, semantics, etc.
inside the layers.

We hypothesize that the wealth of knowl-
edge present in transformer-based models can
help in extracting complementary clues of
contextual complexity (Paetzold, 2021). We
plan to explore which language features are
adding additional information to the net-
work, so ablation tests on the use of these
language features are envisioned by gradu-
ally introducing them into the model. Ad-
ditional feature selection and feature trans-

formation strategies could be evaluated. We
believe that tuning network parameters with
these external features in mind could eventu-
ally lead to better performance.

We consider that this corpus intends a
valuable contribution to the scientific com-
munity to continue advancing in the studies
of NLP techniques for lexical simplification
in the identification of complex words that
affect the comprehensibility of the content of
the texts in the legal domain. To obtain this
resource you can contact the authors.
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2017. Vytedu: Un corpus de v́ıdeos y
sus transcripciones para investigación en
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Abstract: The domain of Botany is rich with metaphorical terms. Those terms
play an important role in the description and identification of flowers and plants.
However, the identification of such terms in discourse is an arduous task. This leads
in some cases to committing errors during translation processes and lexicographic
tasks. The process is even more challenging when it comes to machine translation,
both in the cases of single-word terms and multi-word terms. One of the recent
concerns of Natural Language Processing (NLP) applications and Machine Transla-
tion (MT) technologies is the automatic identification of metaphor-based words in
discourse through Deep Learning (DL). In this study, we seek to fill this gap through
the use of thirteen popular transformer based models, as well as ChatGPT, and we
show that discriminative models perform better than GPT-3.5 model with our best
performer reporting 92.2349% F1 score in metaphoric flower and plant names iden-
tification task.
Keywords: Deep Learning, Transformers, Automatic Extraction of Metaphor,
Metaphor-based Terms.

Resumen: El dominio de la Botánica es rico en términos metaforicos. Estos térmi-
nos tienen un papel importante en la descripción e identificación de flores y plantas.
Sin embargo, la identificación de este tipo de términos en el discurso es una tarea
difícil. Esto puede conducir a errores en los procesos de traducción y otras tareas lex-
icográficas. Este proceso es aún más difícil cuando se trata de traducción automática,
tanto en el caso de las unidades monoléxicas, como en el caso de las unidades multi-
léxicas. Uno de los desafíos a los que se enfrentan las aplicaciones del Procesamiento
del Lenguaje Natural y las tecnologías de Traducción Automática es la identificación
de términos basados en metáfora a través de métodos de aprendizaje profundo. En
este estudio, tenemos el objetivo de rellenar este vacío a través del uso de trece
modelos populares basados en transformadores, además del ChatGPT. Asimismo,
demostramos que los modelos discriminativos aportan mejores resultados que los
modelos de GPT-3.5. El mejor resultado alcanzó una puntuación de 92,2349% F1
en las tareas de identificación de nombres metafóricos de flores y plantas.
Palabras clave: Aprendizaje profundo, Transformadores, Extracción automática
de metáfora, Términos basados en metáfora.

1 Introduction

Metaphor is a pervasive phenomenon in hu-
man language (Lakoff and Johnson, 2008).
It is defined as "mapping of conceptual
structure from a source to a target do-
main" (Ruiz de Mendoza Ibáñez, 2017). De-
pending on the dimension of complexity of

metaphor, authors distinguish two types of
metaphors: image metaphors and concep-
tual metaphors (Lakoff and Johnson, 2008).
Image metaphors compare one single image
in one domain with another image belong-
ing to another domain, such as the image
metaphor "she is as good as gold". Concep-
tual metaphors are more complex at the con-
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ceptual and cognitive levels, and they refer to
the resemblance established between a whole
set of experiences, such as the metaphor in
"life is a journey", which implies a whole set
of elements activated within the metaphoric
target domain. Metaphor-based terms, or the
so-called terminological metaphors, are com-
mon in specialised languages. Their use is
abundant, as they help in the conceptual-
isation of phenomena and their description
by establishing a resemblance between im-
ages and domains. They also help in un-
derstanding abstract phenomena in terms of
more concrete notions and in modelling sci-
entific thought (Urena Gomez-Moreno and
Faber, 2010). However, the identification of
metaphor-based terms in discourse is an ardu-
ous task. This leads in some cases to commit-
ting errors during translation processes and
lexicographic tasks. The process is even more
challenging when it comes to machine trans-
lation, both in the cases of single-word terms
and multi-word terms, which are represented
by Multiword Expressions (MWEs). The
main common error while carrying out the
translation processes is that the metaphor-
ical lexical items forming part of a term
would be transferred literally into other lan-
guages without taking into consideration its
metaphoric and cultural dimension or with-
out taking into account that they form part
of an MWE.

Previous studies focused on the extraction
of metaphorical terms from discourse, such
as Mu, Yannakoudakis, and Shutova (2019)
and Razali et al. (2022); however, to the
best of our knowledge, there are no programs
that could automatically retrieve those terms
both as single-word terms and MWEs in spe-
cialised languages. This study seeks to fill in
this gap and proposes a novel method based
on transformer models (Premasiri et al., 2022;
Premasiri and Ranasinghe, 2022); (Ranas-
inghe et al., 2021) for automatic extraction
of metaphor-based terms from the specialised
domain of Botany and concerning the names
of flowers and plants in English and Spanish.
The main contributions of this study are:

1. We empirically evaluate thirteen dis-
criminative transformer models and one
generative transformer model (Chat-
GPT) for the tasks of metaphoric flower
and plant names identification on En-
glish and Spanish datasets.

2. We show that discriminative models per-
form better in the metaphoric flower and
plant names identification task.

3. We release new annotated datasets for
metaphoric names identification in En-
glish and Spanish.

4. We make our code freely available for fur-
ther research1.

This paper is organised as follows: in Sec-
tion 2 we present previous related work. In
Section 3 we describe the dataset used and its
annotation process. In Section 4 we detail the
experimental set-up and methodology, while
in Section 5 we report our experiment’s re-
sults and evaluation. Finally, we summarise
the main conclusions and propose future work
in Section 6.

2 Related work
The study of metaphor-based terms in dis-
course has been a subject of study in the
last few decades. One of the main concerns
in this field is the detection of metaphor-
based words in discourse. With this aim,
the Pragglejaz Group suggested a method for
the manual identification of metaphor, called
Metaphor Identification Procedure (MIP)
(Group, 2007). This method has been used
extensively (Nacey et al., 2019). Studies like
Turney et al. (2011), Jang et al. (2015) and
Coll-Florit and Climent (2019) have a sim-
ilar approach. Other projects such as the
VU Amsterdam Metaphor Corpus (Leong et
al., 2020) offer a manually annotated cor-
pus for all metaphorical language use. More-
over, studies like Yaneva (2016), show how
the use of metaphor and figurative language
in discourse is of utmost difficulty for peo-
ple with Autism Spectrum Disorder (ASD);
hence, studies like Yaneva (2016) and Šta-
jner et al. (2017) endeavour to identify and
disambiguate complex sentences which con-
tain metaphor and metonymy among other
features through the application of Complex
Word Identification modules. The above
studies were partially inspired by the FIRST
Project2 (Orăsan, Evans, and Mitkov, 2018)
and the development of the Open Book tool
which helps people with ASD.

Concurrently, one of the recent concerns
of Natural Language Processing (NLP) appli-

1https://bit.ly/3pYAYXK
2http://www.iwebtech.co.uk/project-first/
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cations and Machine Translation (MT) tech-
nologies is the automatic identification of
metaphor-based words in discourse through
Deep Learning Methods (DLM). For exam-
ple, Mu, Yannakoudakis, and Shutova (2019)
suggest working with large corpora and train-
ing simple gradient boosting classifiers on
representations of an utterance and its sur-
rounding discourse learned with a variety of
document embedding methods”. Su et al.
(2020) focus on token-level metaphor detec-
tion paradigm and propose using an end-to-
end deep metaphor detection model. Au-
thors like Razali et al. (2022) use machine
learning to automatically detect metaphor in-
stances in short texts by implementing Sup-
port Vector Machine algorithms, while other
authors like Gutierrez et al. (2016) propose
modelling metaphor explicitly within com-
positional distributional semantic models to
improve the resulting vector representations.
Those authors classify the already used meth-
ods in the following categories: clustering;
topic modelling; topical structure and image-
ability analysis; semantic similarity graphs
and feature-based classifiers (Gutierrez et al.,
2016). Recent approaches are more centred
on using dense embedding methods (Vitez et
al., 2022).

On the other hand, the study of metaphor-
based terms in specialised discourse has been
subject to scientific and cognitive studies.
The automatic identification of metaphor-
based terms is considered a substantial chal-
lenge. Some studies highlight the impor-
tance of automatic extraction of terms in
specialised discourse (Rodríguez Penagos and
others, 2005) while other studies, such as
Urena Gomez-Moreno and Faber (2010), pro-
pose a semi-automatic method for term re-
trieval in the domain of Marine Biology. How-
ever, to the best of our knowledge, there have
been no previous studies or methodologies
which cover the automatic extraction of those
terms from scientific discourse in other do-
mains and no previous studies were carried
out in the domain of Botany.

3 Data
Specialised discourse is rich in metaphor-
based terms; Botany is no exception. The
semantic motivations for plant names are
usually influenced by the appearance of the
plant, the place of its occurrence, the prop-
erties of the plant, its usage, as well as

other motivations typical of a specific genus
of species (Dębowiak and Waniakowa, 2019).
Many studies have shown that metaphor is
one of the most frequent techniques to coin
flowers and plants names (Rastall, 1996);
(Nissan, 2014); (Dębowiak and Waniakowa,
2019). This metaphoric use may give clues
to cultural references related to legends and
beliefs associated with plants in general, like
their healing properties and supposed magical
powers (Dębowiak and Waniakowa, 2019). At
the same time, this shows that this metaphor-
ical use may vary among languages and cul-
tures. From another perspective, studies like
Goodman (1963) highlight the importance
of flower names based on metaphor for the
study of colour and its comparison among
languages. For this reason, we consider the
study of metaphor-based terms in this do-
main relevant as a case-study.

The dataset we use to extract metaphor-
based terms in English is the Encyclopae-
dia of Flowers and Plants, published by
the American Horticultural Society (Brick-
ell, 2012). We selected this edition as it is
available in a digitalised format in the online
library of the Internet Archive. This Ency-
clopaedia consists of 522,707 words. It con-
tains a dictionary of names of flowers from
around the world, with approximately 8000
terms referring to both scientific and com-
mon names and their origins, as well as 4000
images. It is divided into the following sec-
tions: firstly it has an introduction about
how to use the book, plant names and ori-
gins and relevant information on how to cre-
ate a garden and how to select plants. This
introductory part shows that it is aimed at
both professionals and laypersons. Secondly,
it has a plant catalogue, subdivided into cat-
egories such as trees, shrubs, roses, climbers
and wall shrubs, perennials, annuals, bien-
nials and bedding, rock plants, bulbs, wa-
ter and bog plants as well as tender and ex-
otic plants. All those subsections contain rich
contexts on each term, concerning the ori-
gin, uses, habitat, size, etc. Finally, the En-
cyclopaedia offers a dictionary section with
an index of common names and glossary of
terms. We benefited from this last section to
extract and annotate terms. The advantage
of using this Encyclopaedia is that it includes
a wide range of varieties of flowers and plants
from all around the world. For this reason,
the obtained results may be useful to be ap-
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plied in different contexts and in multidisci-
plinary studies.

The data was pre-processed by annotat-
ing the proper names and their metaphori-
cal condition. The MIP criteria for metaphor
identification (Group, 2007) was adapted to
annotate the terms, considering a term as
metaphor-based when one or more of the lex-
ical units forming it or its etymology give
evidence that they belong to different do-
mains, based on its meaning in the dictio-
nary. The annotated names represent both
image metaphors and conceptual metaphors.
An example of image metaphors, is the one-
word name of the flower Edelwiess which is
a combination between the two lexical units
edel which means noble and weiss, which
means white in German. This name repre-
sents an image metaphor where the flower is
called as so as it symbolises purity. The sci-
entific name of this flower is Leontopodium
Alpinum, an MWE with Greek origin and et-
ymology. It is also an image metaphor, as the
lexical unit Leontopodium means lion’s foot
(Dweck, 2004), the resemblance is established
between the for of the petals of the flowers
and the aspect of the foot of a lion. An-
other example are the flowers Sunburst and
Moonlight. The name of the flower Sunburst
shows the resemblance between the colours of
the flower and the colours of the sun, while
the flower called Moonlight, alludes to the re-
semblance between the flower and the light
of the moon. Other metaphor based-names
represent a conceptual image, such as the
MWE flower name forget-me-not which refer
to the association between the heart-shaped
blue flowers that reminds the person of his or
her beloved one; or the one-word name of the
flower cascade which associate the aspect of
a flower with the whole process of the water
falling in a real cascade.

Apart from the Encyclopaedia of Plants
and Flowers, we also compiled a corpus of
other resources related to Botany in English.
It consists of 437,663 words. Some of the
texts are monographs, others are journal ar-
ticles, and some texts are retrieved from
other online resources. The full list of ref-
erences used to compile the English corpus
are listed in Appendix 1. With respect to
the Spanish dataset, we have annotated a list
of flowers and plants names provided in se-
lected monographs and glossaries following
the same criteria as in the case of the English

terms. Above all, we used books and arti-
cles in the domain of Botany and botanical
glossaries, such as the glossaries provided in
Los Áraboles en España (de Lorenzo Cáceres,
1999), Biología de la Conservación de Plantas
en Sierra Nevada (Peñas and Lorite, 2019)
and the glossary of scientific names of plants
and their vernacular names provided by the
Entomological Museum in Leon in the Bio-
Nica webpage3. The list obtained from this
source consists of more than 5000 scientific
and vernacular names of flowers and plants.
As for the book Los Áraboles en España, it
consists of almost 155,000 words with more
than 600 terms in the section of Glossary.
The book describes the details of each plant,
its family names, its vernacular names and
synonyms, its origin, etymology, description
and cultivation information. It also provides
illustrative images of each plant. The book
Biología de la Conservación de Plantas en
Sierra Nevada was also valuable as some of
its chapters contained lists of scientific names
of endemic flowers from Sierra Nevada and
its common names too. In order to enhance
the datasets, we also added more specialised,
semi-specialised and informative texts in the
domain of botany to obtain more rich con-
texts. It consists of 460,258 words. The full
list of the sources used to compile the Spanish
corpus are listed in Appendix.

With this paper, we release datasets of
English and Spanish flower and plant names
with their annotations metaphoric or not
metaphoric. The English dataset consists
of 6330 total plant and flower names as a
combination of 1869 metaphorical names and
4461 non-metaphorical names. The Spanish
dataset consists of 875 metaphoric names and
4,988 non-metaphoric names out of 5863 to-
tal.

Data Preparation Since we model the
metaphoric name identification task as a to-
ken level classification task, we used IOB for-
mat tagging for our corpus. IOB format is
widely used in token level classification tasks
(Tjong Kim Sang and De Meulder, 2003)
where B - Beginning, I - Inside and O - out-
side of a metaphoric flower or plant name;
Table 1 shows an example IOB annotation.
After tagging the sentences from the corpus,
we identified that there were a very high num-
ber of sentences which do not have a single

3http://www.bio-nica.info/home/index.html
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metaphoric name. In other words, the ma-
jority of the sentences only had ’O’ as the
tag for all their words. Since this has a neg-
ative impact on the model training process,
we decided to balance the dataset by remov-
ing some sentences. Then we shuffled all the
sentences and divided the training and test
sets. Finally, we had 2020 total sentences di-
vided 1500 and 520 in English training and
test set respectively. For Spanish, we used
only 250 sentences as the dataset.

Test sets were the same for discriminative
and generative experiments. The only thing
is that in the generative approach, we did not
use the training set, since we cannot train
ChatGPT.

4 Methodology
Discriminative Models Transformers
(Vaswani et al., 2017) have been a major
breakthrough in Deep Learning research,
since they provide a robust mechanism
based on attention for the neural networks
to flow information without recurrence and
convolution. This architecture has produced
state-of-the-art results in many NLP appli-
cations. With the introduction of BERT
(Devlin et al., 2019), which employs the
transformers architecture, the pre-trained
large language models have played an im-
portant role in pushing the boundaries of
all NLP tasks such as text classification
(Ranasinghe, Zampieri, and Hettiarachchi,
2019) , (Uyangodage, Ranasinghe, and
Hettiarachchi, 2021), question answering
(Premasiri et al., 2022), text similarity
(Mitkov et al., 2023) etc. and achieving
new state-of-the-art. With this motiva-
tion, we use transformers as our primary
experimental setup and evaluate multiple
pre-trained language models. These models
follow similar architectures to BERT (Devlin
et al., 2019) while they are pre-trained on
different corpora and different objectives.
Figure 1 (Ranasinghe and Zampieri, 2021)
shows the transformer architecture we used
where we input sentences which contain
metaphoric flower and plant names, then
we obtain BIO tags from the output layer
by adding a softmax layer on top of the
last hidden state of the deep network to
classify each token into one of I,O,B tags.
We used several popular transformers based
pre-trained language models.

For the experiments on English dataset,

we used the cased and uncased variants
of BERT base and BERT large versions.
In order to establish the capabilities of
multilingual models, we experimented with
the multilingual-bert (Devlin et al., 2019)
model with its cased and uncased vari-
ants and xlm-roberta-base (Conneau et al.,
2020) model and xlm-roberta-large (Con-
neau et al., 2020) version. We fur-
ther experimented with google/electra-base-
discriminator (Clark et al., 2020) model
which is different from BERT architecture.
Finally, within these discriminative models
we evaluate allenai/scibert_scivocab_cased
(Beltagy, Lo, and Cohan, 2019) and
allenai/scibert_scivocab_uncased (Beltagy,
Lo, and Cohan, 2019) variants which are
specifically pre-trained on scientific corpora.
We assume that flower and plant names could
appear in those corpora such that the model
can leverage the learning to produce better
results.

Since Spanish is low in resources on
metaphoric flower and plants names corpora,
we experimented zero-shot learning for Span-
ish on English data. We specifically used the
multilingual-bert (Devlin et al., 2019) and
xlm-roberta (Conneau et al., 2020) for our
experimental setting as these models provide
multilingual capabilities.

All the models were trained for three
epochs, learning rate 4e-5 with 32 training
batch size and for the hardware we used a
GeForce RTX 3090 GPU.

Figure 1: Transformers architecture for token
level classification.
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calliandra haematocephala (Red powder puff) is an evergreen, spreading shrub
O O B I I O O O O O

Table 1: BIO annotation example.

Model Precision Recall F1
bert-base-uncased 92.8204 89.4824 91.0784
bert-base-cased 93.4157 90.8295 92.0801

bert-large-uncased 92.8424 90.6789 91.7219
bert-large-cased 93.4157 90.8295 92.0801

bert-base-multilingual-uncased 91.7655 89.6286 90.6648
bert-base-multilingual-cased 93.3662 91.1718 92.2349

xlm-roberta-base 90.1220 89.6020 89.8560
xlm-roberta-large 90.8455 89.4348 90.1220
xlnet-base-cased 89.8189 90.8769 90.3402

roberta-base 91.9779 89.8922 90.9025
google/electra-base-discriminator 92.0412 91.1617 91.5898
allenai/scibert_scivocab_uncased 91.7084 90.3453 91.0071
allenai/scibert_scivocab_cased 92.3408 90.6466 91.4750

ChatGPT 62.1516 45.1943 48.1392

Table 2: Resutls for English metaphoric flower and plant names identification; the Model column
represents the model we experimented, the Precision column shows the macro precision, the
Recall column shows macro recall and the F1 column shows macro F1 value for the results.

Generative Models While all above
methods rely on the discriminative approach,
which tries to identify boundaries in the
data space, generative models attempt to
model the placement of the data through-
out the space. This approach attracted
huge attention in the research community
with the release of ChatGPT4 by openAI5.
The research on Generative Pre-trained
Transformer (GPT) (Radford et al., 2018)
models have produced multiple versions of
it including GPT-3, GPT-3.5 and GPT-4.
The free version of ChatGPT only supports
GPT-3.5 for the time being and all our
experiments are based on ChatGPT free
version. According to OpenAI, the most cost
capable and cost effective models out their
models is gpt-3.5-turbo, which we used to
our experiments.

Since ChatGPT is a generalised conver-
sational application, it does not essentially
provide IOB tags as outputs. After exper-
imenting with different prompts to retrieve
IOB tags from ChatGPT, we decided it would
be easier to retrieve the metaphoric flower or
plant name in the sentence from the API6 and
No otherwise. Prompt we used: Is there a

4https://chat.openai.com/
5https://openai.com/
6https://bit.ly/3OLCWFn

metaphoric flower name or metaphoric plant
name included in the following sentence, say
yes or no, if yes what is the metaphoric flower
or metaphoric plant names in the sentence
separately : {sentence goes here}. The out-
puts of ChatGPT are not uniform, and we
had to post process the outputs using regular
expressions to re-generate the IOB tags for
evaluation.

Since this is a token classification task, we
use macro averaged Precision, Recall and F1
score as our evaluation metrics.

Precision = TP/(TP + FP ) (1)

Recall = TP/(TP + FN) (2)

F1 = 2 * (Precision * Recall)/(Precision + Recall)
(3)

5 Results and Discussion
5.1 English
The results in table 2 show the competitive
performance of transformer models, in the
flower and plant names classification task.
Despite the fact that most of the transformer
models we experimented with are not specif-
ically pre-trained on botanic corpora, almost
all discriminative models were able to pro-
duce more than 90% F1 score in the task. In-
terestingly, the multilingual bert model could
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Model P R F1
bert-base-multilingual-uncased 59.2957 40.3103 43.0472
bert-base-multilingual-cased 54.0904 52.1401 52.8657

xlm-roberta-base 67.4035 36.5622 37.4988
xlm-roberta-large 64.1040 47.4813 51.8174

ChatGPT 63.1887 46.6820 51.4120

Table 3: Results on metaphoric flower and plant names identification in Spanish; P - The macro
averaged precision, R - The macro averaged Recall, F1 - The macro averaged F1 score.

surpass the other models and mark the top
results at 92.2349% F1 score.

Another noteworthy observation in our
study was that cased models outperformed all
the respective uncased models. Even though
the xlm-roberta-base was the least performer
in discriminative models, the performance
gap to the best performer is only 2.3789%
which shows the competitiveness of the trans-
formers in token level classification tasks.

Even though scibert models are specifi-
cally trained on scientific corpus, these mod-
els were not able to outperform the bert mul-
tilingual model, which shows that the gen-
eral knowledge could play a significant role in
metaphoric identification task.

While ChatGPT seems very good at han-
dling general text, it does not perform well
in metaphoric names identification in flower
and plant names. Given that we cannot fur-
ther fine-tune the GPT model with our cor-
pus, the ChatGPT is struggling to identify
and generate text with metaphoric flower and
plant names. Another important observa-
tion was, ChatGPT was not producing consis-
tent results because we could observe differ-
ent results for the same sentence if we retrieve
twice. This shows that ChatGPT is uncer-
tain about its answers on metaphoric flower
and plant names, maybe with GPT-4 it may
have a better understanding with more data.
We leave it for future work.

5.2 Spanish
Table 3 shows the results on Spanish data in
zero-shot configuration on English data. We
note that in all models, learning from English
data has lead to decent results on Spanish
metaphoric flower and plant names identifi-
cation. Interestingly, bert-base-multilingual-
cased model performs better in both lan-
guages marking over 52% F1 score on Span-
ish. It was noted that there is a significant
difference between English and Spanish re-
sults, as expected because the English models

were fine-tuned on English metaphoric data,
but we were not able to do that in Spanish
due to lack of resources.

ChatGPT has kept similar performance
for Spanish recording over 51% F1 score. This
is very close value to the best discriminative
model but could not outperform bert-base-
multilingual-cased model. Unlike ChatGPT,
since discriminative models are able to fine-
tune, we conjecture that their performance
could be boosted with a fine-tuning step with
more data.

6 Conclusions
The detection of metaphorical terms is an
important research area for many NLP ap-
plications. Detecting metaphor-based terms
of flowers and plants may give birth to dif-
ferent multidisciplinary research and applica-
tions. On the one hand, it may help in over-
coming the so-called plant awareness dispar-
ity or plant blindness (Parsley, 2020) as the
metaphoric factor would help in remembering
the names of flowers and plants and their as-
pect. It may also give insightful information
to Cognitive Studies towards understanding
phenomena such as metaphor and metonymy,
and even towards a more comprehensive un-
derstanding of conceptual complexes (Ruiz de
Mendoza Ibáñez, 2017). This may be carried
out by comprehending the associations be-
tween metaphoric names and the image of the
flower and plant representing them, and how
the resemblance of images or the metonymic
aspect is conceptualised through the coinage
of terms. On the other hand, this information
is also helpful for the studies of representation
of abstract phenomena in art and its com-
prehension across languages. The automatic
extraction of those terms is a step towards
achieving more comprehensive and accurate
results. In addition, this may help rendering
texts more accessible to people with ASD. At
the same time, these types of studies may also
help in the development of software or mobile
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applications to be used by both laypersons
and professionals.

In conclusion, we show that the state-of-
the-art transformers are well capable of per-
forming excellently in identifying metaphoric
flower and plant names.
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Abstract: This paper presents the overview of the AuTexTification shared task
as part of the IberLEF 2023 Workshop in Iberian Languages Evaluation Forum,
within the framework of the SEPLN 2023 conference. AuTexTification consists
of two subtasks: for Subtask 1, participants had to determine whether a text is
human-authored or has been generated by a large language model. For Subtask 2,
participants had to attribute a machine-generated text to one of six different text
generation models. Our AuTexTification 2023 dataset contains more than 160.000
texts across two languages (English and Spanish) and five domains (tweets, reviews,
news, legal, and how-to articles). A total of 114 teams signed up to participate, of
which 36 sent 175 runs, and 20 of them sent their working notes. In this overview, we
present the AuTexTification dataset and task, the submitted participating systems,
and the results.
Keywords: Machine-Generated Text, Large Language Models, Generalization, Au-
TexTification.

Resumen: Este art́ıculo presenta un resumen de la tarea AuTexTification como
parte del workshop IberLEF 2023 sobre el Iberian Languages Evaluation Forum, en
el marco de la conferencia SEPLN 2023. AuTexTification consta de dos subtareas:
en la Subtarea 1, los participantes tuvieron que determinar si un texto fue escrito
por un humano o generado por un modelo de lenguaje masivo. Para la Subtarea 2,
los participantes deb́ıan atribuir un texto generado automáticamente a uno de seis
modelos de generación de texto diferentes. El conjunto de datos AuTexTification
contiene más de 160.000 textos en dos idiomas (inglés y español) y cinco domin-
ios (tweets, reseñas, noticias, legislación y art́ıculos instructivos). Un total de 114
equipos se inscribieron para participar, de los cuales 36 enviaron 175 resultados y 20
de ellos enviaron art́ıculos. En este art́ıculo, presentamos el conjunto de datos y la
tarea AuTexTification, los sistemas enviados por los participantes y sus resultados.
Palabras clave: Texto Generado por Máquina, Modelos de Lenguaje Masivos,
Generalización, AuTexTification.

1 Introduction

Current developments in Large Language
Models (LLMs) have strongly improved the
quality of Machine-Generated Text (MGT).
Their latest surge in popularity through ser-
vices such as ChatGPT,1 and large-scale de-

1https://tinyurl.com/reuters-chatgpt

mocratization efforts to broaden the public’s
access to large models (Scao et al., 2022; Tou-
vron et al., 2023; Wolf et al., 2020; Seger
et al., 2023), have made it easier for non-
technical people to interact with and use
these models for various interesting applica-
tions (Eloundou et al., 2023; Liu et al., 2023).

However, these advances have also lowered
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Model adaptation
Human
Mod.

Pre-trained Fine-tuned

No

Full accessibility
Few comp. resources

Massive scale
Medium quality

Technical accessibility
Large comp. resources

Massive scale
High quality

Yes

High accessibility
Few comp. & human resources

Small scale
High quality

Technical accessibility
Large comp. & human resources

Small scale
High quality

Table 1: Types of MGT. The AuTexTifi-
cation 2023 Shared Task focuses on genera-
tions from pre-trained models with no human
modification. We cover the most accessible
approach, involving little computational and
human resources and can be used massively.

the barrier of entry for users to generate high-
quality, multi-style and multi-domain text
in a massive scale. This means that moti-
vated malicious users could easily generate
massive quantities of text without the need
of large computational resources, technical
knowledge, or human intervention (see Table
1). Supporting this concern, recent research
suggest that disinformation generated with
state-of-the-art LLMs is more credible than
the one generated by humans (Spitale, Biller-
Andorno, and Germani, 2023), thus showing
the difficulty for humans to distinguish be-
tween MGT and human-authored text.

As expected, the aforementioned advance-
ments have also promoted discussions in ethi-
cal AI (Widder et al., 2022) as well as model,
data and training regulations,2 and new li-
censes (Benjamin et al., 2019; Contractor et
al., 2022). Content moderation due to AI de-
mocratization, and the need for regulations,
are strong motivators for researchers to en-
sure a responsible use of LLMs and their gen-
erations. A promising research line to carry
this out involves identifying MGT, while also
attributing it to specific text generation mod-
els to learn about the specific actors behind
an MGT from a forensics viewpoint.

There have been many efforts to de-
tect MGT, including zero-shot approaches
(Mitchell et al., 2023; Zellers et al.,
2019a), supervised systems (Ippolito et al.,
2020; Uchendu et al., 2020; Maronikolakis,
Schütze, and Stevenson, 2021), and evalu-
ation campaigns (Kashnitsky et al., 2022;
Shamardina et al., 2022). While it has been
found that in-domain MGT detection with
supervised approaches is easy (Bakhtin et al.,

2European Commission, Proposal for a Regulation
of the European Parliament https://tinyurl.com/
EURAIAct

2019), most of the works often overlooked
that MGT detection systems would be ap-
plied to a broad variety of domains, writ-
ing styles, and generation models. Therefore,
there is a need to evaluate the generalization
of MGT detectors through a more realistic
lens. In this regard, some works have stud-
ied generalization across model families and
scales (Sarvazyan et al., 2023), however, the
generalization to new domains is still under-
explored.

In this context, we present the AuTexTi-
fication (Automated Text IdenTification)
task. This shared task is proposed to study:
(i) the automatic detection of MGT, (ii)
the generalization capabilities of MGT detec-
tors to new domains, and (iii) the feasibil-
ity of fine-grained MGT attribution to one of
many generation models. Furthermore, we
automatically collect a multi-domain anno-
tated dataset of human-authored text and
MGT generated by various LLMs, which is
a valuable resource for exploratory linguistic
analysis of machine-generated and human-
authored texts. To our knowledge, AuTex-
Tification is the first shared task to study
both MGT detection and attribution in a
multi-domain setting for English and Span-
ish, while also focusing on generalization of
MGT detectors to new domains.

2 Task Description

The AuTexTification 2023 Shared Task in-
cludes two subtasks in English and Spanish
in five different domains.

Subtask 1: MGT Detection. This sub-
task consists in distinguishing between hu-
man and generated text. It is framed as a bi-
nary classification task of human text (Hum)
and MGT (Gen), where text from three do-
mains is included in the training set, and sub-
missions are evaluated in two unseen ones.
This way, we aim to study the MGT de-
tectors’ cross-domain generalization capabil-
ities.

Subtask 2: MGT Attribution. In this
subtask, participants must attribute MGT
to the model that generated it, out of six
models. Thus, Subtask 2 is framed as a six-
class classification task, where we strive to
study the feasibility of fine-grained attribu-
tion. Differently to Subtask 1, the training
and test splits include all five domains.
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English Spanish
Legal MultiEURLEX MultiEURLEX
News XSUM MLSUM & XLSUM
Reviews Amazon Reviews COAR & COAH
Tweets TSATC XLM-Tweets & TSD
How-to WikiLingua WikiLingua

Table 2: Human-authored source datasets
for the AuTexTification 2023 dataset.

3 Dataset

The AuTexTification dataset consists of texts
written by humans and LLMs in five do-
mains: tweets, reviews, how-to articles,
news and legal documents. These do-
mains were chosen to encompass a range
of writing styles, from more structured and
formal to less structured and more in-
formal. We collected human texts from
publicly available datasets, namely: Mul-
tiEURLEX (Chalkidis, Fergadiotis, and An-
droutsopoulos, 2021), XSUM (Narayan, Co-
hen, and Lapata, 2018), XLSUM (Hasan et
al., 2021), MLSUM (Scialom et al., 2020),
Amazon Reviews (McAuley and Leskovec,
2013), WikiLingua (Ladhak et al., 2020),
COAR & COAH (González et al., 2014),
XLM-Tweets (Barbieri, Espinosa Anke, and
Camacho-Collados, 2022), TSATC (Naji,
2012), and TSD (Leis et al., 2019). Table
2 groups these datasets per domain and lan-
guage.

The MGT was generated from the human
texts by using three BLOOM models (Scao
et al., 2022), BLOOM-1B7,3 BLOOM-3B,4

and BLOOM-7B1 ;5 as well as three GPT-
3 models (Brown et al., 2020; Ouyang et
al., 2022): babbage, curie, and text-davinci-
003, with 1b, 6.7b and 175b parameter scales
respectively. Our motivation behind using
these models were fourfold: (i) both BLOOM
and GPT-3 show great capabilities in multi-
ple languages, (ii) BLOOM models’ usage is
not as restricted via licensing (as opposed to
other popular models such as LLaMA (Tou-
vron et al., 2023) or OPT (Zhang et al.,
2022a)), (iii) GPT-3 has been one of the most
popular and best performing language mod-
els until recently,6 and (iv) we aimed to cover
a broad spectra of model families and scales.
While we were hoping to include BLOOM-

3https://tinyurl.com/bloom-1b7
4https://tinyurl.com/bloom-3b
5https://tinyurl.com/bloom7b
6GPT-3.5-turbo and GPT-4 were not released at

time of compiling our dataset.

This is my opinion
about the hotel.

LLM

<BOS>It was
exceptional, with all

kind of facilities,
dining options, and
attractions. <EOS>

This is my opinion about the hotel:
Simply perfect.

Prompt

Human
Prefix

 
Simply perfect. Perfect

location to spend a
great vacation.   

Wonderful breakfast.

Human text

Generated text

Perfect location to spend a great
vacation. Wonderful breakfast.

It was exceptional, with all kind of
facilities

Human
continuation

Generated sampleHuman sample

Clean &
Filter

I III

IV

II

Figure 1: Data gathering process.

175B generations too, this was not possible
due to the lack of public APIs.

We manually tuned the decoding param-
eters to obtain MGT that appears realistic
through subjective evaluations carried out by
two of the authors. We found that with nu-
cleus sampling (Holtzman et al., 2020), using
a top-p of 0.9 and a temperature of 0.7, the
models generated texts of higher quality. The
maximum number of completion tokens was
manually selected for each domain to be sim-
ilar to the median token-length of the human
texts: 20 tokens for tweets, 70 for reviews,
and 100 for news, legal, and how-to articles.

3.1 Gathering process

We aim to build a dataset of human and gen-
erated texts that share the same prefix. For
instance, given a human text “Today it’s 20
degrees. It is sunny in Valencia.”, we could
use “It is sunny in Valencia.” as human text,
and generate a continuation by prompting an
LLM with “Today it’s 20 degrees.”. In this
manner, both generated and human texts are
plausible continuations of the same prefix and
they can be compared fairly in terms of top-
ics and domains. To build the dataset in
this way, we opted for a data gathering pro-
cess consisting in the steps depicted in Fig-
ure 1, namely (i) gathering human data, (ii)
preparing the inputs for LLMs, (iii) generat-
ing MGTs, and (iv) cleaning and filtering the
resulting texts.

We first gather a set of human-authored
texts H from the source datasets for each
domain and language. We manually analyze
and define extraction schemes for splitting H
into prefixes Hp and continuations Hc such
that H = Hp ⊕ Hc. In some domains and
source datasets, we also define prompts P
to prevent the generation models from gen-
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erating topic-inconsistent texts, e.g., guiding
models to generate hotel reviews instead of
car reviews when using a prefix from the
COAH dataset, made up of hotel reviews.
Afterwards, the prompts and prefixes P⊕Hp

are fed into each LLM to obtain one resulting
generation per prompt and prefix. We refer
to the set of generations as G. Texts from
both Hc and G are fed into a text cleaning
pipeline that removes duplicated spaces, mul-
tiple line breaks, and special symbols. Addi-
tionally, we ensure that the human continua-
tion and generation obtained from the same
prefix have roughly the same token-lengths
by truncating to the minimum length of the
two texts, thus removing token-length bias.
Then, we apply a set of language identifi-
cation filters: langdetect,7 SpaCy FastLang,8

and fastText (Joulin et al., 2017). If one of
these filters finds a text to be not in Span-
ish or English, the text is removed from our
dataset.

To obtain the dataset for Subtask 1, we
sample a subset of Hc labeled as Hum and a
subset of G labeled with Gen. The dataset
was then split into training and test sets
for a cross-domain scenario: tweets, how-to
articles and legal documents were included
in the training set, while reviews and news
data comprised the test set. To compile the
dataset for Subtask 2, we only sample texts
from G, labeling each text with the LLM’s
name that generated it. The dataset is ran-
domly split into training and test sets follow-
ing 80%-20% proportions. All the five do-
mains are included in both training and test
splits. The released version of the dataset for
Subtask 2 includes anonymized model labels
to remove bias toward particular models or
model families in participating submissions.

The statistics of each subtask’s contents
per domain, class, and language are pre-
sented in Table 3. In both subtasks, both
languages contain similar amounts of texts,
and the domains and classes are balanced in
both splits. This way we guarantee that our
analysis is fair by ensuring that every dimen-
sion is balanced. Besides, we checked that the
generated texts follow the Zipf and Heap’s
empirical laws, thus ensuring a high quality
of the dataset.9

7https://tinyurl.com/langdetect
8https://tinyurl.com/fastlang
9See https://tinyurl.com/overview-datasets
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Figure 2: Human performance in English
(top) and Spanish (bottom). The grey dot-
ted line is the random baseline.

3.2 Human Assessment

We performed a small-scale study to assess
the difficulty of the Subtask 1 for human an-
notators. The study consisted in asking hu-
man annotators to classify texts as human or
generated.10 Five annotators were involved:
four Spanish native speakers (SP) and one
Italian native speaker (IT). All of them were
men between the ages of 25 and 35, with C1-
C2 proficiency level in English. From these
annotators, SP1 and SP4 are familiar with
generated text (they created the dataset and
analysed hundreds of examples), while the
others were exposed to the task for the first
time.

We provided the same 40 texts to each an-
notator, drawn from the test set of the Sub-
task 1 both for English and Spanish. The
texts were balanced in terms of classes and
domains: 20 texts were generated by LLMs
and 20 were written by a human, half of them
were news and the other half were reviews.
The generated texts were only obtained from
BLOOM models: 6 texts from BLOOM-1b7,
6 texts from BLOOM-3b1, and 8 texts from
BLOOM-7b1. Figure 2 shows the Macro-F1

score of each annotator in each domain.
For both languages, the average annota-

tor performance is very similar, most anno-
tators are close to the random baseline. Re-
garding the domains, it seems more difficult
for humans to distinguish between human-
authored and machine-generated news rather
than reviews. Most of the annotators per-

10The annotation interface and instruc-
tions are available at https://tinyurl.com/
colab-annotation
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Subtask 1 Subtask 2
BLOOM GPT

Gen Hum Σ 1b7 3b 7b1 1b 6b7 175b Σ

S
p
a
n
is
h

Legal 4,846 4,358 9,204 640 665 712 919 942 919 4,797
News 5,514 5,223 10,737 839 860 881 972 978 987 5,517
Reviews 5,695 3,697 9,392 952 962 935 945 941 947 5,682
Tweets 5,739 5,634 11,373 967 965 965 928 930 964 5,719
How-to 5,690 5,795 11,485 894 929 960 970 983 966 5,702
Total 27,484 24,707 52,191 4,292 4,381 4,453 4,734 4,774 4,783 27,417

E
n
g
li
sh

Legal 5,124 5,244 10,368 809 779 832 890 887 927 5,124
News 5,464 5,464 10,928 747 854 906 983 984 984 5,458
Reviews 5,726 5,178 10,904 944 946 939 977 974 972 5,752
Tweets 5,813 5,884 11,697 987 968 980 951 963 969 5,818
How-to 5,862 5,918 11,780 962 976 982 993 993 963 5,869
Total 27,989 27,688 55,677 4,449 4,523 4,639 4,794 4,801 4,815 28,021

Table 3: Number of samples per domain, class, and language in both subtasks.

form worse than the random baseline distin-
guishing texts from the news domain. On the
contrary, humans are typically better than
the random baseline in the reviews domain,
especially in English.

Language proficiency seems to play a role.
IT1 shows better performance in English
than in Spanish, where he is not proficient.
Despite how SP1 and SP4 are familiar with
generated texts, there seems to be no signif-
icant difference between them and other an-
notators.

The human annotators did not follow any
systematic pattern to detect MGT. For re-
views, some mentioned that the generated re-
views seemed generic, describing many gen-
eral aspects with short sentences. In con-
trast, human reviews focused on few and
more concrete aspects.

4 Systems and Results

In this section, we briefly introduce the par-
ticipants’ systems, describe the baselines and
evaluation metrics, and study the results of
the shared task.

4.1 Submitted Approaches

The AuTexTification shared task received
submissions from 36 teams, belonging to 30
different institutions and 18 different coun-
tries. All teams participated in the English
track of Subtask 1, with 23 teams also tak-
ing part in the Spanish track. For Subtask
2, 19 teams participated in the English track
and 14 in the Spanish track. Teams were al-
lowed to submit a maximum of 3 runs per
subtask and language. Overall, AuTexTifica-

tion received a total of 175 runs, comprising
71 for the English track of Subtask 1, 47 for
the Spanish track, 33 for the English track
of Subtask 2, and 24 for the Spanish track.
Outside of the competition scope, the AuTex-
Tification datasets have been used in NLP
courses within academic institutions. We are
aware of at least 3 institutions,11 with 17 par-
ticipating teams and 58 runs.

Following the trend in the Natural Lan-
guage Processing (NLP) field, most teams
relied on pre-trained Transformer (Vaswani
et al., 2017) models. The most used
ones were BERT-based models (Devlin et
al., 2019) like RoBERTa (Liu et al., 2019)
and DeBERTa (He, Gao, and Chen, 2021).
Also, domain-specific and multilingual vari-
ants of BERT were frequent, including XLM-
RoBERTa (Conneau et al., 2020), Rem-
BERT (Chung et al., 2020), and Twhin-
BERT (Zhang et al., 2022b). A smaller set
of participants included generative models in
their systems such as GPT-2 (Radford et
al., 2019), Grover (Zellers et al., 2019b), and
OPT (Zhang et al., 2022a).

Most of the best performing approaches
used ensembles of pre-trained models, as well
as combinations of lexical, stylometric or sta-
tistical features. In some cases, participants
fine-tuned their models using auto-train pro-
cedures and performed hyper-parameter tun-
ing. Some teams also included Convolu-
tional Neural Networks (LeCun et al., 1989)
or Long Short Term Memory (LSTM) Net-
works (Hochreiter and Schmidhuber, 1997)

11Universitat Politècnica de València, Aix-
Marseille Université, and IMT Atlantique.
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as part of their systems. Traditional ma-
chine learning models like Logistic Regression
and Support Vector Machines (SVM) (Cortes
and Vapnik, 1995) were also frequent among
the participants. However, these approaches
generally performed worse than Transformer-
based approaches.

There was also a great diversity in terms
of features. Probabilistic token-level fea-
tures from generative language models seem
to play an important role in the best per-
forming approaches. Most participants used
contextual representations from pre-trained
models, either as features, or through end-to-
end fine-tuning. Linguistic features includ-
ing lexical, structural, and discourse features
were also frequent. Among the most com-
mon linguistic features, we observed bag of
word/char n-grams, counts of personal pro-
nouns, stop-words, punctuations, and POS
tags. Some participants also incorporated
linguistic and factual knowledge directly in
their models. Among these, we found the
inclusion of syntactic dependencies in pre-
trained models through contrastive learning,
Wikipedia fact-checking, and native language
identification.

The best ranked systems for each subtask
ranged from complex ensembles of many dif-
ferent models and features, to single gen-
erative models fine-tuned for the task. In
Subtask 1, both for English and Spanish,
the best system was proposed by TALN-
UPF (Przybyla, Duran-Silva, and Egea-
Gómez, 2023). This system relied on a bidi-
rectional LSTM (Schuster and Paliwal, 1997)
model trained with a combination of prob-
abilistic token-level features from different
GPT-2 versions, linguistic token-level fea-
tures such as word-frequencies or grammar
errors, and text representations from pre-
trained encoders. Besides, TALN-UPF was
the only team that considered a cross-domain
evaluation in the validation step, by perform-
ing cross-validation over topically-split data
after inferring the topics using Latent Dirich-
let Allocation (Blei, Ng, and Jordan, 2003).
In the Spanish track, the TALN-UPF system
performed similar to the Lingǘıstica UCM
system (Alonso et al., 2023), consisting of
an SVM trained with a set of morphological,
lexical, and discourse features selected ac-
cording linguistic expertise and human anal-
ysis.

In Subtask 2, both for English and Span-

ish, the three runs of the Drocks team (Ab-
buri et al., 2023) were the highest ranked
ones. These systems were ensembles of five
different Transformer-based classifiers fine-
tuned on the task. The best ensembles dif-
fered for each language. For English, the best
ensemble was an Error-Correcting Output
Codes (Dietterich and Bakiri, 1994) model
trained using the concatenation of the classi-
fication probabilities as features. For Span-
ish, the best ensemble was implemented with
an SVM using the average of the classifica-
tion probabilities as features.

4.2 Baselines

We consider several baselines for each sub-
task and language. Namely, we include a
random baseline (Random), zero-shot (SB-
ZS ) and few-shot (SB-FS ) approaches based
on text and label embedding similarities, a
bag-of-words encoding with logistic regres-
sion (BOW+LR), Low Dimensional Seman-
tic Embeddings (LDSE ), and fine-tuned lan-
guage specific transformers (Transformer),
DeBERTaV3 (He, Gao, and Chen, 2021)12

for English and RoBERTa-BNE (Fandiño et
al., 2022)13 for Spanish. These baselines con-
sist in the following:

Random. The random baseline assuming
class balance. Defined as 1

C where C is the
number of classes.

SB-ZS and SB-FS. Zero-shot and Few-
Shot Symanto Brain API,14 a ©Symanto
solution optimized for highly efficient and
scalable state-of-the-art zero-shot and few-
shot classification (Mueller, Pérez-Torró, and
Franco-Salvador, 2022). We verbalize labels
for Subtask 1,15 but not for Subtask 2 given
the anonymity of the classes. For SB-FS we
use 1024 shots.

BOW+LR. We encode the texts with bag
of n-grams, using the top 5K word n-grams,
n ∈ {1, 2} and character n-grams, n ∈
{2, . . . , 6} following (Pizarro, 2019). We train
a Logistic Regression model offered by scikit-
learn (Pedregosa et al., 2011) with default
parameters on z-score normalized and con-
catenated features.

12https://tinyurl.com/debertav3
13https://tinyurl.com/robertabne
14https://www.symanto.com/nlp-tools/

symanto-brain/
15Hum: “This text has been written by a human.”

Gen: “This text has been automatically generated by
a bot.”
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Rank Team Run Macro-F1

1 TALN-UPF HB plus 80.91
2 TALN-UPF HB 74.16
3 CIC-IPN-CsCog run2 74.13
22 turquoise titans run1 65.79
23 BOW+LR baseline 65.78
33 turing testers run3 60.64
34 LDSE baseline 60.35
37 OD-21 run3 59.49
38 SB-FS baseline 59.44
51 swissnlp team run2 57.20
52 Transformer baseline 57.10
69 UMZ run1 50.18
70 Random baseline 50.00
74 SB-ZS baseline 43.47
77 UAEMex run1 33.87

Table 4: Ranking of Subtask 1 (English).

LDSE. We represent texts on the basis
of the probability distribution of occurrence
of their tokens in the different classes with
LDSE (Rangel, Franco-Salvador, and Rosso,
2018). We train an SVM classifier provided
by scikit-learn (Pedregosa et al., 2011) with
default parameters.

Transformer. We use the HuggingFace
ecosystem (Wolf et al., 2020) to fine-tune a
pre-trained Transformer with a randomly ini-
tialized classification head for 5 epochs and
default hyperparameters. We use a batch size
of 32 texts for DeBERTaV3 and a batch size
of 64 for RoBERTa-BNE.

4.3 Evaluation

The submissions for both subtasks are eval-
uated with the Macro-F1 score. Statistical
significance is computed through bootstrap-
ping with replacement at a confidence level
of α = 0.95 with 1,000 resamples.

4.4 Subtask 1: MGT Detection

For the MGT detection subtask, we received
71 submissions from 36 different teams in En-
glish, and 47 submissions from 23 teams in
Spanish. Tables 4 and 5 show the top-3 per-
forming teams, the weakest team, as well as
the first team that beats each baseline, both
for English and Spanish.

The best system was proposed by the
TALN-UPF team, with 80.91 and 70.77
Macro-F1 scores in English and Spanish. In
English, the best team is significantly better
than the second-best ranked team. However,
in Spanish there are no significant differences
between the two best teams and the best
baseline. In Figure 3, we illustrate the rank-
ordered Macro-F1 scores for all the teams in
both languages.

Rank Team Run Macro-F1

1 TALN-UPF HB plus 70.77
2 Ling UCM run1 70.60
3 Transformer baseline 68.52
20 GLPSI run3 63.90
21 LDSE baseline 63.58
25 turing testers run1 62.77
26 BOW+LR baseline 62.40
39 bucharest run2 56.49
40 SB-FS baseline 56.05
46 ANLP run1 51.38
47 Random baseline 50.00
50 UAEMex run3 35.17
51 SB-ZS baseline 34.58
53 LKE BUAP run3 31.60

Table 5: Ranking of Subtask 1 (Spanish).
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Figure 3: Rank-ordered Macro-F1 with error
bars for Subtask 1 in English (top) and Span-
ish (bottom). Colored lines are baselines.

Many teams surpassed the best baseline in
English by large margins, whereas for Span-
ish only two teams were able to outperform
it with small differences in Macro-F1. More-
over, the performance of the top-11 ranked
teams in English is higher than the perfor-
mance of the best team in Spanish. This
could suggest that detecting MGT and gen-
eralizing to new domains is easier in English
than in Spanish, either due to language id-
iosyncrasies or because of the larger avail-
ability and quality of English NLP models.
For both languages, we observe a linear re-
lationship between the rank-ordered Macro-
F1 scores, with a small set of outliers in
both tails. This hints that, even though
the resulting Macro-F1 scores in each lan-
guage are in different ranges, there is similar
variability and difficulty in both languages.
The teams’ systems cover almost the en-
tire Macro-F1 range in both languages, and,
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(c) Per class precision-recall plots.

Figure 4: Fine-grained plots for Subtask 1 in English (top) and Spanish (bottom).

in many cases, they are very similar (same
Transformer-based models, similar linguistic
features, etc.). Therefore, one has to be care-
ful when developing a MGT detector, small
changes could lead to large improvements or
declines.

We also include fine-grained results per-
domain and per-class in Figure 4. When ob-
serving the domain-wise Macro-F1 scores in
Figure 4a, we find that the systems gener-
alized better to reviews than to news, with
a mean Macro-F1 below the random base-
line for the latter. Furthermore, both do-
mains show long-tailed distributions, reveal-
ing the variability in generalization capabil-
ities of the systems. Concerning class-wise
F1 scores in Figure 4b, we find that the sys-
tems are better at classifying generated text,
and there is lower dispersion among the sys-
tems’ F1 scores for this class than for the hu-
man class. From the precision-recall distribu-
tions depicted in Figure 4c, we observe that
systems are more biased towards predicting
text to be generated (high recall), often do-
ing so incorrectly (low precision). We observe
the opposite for human texts, few predictions
(low recall) that are mostly correct (high pre-
cision). All the conclusions above hold for
both languages.

For the sake of completeness, we refer the
reader to the AuTexTification repository,16

which includes additional plots, the most dif-

16https://tinyurl.com/overview-results

ficult and easiest examples for the systems,
complete rankings including submissions out-
side the competition, etc.

4.5 Subtask 2: MGT Attribution

For the MGT Attribution subtask we re-
ceived 33 submissions from 19 different teams
in English, and 24 submissions from 14 teams
in Spanish. Tables 6 and 7 show the top-3
performing teams, the weakest team, as well
as the first team that beats each baseline,
both for English and Spanish.

The best system was submitted by team
Drocks, obtaining 62.5 and 65.37 Macro-F1

scores for English and Spanish, respectively.
This is in contrast to the best scores of Sub-
task 1 nearing 80 and 70 Macro-F1, show-
ing that in-domain MGT attribution is more
difficult than out-of-domain MGT detection.
In this subtask, teams did not deviate sig-
nificantly from the baselines, and for both
languages the relative ranking of baselines
remained the same, as opposed to Subtask
1. Rank ordered Macro-F1 scores for both
languages are presented in Figure 5. Few
teams were able to surpass the best base-
lines, with most submissions performing be-
tween the top-2 baseline scores. Similarly to
Subtask 1, we observe a linear relationship
between rank and Macro-F1 with outliers in
the right tail, meaning that there is variabil-
ity and difficulty in attributing MGT irre-
spective of language. However, teams cover
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Rank Team Run Macro-F1

1 Drocks run3 62.50
2 Drocks run1 61.29
3 Drocks run2 61.27
4 ViDa run1 60.99
5 Transformer baseline 60.42
31 LKE BUAP run1 45.62
32 LDSE baseline 44.56
33 turquoise titans run2 43.37
34 BOW+LR baseline 39.98
35 UAEMex run2 33.19
36 SB-FS baseline 28.94
37 Random baseline 16.66
38 SB-ZS baseline 15.70
39 ANLP run1 14.61

Table 6: Ranking Subtask 2 (English).

a smaller range of Macro-F1 scores than in
Subtask 1, suggesting there is less variabil-
ity when attributing MGT than detecting
it. In contrast to Subtask 1, teams gener-
ally obtained better Macro-F1 scores in Span-
ish than English, but the differences were
marginal, which could be because of the ran-
domness of the learning procedures or due
to a smaller number of participants in Sub-
task 2. Generally, MGT attribution appears
promising but limited, suggesting the need
for further research into new approaches or
framings of the problem. Fine-grained per-
domain and per-class results for Subtask 2
are presented in Figure 6. Per-domain results
(Figure 6a) show that attribution of gener-
ated tweets is much more difficult than the
remaining domains. For tweets, systems are
unable to reach 50% Macro-F1, while for the
other domains they surpass it by a large mar-
gin. We additionally find many outliers to-
ward lower scores, indicating the difficulty of
the task. Finally, most domains have similar
distributions centered around different medi-
ans, meaning that the variability of partici-
pating systems is maintained through all five
domains. We also present per-class results in
Figure 6b, where we find that it is easier to
attribute generated text to BLOOM-1B7 and
text-davinici-003. Moreover we observe large
variability for curie, while the other classes
have narrower distributions.

Additionally, we computed overall confu-
sion matrices by taking the median at each
position of the confusion matrix from all the
participant’s systems. Figure 6c shows the
results for English and Spanish. In both
languages, the largest confusions are across
models within the same families, suggest-
ing that it is easier to distinguish generation

Rank Team Run Macro-F1

1 Drocks run2 65.37
2 Drocks run3 64.72
3 Drocks run1 64.17
7 TALN-UPF Hybrid plus 61.45
8 Transformer baseline 61.34
20 iimasPLN run1 51.43
21 LDSE baseline 45.46
22 BOW+LR baseline 45.31
25 UAEMex run2 33.78
26 SB-FS baseline 31.38
28 ANLP run1 17.93
29 Random baseline 16.66
30 SB-ZS baseline 16.23

Table 7: Ranking Subtask 2 (Spanish).

0 10 20 30 40 50 60 70
Rank (EN)

30

40

50

60

70

80

M
ac

ro
-F

1

Random
LDSE

BOW+LR
SB-ZS

SB-FS
Transformer

0 10 20 30 40
Rank (ES)

30

40

50

60

70

80

M
ac

ro
-F

1

Figure 5: Rank-ordered Macro-F1 for Sub-
task 2 in English (top) and Spanish (bottom).
Colored lines are baselines.

models of different families. Besides, text-
davinci-003 is the model with less number
of confusions, being different enough to be
easily distinguished from the other models.

Once again, we refer to the AuTexTifica-
tion repository16 for additional plots, results
and analyses.

5 Conclusions and Future Work

This paper describes the AuTexTification
shared task at IberLEF 2023, which aimed
to study the automatic detection of MGT in
cross-domain scenarios and MGT attribution
to specific generation models, across five do-
mains and two languages. The AuTexTifica-
tion dataset was comprised of around 160,000
texts collected through an automatic data
gathering process which can be easily ex-
tended to new domains and languages. The
task received a significant amount of partic-
ipation: 175 runs from 36 teams, belonging
to 30 different institutions and 18 different
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Figure 6: Fine-grained plots for Subtask 2 in English (top) and Spanish (bottom). B- prefix
denotes BLOOM models and G- prefix denotes GPT models.

countries, thus showing the overall interest of
the community in addressing MGT detection
and attribution. Moreover, other 17 teams
submitted 58 runs although after the dead-
line, for a total of 233 runs by 53 teams.

The participating systems relied on a wide
variety of approaches, with a strong trend
towards the use of pre-trained Transformer
models. Ensembles of pre-trained models and
combinations of probabilistic, lexical, and
stylometric features led to the best perform-
ing systems in both subtasks. The results
suggest that cross-domain MGT detection is
easier in English than in Spanish, and that
MGT attribution is generally more challeng-
ing than MGT detection. While MGT attri-
bution appears promising, the small gap be-
tween the participant’s systems and the base-
lines encourage further research. Overall, the
results suggest that MGT detection and at-
tribution remain challenging tasks and there
is potential for further progress.

As future work, we hope to expand the
AuTexTification dataset to include more lan-
guages, domains, generation models and de-
coding strategies, to encourage the develop-
ment of more robust and generalizable sys-
tems. Furthermore, it would be valuable to
explore alternative formulations of MGT at-
tribution, as fine-grained attribution remains
a challenging task.
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Salvador. 2022. Few-shot learning with
siamese networks and label tuning. In
Proceedings of the 60th Annual Meeting

Areg Mikael Sarvazyan, José Angel González, Marc Franco-Salvador, Francisco Rangel, Berta Chulvi, Paolo Rosso

286



of the Association for Computational Lin-
guistics (Volume 1: Long Papers), pages
8532–8545.

Naji, I. 2012. TSATC: Twitter Sentiment
Analysis Training Corpus. In thinknook.

Narayan, S., S. B. Cohen, and M. Lapata.
2018. Don’t give me the details, just the
summary! topic-aware convolutional neu-
ral networks for extreme summarization.
ArXiv, abs/1808.08745.

Ouyang, L., J. Wu, X. Jiang, D. Almeida,
C. Wainwright, P. Mishkin, C. Zhang,
S. Agarwal, K. Slama, A. Gray, J. Schul-
man, J. Hilton, F. Kelton, L. Miller,
M. Simens, A. Askell, P. Welinder,
P. Christiano, J. Leike, and R. Lowe.
2022. Training language models to fol-
low instructions with human feedback. In
A. H. Oh, A. Agarwal, D. Belgrave, and
K. Cho, editors, Advances in Neural In-
formation Processing Systems.

Pedregosa, F., G. Varoquaux, A. Gram-
fort, V. Michel, B. Thirion, O. Grisel,
M. Blondel, P. Prettenhofer, R. Weiss,
V. Dubourg, J. Vanderplas, A. Passos,
D. Cournapeau, M. Brucher, M. Perrot,
and E. Duchesnay. 2011. Scikit-learn:
Machine learning in Python. Journal
of Machine Learning Research, 12:2825–
2830.

Pizarro, J. 2019. Using n-grams to detect
bots on twitter. In Conference and Labs
of the Evaluation Forum.

Przybyla, P., N. Duran-Silva, and S. Egea-
Gómez. 2023. I’ve seen things
you machines wouldn’t believe: Mea-
suring content predictability to identify
automatically-generated text. In Proceed-
ings of the Iberian Languages Evaluation
Forum (IberLEF 2023). CEUR Workshop
Proceedings, CEUR-WS, Jaén, Spain.

Radford, A., J. Wu, R. Child, D. Luan,
D. Amodei, and I. Sutskever. 2019. Lan-
guage models are unsupervised multitask
learners. OpenAI.

Rangel, F., M. Franco-Salvador, and
P. Rosso. 2018. A low dimensionality
representation for language variety iden-
tification. In Computational Linguistics
and Intelligent Text Processing: 17th
International Conference, CICLing 2016,

Konya, Turkey, April 3–9, 2016, Re-
vised Selected Papers, Part II 17, pages
156–169. Springer.

Sarvazyan, A. M., J. González, M. Franco-
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Abstract: The ClinAIS shared task organized by IOMED and the HiTZ center
aims to tackle the identification of seven section types within unstructured clinical
records in the Spanish language. These records, known as Electronic Clinical Nar-
ratives (ECNs), store crucial individual health information. However, their lack of
standardized formats poses challenges in the development and evaluation of auto-
mated systems for clinical document analysis. Twenty-seven participants registered
for the task, with five submitting results. This paper presents the outcomes and
methodologies used in ClinAIS, contributing to the advancement of clinical text
analysis and its application in improving healthcare decision-making and patient
care.
Keywords: Section Identification, Unstructured Clinical Documents, Language
Models, Deep Learning.

Resumen: La tarea ClinAIS organizada por IOMED y el centro HiTZ tiene como
objetivo abordar la identificación de siete tipos de secciones dentro de registros
cĺınicos no-estructurados en español. Estos registros, conocidos como Narrativas
Cĺınicas Electrónicas (ECNs), almacenan información crucial acerca de la salud per-
sonal. Sin embargo, la falta de estandarización en los formatos plantea desaf́ıos en
el desarrollo y evaluación de sistemas automatizados para el análisis de documentos
cĺınicos. Veintisiete participantes se registraron para la tarea, de los cuales cinco
presentaron resultados. Este art́ıculo presenta los resultados y metodoloǵıas uti-
lizadas en la tarea ClinAIS, contribuyendo al avance del análisis de notas cĺınicas
y su aplicación en la mejora de la toma de decisiones en la atención médica y el
cuidado al paciente.
Palabras clave: Identificación de Secciones, Documentos Cĺınicos No-
Estructurados, Modelos de Lenguaje, Aprendizaje Profundo.

1 Introduction

Electronic Clinical Narratives (ECNs) have
become the standard for storing all the in-
formation a practitioner finds relevant to
describe and evaluate a patient’s clinical
episode or evolution. These documents con-
tain descriptions of previous pathologies, un-
dergone procedures, the evolution of a given
disease, or prescribed treatments. Secondary

use of ECNs tackles diverse tasks, including
identifying rare medical events, predicting
hospital re-admissions, or in Public Health
Surveillance among others.

Identifying medical sections in ECNs is
a crucial task for higher-level applications.
Section identification consists in dividing the
text into semantically coherent segments cat-
egorized with a set of predefined labels.
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Section identification provides new insights
about entities, which might be completely
different depending on the section in which
they occur. For example, a pathology refer-
enced in the patient’s medical history could
be used to predict future conditions and risks
of illness. Similarly, symptomatology in the
evolution section could indicate adverse reac-
tions to a given treatment.

The successful resolution of this task will
enable the improvement of higher-level appli-
cations that can extract valuable, actionable
information from clinical documents, such
as medical entity recognition, patient cohort
retrieval, and temporal relation extraction.
This will ultimately improve patient care and
clinical decision-making.

The Iberian Languages Evaluation Forum
(IberLEF) features several shared tasks pro-
viding benchmarks to enable fair comparison
across participants’ systems. In 2023, the
ClinAIS task is devoted to learning the iden-
tification of sections in unstructured Span-
ish clinical documents. The task is focused
on identifying seven predefined medical sec-
tions: Present Illness, Derived from/to, Past
Medical History, Family history, Exploration,
Treatment, and Evolution in ECNs, mainly
progress notes.

In this paper, we define the task and eval-
uation methodology, describe data prepara-
tion, analyze the main results, and provide
a brief categorization of the approaches used
by the participating systems.

In the rest of the paper, after examining
related work in Section 2, we describe the
datasets and methods used in Section 3. Sec-
tion 4 is devoted to presenting the main re-
sults followed by Section 5 where we discuss
the relevant findings, ending with a final sec-
tion containing the main conclusions.

2 Background

Clinical case reports are unstructured docu-
ments narrating the patient’s clinical history
chronologically, grouping together in sections
clauses, sentences, or phrases that describe
the different dimensions of a patient. Al-
though in recent years we have seen excit-
ing developments in the processing of clini-
cal texts, with robust and precise tools for
tasks like medical Named Entity Recogni-
tion and Relation Extraction (Lee et al.,
2019), or automatic ICD coding (Atutxa et
al., 2019), higher levels of processing to reach

the requirements of medical personnel are
still an issue. Structuring this information
is a crucial step for developing more ad-
vanced functionalities. For example, know-
ing if some symptom belongs to the cur-
rent patient’s health status or to a previ-
ous episode (Personal or Family History) is
very relevant to the clinician. Similarly, di-
agnostics, treatments, and procedures might
happen within different parts of the docu-
ment, for example in the present illness (de-
scription of the reasons that made patient
seek medical care), during the physical ex-
ploration, in the description of the evolution
and the implications might be different for
the care professional. Overall, structuring
a document is fundamental for developing
any system that can model clinical diagno-
sis, clinical text understanding, and reason-
ing (Goenaga et al., 2021; Terroba, 2018; Gao
et al., 2022b; Gao et al., 2022a). (Pomares-
Quimbaya, Kreuzthaler, and Schulz, 2019)
present an exhaustive review of different ap-
proaches to identify sections in clinical narra-
tives. Regarding the different languages that
have been approached, 78% of the reviewed
articles were intended for English. (Goenaga
et al., 2021) can be considered an antecedent
of this work as it deals with section identi-
fication in clinical notes written in Spanish.
However, the types of documents differ sig-
nificantly, because the documents treated in
(Goenaga et al., 2021) are semi-structured, in
the sense that the texts contain in many cases
explicit headings or linguistic clues (para-
graphs or line endings) that allow identifying
section starts in an easier way, while in the
documents presented in this task (see Figure
1) the notes appear without any kind of sec-
tion header, with several sections contained
in a single paragraph, and also with sentences
containing more than one section.

As defined in (Gao et al., 2022a), sec-
tion identification is critical “to train and
evaluate future NLP models for clinical text
understanding, clinical knowledge represen-
tation, inference, and summarization.” The
task aims, given a clinical document, to de-
tect and classify the parts of text correspond-
ing to each section. To our knowledge this is
the first time that this task has been pro-
posed for Spanish, while a similar task has
recently been proposed for English (Gao et
al., 2022b; Gao et al., 2022a). The currently
advanced state of the art in clinical NLP for
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Spanish presents an opportunity for the de-
velopment of this type of tool that can give
a competitive advantage over other medical
NLP systems.

3 Task Description

The task will consist in identifying seven sec-
tions that might appear in a given document.
The number and types of sections are derived
from the ideas presented in (Terroba, 2018;
Goenaga et al., 2021) and adapted to the spe-
cific needs of the current task:

• Present Illness (PI). This section con-
tains a brief statement that answers to
who, what, where, why, and when, and
a detailed description of the symptoms
and other relevant issues, as the reason
for consultation, including treatments,
diagnoses, and explorations performed
prior to admission. Anamnesis is also
included in this section when collected
in the clinical case.

• Past Medical History / Medical
History (MH) covers past symptoms,
medications, diseases or procedures. A
mention of the absence of previous med-
ical history is also considered part of this
section.

• There is also a specific section for Fam-
ily History (FH), giving a description
of family members’ pathologies. If its
absence is indicated, it will also be noted
as belonging to this section.

• Exploration (E) describes observa-
tions, including physical examination,
vital signs, and muscle power examina-
tion of different organs, especially ones
that might be related to the symptoms.
Additionally, specialized tests, like ECG,
laboratory tests, or radiography results.
This section includes autopsies and their
results as well.

• Evolution (EV) describing the evolu-
tion of the patient’s health status during
the current episode. It may include dif-
ferential diagnoses.

• Treatment (T) which contains a plan
of the proposed treatment or procedures
performed on the patient to treat his
condition, including ”dieting”.

• And, finally, derived from/to (D).
This section contains information about

another hospital or service where part
of the current illness was treated. It can
contain a referral to any transfer from/to
any department, center, or primary care
physician who has made the transfer re-
quest and its justification if any.

Figure 1 presents an example of an an-
notated document. Different colors repre-
sent the section types: green for Present Ill-

ness, gray for Medical History, yellow for

“derived from/to”, violet for Exploration,

turquoise for Treatment, and dark blue for

Evolution. The difficulty of the task comes
from the fine-grained level of annotation, be-
cause each section can extend over several
sentences, and a sentence can also contain
instances of different sections. Additionally,
a document can present several instances of
each section.

Number of notes 1,038

Number of tokens 360,224

Average note length 347.04
(in tokens) ±235.52

Average number of 6.94
sections in note ±3.36

Average number of 4.38
unique sections in note ±0.99

Table 1: Dataset statistics.

3.1 Dataset

For the task, a subset of the CodiEsp cor-
pus (Miranda-Escalada et al., 2020) was se-
lected by the organizers. CodiEsp is a collec-
tion of Spanish unstructured clinical case re-
ports from different medical specialties. This
corpus was originally used in a Named En-
tity Recognition (NER) task (eHealth CLEF
2020), with the aim of identifying procedures
and diagnoses labeled with the Spanish ver-
sion of ICD-10 in a subset of 1,000 doc-
uments. An additional collection of 2,751
unannotated documents was also provided as
a background set. The present corpus is a
randomly-selected subset of the background
CodiEsp corpus, consisting of 1038 distinct
notes. Table 1 presents some of its relevant
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Figure 1: Example of annotated document.

statistics.

The training set consists of 500 docu-
ments, while the development and test sets
consist of 250 documents each. All docu-
ments were exhaustively manually annotated
by professional clinical annotators with sec-
tion information. The division of the data
set into train, development, and test sets has
followed several principles. The proportion
of notes in each set is 0.75, 0.125, 0.125 re-
spectively, and the allocation of notes is ran-
domly stratified by category and annotator
to ensure a similar proportion of categories
in all sets and to account for different anno-
tator expertise levels (see Table 2).

Split % Number of notes

Train 75% 781
Dev 12.5% 127
Test 12.5% 130

Table 2: Dataset split.

The documents were annotated by a group
of computational linguist experts and doctors
from IOMED and the HiTZ Center following
an iterative methodology. First, documenta-
tion describing the general patterns and la-
beling strategies for every category was con-
ceived. Subsequently, the computational lin-
guists conducted a few cycles of annotation
and discussion of a small set of clinical cases.
At the end of every round, the documentation
was updated and extended. When the anno-
tation became more fluent, and there was a
lower level of ambiguity in deciding among
the categories, the first version of the annota-
tion guidelines was released. This guide was
used by a group of doctors, trained in clin-
ical report annotation for different tasks, to
start a second iterative annotation phase. In
this case, a double annotation was performed
on the notes. The section evaluation metric
was used to decide which notes are ambigu-
ous and sent for revision. Moreover, these
complex notes also served to refine the anno-
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tation guidelines. The size of the set of an-
notated documents generated at every itera-
tion increased every time the inter-annotator
agreement improved.

3.2 Evaluation Metric

The evaluation of systems dedicated to the
detection of text sections is influenced by the
type of task, due to the specific requirements
for each task. For this task, the usual met-
rics used for the evaluation of entity classi-
fication tasks that check the match of the
prediction and the actual annotation at the
segment level (exact start and end of the en-
tity) are not useful because the boundaries
between sections are usually diffuse. Since
the end of one section is always linked to the
beginning of another (except for the start and
end of the document), this type of annotation
would count two sections as wrong if one of
these boundaries were not correct, even if the
error was a single word.

The metric used by (Goenaga et al., 2021)
is not useful in this task either, because, in
the documents they dealt with, each section
occupied a range of full lines, while in the
clinical documents used in the current work,
we can find more than one section in the same
line, and in some cases, there are documents
made up of a single line with more than one
or two sections.

In the context of document segmentation,
existing works such as (Fournier and Inkpen,
2012; Fournier, 2013) may not be entirely
suitable for addressing the specific require-
ments of this task. To overcome these limita-
tions, we employed a new evaluation metric,
B2, which is based on the B metric (Fournier,
2013).1 This metric utilizes a modified ver-
sion of the edit distance algorithm (Lev-
enshtein, 1966) and introduces three dis-
tinct operations: additions/deletions, substi-
tutions, and transpositions. The first two op-
erations are inherent to the edit distance cal-
culation, while transpositions are a novel op-
eration that enables the movement of section
boundaries by a limited number of tokens to
align with the reference segmentation. (De la
Iglesia et al., 2023) presents a comprehensive
understanding of the motivation and precise
details of our evaluation metric.

In order to assess the overall performance
across the dataset, we compute a weighted
average of the metrics obtained for each note.

1https://ixa2.si.ehu.eus/clinais/evaluation

The weights assigned to each note are deter-
mined by the number of sections in the corre-
sponding ground truth note, as we identified
the number of sections as a meaningful indi-
cator of note complexity.

To facilitate the evaluation process, we
provided all participants with an evaluation
script that incorporates the tailored parame-
ters of the metric for this task.

4 Submitted Systems and Results

In the following section we provide detailed
summaries of the approaches, methodologies,
and results presented by each team, shedding
light on the innovations and insights gained
during the task.

4.1 System Overview

The approaches employed by the participat-
ing teams encompassed various strategies, in-
cluding token classification, text chunking,
sentence-based splitting, and the utilization
of different annotation schemes. Addition-
ally, some participants incorporated augmen-
tation techniques and hyperparameter opti-
mization. Table 3 showcases the main charac-
teristics of the various submitted systems by
each team. All the teams participating in the
ClinAIS shared task utilized the pre-trained
bsc-bio-ehr-es model, which was introduced
by (Carrino et al., 2022). This model, based
on the RoBERTa architecture (Liu et al.,
2019), has been specifically trained on Span-
ish biomedical and clinical corpora. By lever-
aging the knowledge encoded in this pre-
trained model, the teams were able to capture
the domain-specific nuances and linguistic
patterns present in the clinical text, enhanc-
ing the performance and accuracy of their
systems for section identification.

1. LSI UNED (Duque et al., 2023). They
develop a system that leverages pre-
trained Transformer-based models in-
cluding a RoBERTa model that has been
pre-trained using clinical and biomedi-
cal information in the Spanish language,
as well as a Longformer architecture
trained on biomedical and clinical data.
To overcome the token limitation of the
RoBERTa model, a sentence-based split-
ting technique is applied to divide doc-
uments into smaller chunks, ensuring a
minimum context size of either 128 or
256 tokens. Two distinct annotation
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System

Team Submission #
Pre-Trained

Model
Section Classification

Approach
Data

Augmentation
Hyperparameter
Optimization

(Long) Document
Chunking

ELiRF

1

RoBERTa (ESP/Cli) Token Classification

None Grid Search
Chunk documents at the
model’s max token
limit without overlapping.

2 Back-Translation Grid Search
3 None Optuna
4 Back-Translation Optuna
5 Back-Translation Optuna

LSI UNED

1 RoBERTa (ESP/Cli)
Token Classification

(IO-style)
None Training Epochs

Chunk documents that
surpass models’ limit
performing a sentence-based
splitting ensuring a minimum
of 128 or 256 tokens.

2 RoBERTa (ESP/Cli)
3 Longformer (ESP/Cli)
4 Longformer (ESP/Cli)

5 Longformer (ESP/Cli)
Token Classification

(BIOE-style)

Grupo Informática
UR

1 Longformer (ESP)
Token Classification None None Truncation.

2 RoBERTa (ESP/Cli + ClinAIS)

SINAI

1

RoBERTa (ESP/Cli)

Sections’ First
Token Classification

None Optuna Truncation.

2
Section’s First Three
Token Classification

PLNCMM 1 RoBERTa (ESP/Cli)
Sentence Segmentation
+ Sentence Classification

None None
Text chunking
into sentences.

Table 3: Main characteristics of the systems submitted by each team, providing an overview of
the different approaches, methodologies, and key features employed. Models marked with ESP
or Cli are pre-trained on Spanish and clinical corpora respectively, and the one marked with
ClinAIS has been further pre-trained using the task corpus.

schemes are implemented: Simple-NER,
which utilizes a predefined label set to
identify section boundaries while assign-
ing an “O” label to the remaining tokens,
and Full-NER, which expands the label
set to encompass three labels per section,
denoting the beginning, inner, and end
tokens. The models are trained for vary-
ing epochs (10 and 100) to evaluate the
impact of overfitting and epoch size on
performance. The results demonstrate
comparable weighted B2 values across
different configurations, with the Long-
former model trained on the Simple-
NER annotation achieving the highest
performance on the test dataset. As
avenues for future research, the study
recommends conducting in-depth analy-
ses and fine-tuning of hyperparameters,
exploring additional pre-trained models,
incorporating keywords and keyphrases
for improved attention focus, and refin-
ing the annotation schemes to facilitate
the model’s learning process and enhanc-
ing overall performance.

2. PLNCMM (Carvallo et al., 2023).
Their approach consists of a two-step
pipeline. In the first step, they employ a
text chunking module to partition the in-
put Electronic Clinical Narrative (ECN)
into sections using a machine learning-
based method. This method utilizes a

BIO tag system to define the sections
and their boundaries. Each chunk ob-
tained from the text chunking process
is then passed through a transformer-
based language model. Specifically,
they use a RoBERTa architecture that
has been fine-tuned using a dedicated
methodology for Spanish language and
Clinical NLP tasks. This language
model, augmented with a feed-forward
neural network, performs sentence clas-
sification to determine the section to
which each chunk belongs. Their anal-
ysis highlights the text chunking module
as the primary limitation of their sys-
tem, and they propose two potential ap-
proaches to address this limitation in fu-
ture work.

3. Grupo Informática de la Univer-
sidad de La Rioja (Heras, 2023).
The methodology proposed for address-
ing the section identification task is
grounded in the ULMFIT method,
which follows a two-phase approach. In
the initial phase, a large pre-trained lan-
guage model (Carrino et al., 2022) is
selected and fine-tuned using domain-
specific data, specifically the CodiEsp
records annotated for the ClinAIS task.
The resultant model is then trained
for section identification. Several pre-
trained language models were assessed,
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and the biomedical Spanish pre-trained
models demonstrated superior perfor-
mance, highlighting the benefits of em-
ploying a domain-specific pre-trained
language model to enhance the model’s
effectiveness for the task. Addition-
ally, an augmentation technique involv-
ing word masking and prediction using a
RoBERTa model was implemented, but
it did not yield any noticeable improve-
ments in model performance. Experi-
mental investigations employing various
language models and different phases
of the ULMFIT two-phase methodol-
ogy indicate that while the two-phase
approach does enhance model perfor-
mance, the improvement is relatively
modest compared to directly training
the model solely for section identifica-
tion. Consequently, the most effec-
tive model achieved optimal results by
solely focusing on the section identifica-
tion task and employing a Longformer-
based architecture.

4. SINAI (Chizhikova et al., 2023). The
approach adopted by the SINAI team
centers around a token classification
framework designed to identify section
boundaries. They utilize two system
variants specialized in detecting differ-
ent boundary lengths: one variant con-
centrates on identifying the first word
of a section, while the other variant fo-
cuses on the first three words. Their sys-
tem is constructed using a RoBERTa ar-
chitecture model, which undergoes pre-
training on biomedical and clinical cor-
pora (Carrino et al., 2022) and subse-
quent fine-tuning through hyperparam-
eter optimization. The results under-
score the notable performance enhance-
ment achieved through fine-tuning for
longer boundaries.

5. ELiRF (Marco et al., 2023). In their
participation in the ClinAIS task at Iber-
LEF 2023, this team approached the
task as a word sequence classification
problem and leveraged the biomedical
Spanish language model presented by
(Carrino et al., 2022). Their system,
during the fine-tuning phase, assigns la-
bels to words to determine their cor-
responding sections. To enhance the
diversity of phrasing and word choice,

they employ two data augmentation
techniques based on back-translation.
The team conducted a hyperparameter
search employing both grid search and
Optuna strategies, resulting in the pre-
sentation of five systems that encom-
pass various combinations of hyperpa-
rameter search strategies and the utiliza-
tion of data augmentation. Their models
achieved exceptional results, positioning
them at the forefront of this task.

4.2 Team Submission Results

Table 4 provides a summary of the results ob-
tained by the participating teams in the Cli-
nAIS shared task. The table showcases the
weighted B2 scores achieved by each team
in accurately identifying section boundaries
within Spanish ECNs. These results offer in-
teresting information about the effectiveness
and efficacy of the different approaches and
methodologies employed by the teams.

Team Submission # Weighted B2

ELiRF

5 80.22
2 80.08
1 78.11
3 77.75
1 77.26

LSI UNED

4 78.73
5 77.93
3 77.54
1 76.60
2 75.87

Grupo Informática
UR

1 70.36
2 70.01

SINAI
2 69.86
1 67.66

PLNCMM 1 69.58

Table 4: Results obtained in the final eval-
uation on the test set by the submissions of
each team.

4.3 Analysis

Further analysis reveals valuable insights into
the performance of the systems in detecting
and classifying different sections within the
clinical records.

Figure 2 provides a comprehensive
overview of the teams’ submissions in terms
of matching sections, transpositions, addi-
tions, deletions, and substitutions of section
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(a) Overview of the operations made per sec-
tion. Percentages are calculated based on the to-
tal number of operations for each section type.
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(b) Representation of token movements during
transpositions. The Global section represents the
overall transposition length.

Figure 2: Aggregate error analysis of the best system submissions from each team for the test
set, providing a comprehensive overview of combined statistics.

boundaries to match the gold standard; it
also presents boxplots showing the token
movements during transpositions for each
section type.

Upon analyzing Figure 2a, it becomes ev-
ident that the Derived From/To and Evolu-
tion sections exhibit a higher proportion of
additions compared to other sections. This
indicates that the systems struggle the most
in identifying these specific sections, resulting
in a greater number of missed instances. It
highlights the complexity and challenges as-
sociated with accurately detecting and clas-
sifying these sections in unstructured clinical
records as they tend to be directly related
to other types of sections. Furthermore, the
plot reveals that the Family History section
has the highest number of deletions. This
suggests that it is the section with the high-
est number of false positives, meaning that
systems often mistakenly include unrelated
information in this section. The higher er-
ror frequency for both the Family History
and Derived From/To sections might be at-
tributed to their limited representation in the
dataset.

Upon examining Figure 2b, we observe
that, on average, the transpositions do not
exceed 10 tokens. This suggests that the
majority of section transpositions involve a
relatively small number of token movements,
indicating a limited need for extensive rear-
rangements within the text. Interestingly,
the Exploration section stands out as hav-
ing the largest transpositions in terms of to-
ken movement. This finding aligns with the
observation that the Exploration section has
the longest overall length among the different

sections.
Figure 3 provides insights into the sub-

stitution errors between predicted and gold-
standard sections. Notably, the section pairs
that demonstrate the highest degree of mis-
match or confusion are Exploration and Evo-
lution. This can be attributed to the fre-
quent association of patient analysis with
monitoring their progress, such as blood
analyses or other examinations. Addition-
ally, the Evolution section exhibits confu-
sion with the Treatment, Derived From/To,
and Present Illness sections. This confu-
sion arises from the similarities and semantic
connections between these sections. Further-
more, the Exploration section is occasionally
replaced with the Present Illness section, as
preliminary exploratory analyses are some-
times conducted before the commencement
of the clinical case.
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DERIVED_FROM/TO

PAST_MEDICAL_HISTORY

FAMILY_HISTORY

EXPLORATION

TREATMENT

EVOLUTION

EVOLUTION
TREATMENT
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Figure 3: Confusion matrix plot displaying
the mismatched section pairs in substitu-
tions. The results of the best system sub-
missions from each team appear combined.

Table 5 showcases the performance of the
best submissions from each team, providing
insights into the operations performed and
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Team Additions Deletions Substitutions Transpositions
Transposition

Length

ELiRF 263 76 21 302 5.7±8.5
LSI UNED 143 128 24 76 16.8±9.9
Grupo Informática UR 327 158 24 216 8.46±10.0
SINAI 188 231 16 164 9.0±11.1
PLNCMM 652 63 18 322 5.0±7.7

Table 5: Comprehensive error operation statistics generated by the best system of each team.

the transposition lengths. The analysis re-
veals that the most prevalent types of op-
erations across all teams are additions and
transpositions. On the other hand, substitu-
tions are observed to be less frequent, sug-
gesting that teams were successful in accu-
rately labeling correctly detected sections in
most cases.

5 Conclusions

The ClinAIS shared task at IberLEF 2023
serves as a crucial step toward addressing the
challenges posed by the lack of standardized
structure in clinical documents. By focusing
on the identification of sections within un-
structured clinical records in the Spanish lan-
guage, ClinAIS promotes research and explo-
ration of methodologies that can contribute
to the standardization of clinical documents.
Furthermore, it paves the way for the de-
velopment and evaluation of automated sys-
tems that can accurately extract and contex-
tualize clinical data. The task made public
the first Spanish dataset for section annota-
tion, showcasing various models, character-
istics, and techniques employed in the pro-
posed approaches.

In line with the current significance of
transformers in NLP tasks, the majority of
approaches in the ClinAIS shared task relied
on transformer-based models. Interestingly,
all the models employed were encoders, and
there was a notable absence of generative-
based approaches. Despite this common-
ality, the presented methods exhibited di-
versity in their classification and annotation
techniques.

The analysis of submissions highlights
the considerable challenges involved in accu-
rately detecting certain sections, particularly
the Family History and Derived From/To
sections, which have a lower occurrence rate
compared to other sections. Additionally,
distinguishing the Exploration and Evolu-
tion sections from other semantically similar

sections has been identified as another sig-
nificant challenge, indicating potential areas
for future research and improvement. De-
spite these challenges, the submitted results
demonstrate strong performance, indicating
the effectiveness of the proposed approaches.
Moving forward, integrating the section clas-
sification task into other downstream tasks
presents an exciting avenue for further explo-
ration and advancement in the field of clinical
document analysis.
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MEDDOPLACE Shared Task overview: recognition,
normalization and classification of locations and

patient movement in clinical texts

Resumen de la tarea MEDDOPLACE: reconocimiento,
normalización y clasificación de lugares y movimientos de

pacientes en textos cĺınicos
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Abstract: We present the MEDDOPLACE task, the first initiative addressing the
automatic detection and normalization of all location-relevant entity types present
in clinical texts. The resources resulting from MEDDOPLACE can be directly useful
to characterize location information of importance for disease outbreak monitoring,
diagnosis and prognosis, improving patient care and safety, analyze patient move-
ments, mobility, and travels, among many other health-related applications. MED-
DOPLACE relied on a high quality manually annotated corpus of 1000 clinical cases
in Spanish, together with location mention normalization (mapping to GeoNames,
PlusCodes and SNOMED-CT concepts), as well as a Silver Standard dataset in
multiple languages (including English, Italian, Portuguese, Dutch or Swedish). The
results obtained by participating teams, as well as the generated resources show a
clear practical potential to improve location analysis for health-care data processing.
MEDDOPLACE resources, including detailed annotation guidelines are available at:
https://zenodo.org/record/8017179.
Keywords: geoparsing, clinical departments, named entity recognition, entity link-
ing.

Resumen: Este art́ıculo presenta la tarea MEDDOPLACE, la primera iniciativa
que aborda la detección automática y normalización de distintos tipos de localización
e información relacionada (como departamentos cĺınicos) presentes en textos cĺınicos.
Los recursos resultantes de MEDDOPLACE pueden ser útiles para caracterizar in-
formación sobre localizaciones importante para la monitorización de brotes de enfer-
medades, diagnóstico y pronóstico, mejora de la atención y seguridad del paciente,
análisis de movimientos, movilidad y viajes de los pacientes, entre muchas otras
aplicaciones relacionadas con la salud. MEDDOPLACE se basa en un corpus ano-
tado manualmente de alta calidad con 1000 casos cĺınicos en español, estando todas
sus menciones normalizadas (asociándolas a conceptos de GeoNames, PlusCodes y
SNOMED-CT), aśı como un conjunto de datos de referencia en múltiples idiomas (in-
cluyendo inglés, italiano, portugués, holandés o sueco). Los resultados obtenidos por
los equipos participantes, aśı como los recursos generados, muestran un claro poten-
cial práctico para mejorar el análisis de localizaciones en el procesamiento de datos de
atención médica. Los recursos de MEDDOPLACE, incluidas las gúıas de anotación
en castellano e inglés, están disponibles en: https://zenodo.org/record/8017179.
Palabras clave: geoparsing, departamentos cĺınicos, reconocimiento de entidades,
normalización.
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1 Introduction

Location data are particularly relevant for
high impact practical NLP solutions ap-
plied to different languages, content types,
text genres and domains. Regarding health-
related applications, information on location
is crucial. Some diseases like malaria and
Chagas are endemic to specific regions and
geographical environments, affecting diag-
nostic and treatment considerations. More-
over, geolocation can be considered a risk
factor in case of exposure to radiation, pol-
lution, work-related and environmental con-
taminants. In an era of large immigration
trends and high mobility of populations, the
detection of patients’ travels and movements
can improve early tracking of infectious out-
breaks, enabling early preventative measures.
Additionally, awareness of the patient’s jour-
ney through different departments/facilities
within health services can be exploited to
evaluate quality, safety and efficiency of care
interventions, to improve planning of clinical
processes, and tracing of hospital-acquired
conditions. However, information on loca-
tions can usually only be found in unstruc-
tured medical documents. Doctors and other
health professionals write down this essen-
tial information as free text in the medical
records, underscoring the need for specialized
resources aimed at location detection in the
clinical domain.

Location detection is by no means a new
field, especially for general domain applica-
tions using content in English. In the Mes-
sage Understanding Conferences (MUC) of
the 1990s, it was already defined as one of
the three key types of entities to be recog-
nized (Hirschman, 1998). The LOCATION
category had a very broad scope, including
proper nouns and common names of all kinds
of places: cities, countries, rivers, mountains,
airports, monuments, etc. This annotation
system for locations prevailed throughout fu-
ture influential corpora such as CoNLL 2002
(Tjong Kim Sang, 2002) and 2003 (Tjong
Kim Sang and De Meulder, 2003), as well
as the Spanish and Catalan resource AnCora
(Taulé, Mart́ı, and Recasens, 2008).

In 2004, the ACE (Automatic Concept
Extraction) project (Doddington et al., 2004)
introduced a more granular classification for
entity recognition in a news corpus that in-
cluded new classes and sub-classes of loca-
tions, namely: geopolitical entities (GPE;

countries, cities, etc.), facilities (FAC; build-
ings, airports, roads, etc.) and geographic
entities in general (LOC; geographic fea-
tures, celestial bodies, some locative phrases,
etc.). Another interesting contribution was
made by the BBN (Weischedel and Brun-
stein, 2005) and OntoNotes (Weischedel et
al., 2017) corpora, which maintained the
fine-grained scheme proposed by ACE and
also distinguished between proper nouns (e.g.
“Spain”) and generic entities (e.g. “coun-
try”).

Beyond detection, the normalization and
disambiguation of location entities is critical
for practical exploitation scenarios. This is
the objective of toponym resolution (as well
as similar fields such as geoparsing or geocod-
ing), which deal with the mapping of loca-
tions either to a set of geographic coordi-
nates or to an identifier of an ontology like
GeoNames.1 This task is usually part of Geo-
graphic Information Retrieval (GIR) systems
or methods. Some resources that stand out
in this area are the multiple GeoCLEF tasks
conducted between 2005 (Gey et al., 2005)
and 2008 (Mandl et al., 2008), which aimed
to evaluate GIR systems in news texts in dif-
ferent languages, or the SemEval 2019 task
12 (Weissenbacher et al., 2019), related to the
recognition of toponyms in English-language
PubMed scientific articles and normalization
to GeoNames.

Despite this wealth of resources for gen-
eral domain applications, the recognition and
normalization of locations in clinical data has
not been addressed yet. Some characteris-
tics of locations in the clinical domain that
showcase the need for specialized resources
are (a) the prevalence of proper nouns and
generic facilities, specially within healthcare
and social services; and (b) the prevalence of
clinical departments, a type of entity highly
relevant and very specific to this domain that
can sometimes refer to a location, an orga-
nization, or even a group of people. Other
related information, such as movement and
transportation, languages and social groups,
have not been really explored from a clinical
perspective yet. Finally, no Spanish corpora
include a fine-grained annotation scheme for
locations.

To address the current lack of location
annotation and extraction resources in the

1http://geonames.org/

Salvador Lima-López, Eulália Farré-Maduell, Vicent Briva–Iglesias, Luis Gasco-Sanchez, Martin Krallinger

302



clinical domain, we organized the MEDDO-
PLACE shared task, as part of the IberLEF
2023 evaluation initiative. It was based on
the MEDDOPLACE Gold Standard corpus,
a collection of 1,000 clinical case reports an-
notated with fine-grained location mentions
and domain-specific data such as clinical de-
partments. Moreover, to enable toponym res-
olution and patient journey extraction, all
mentions in this corpus were exhaustively
normalized.

This paper presents an overview of the
data, sub-tasks and results of the MEDDO-
PLACE shared task. It is structured as fol-
lows: Section 2 introduces the shared task,
including its sub-tasks and evaluation meth-
ods. Next, Section 3 describes the MED-
DOPLACE corpus and other associated re-
sources, while Section 4 presents the partic-
ipation results and proposed methodologies.
Finally, Section 5 concludes the paper with a
discussion and future work.

2 Task Description

2.1 Shared Task Description

MEDDOPLACE (MEDical DOcument
PLAce-related Content Extraction) is a
shared task about geographical information
extraction/toponym resolution in the clinical
domain, structured into four subtasks: (a)
location and place-related entity mention de-
tection; (b) entity normalization/geocoding
to GeoNames, PlusCodes and SNOMED
CT (depending on entity type); (c) location
entity classification and (d) end-to-end
evaluation of detection, normalization and
classification. These sub-tasks are explained
in Section 2.2.

The participants’ predictions were evalu-
ated using the CodaLab platform (Pavao et
al., 2022), by comparing automatic predic-
tions against manual annotations generated
for the test set subset of the MEDDOPLACE
corpus, relying on both classification-based
metrics (precision, recall, F1-score) and
distance-based metrics (Accuracy@161km,
Area Under the Curve). The evaluation set-
ting and metrics are detailed in Sections 2.3
and 2.4 respectively.

Figure 2 gives a visual overview of the
shared task and its setting.

2.2 Sub-tasks

The MEDDOPLACE track was divided into
the following sub-tasks (the first three focus

on different steps of the information extrac-
tion pipeline, while the fourth evaluates all
three previous sub-tasks’ performance in suc-
cession):

• Sub-task 1:Location Entity Recog-
nition Participants had to automati-
cally detect mentions of locations and
location-related entities in clinical case
reports in Spanish. Using the MEDDO-
PLACE corpus as training data, they
had to create systems able to retrieve
the start and end position of the enti-
ties mentioned in the text, as well as the
appropriate label.

• Sub-task 2: Geographic Nor-
malization This is an entity link-
ing/toponym resolution task. Partici-
pants were challenged to automatically
normalize all mentions in the corpus.
This sub-task was further divided into
three independent parts: (a) normaliza-
tion to GeoNames of named geopolitical
and geographical entities; (b) normaliza-
tion to PlusCodes of named facilities; (c)
normalization to SNOMED-CT of the
remaining entity types.

• Sub-task 3: Location Entity Classi-
fication Participants had to classify the
location entities (that is, GPE, GEO and
FAC entities) into four different classes
of clinical relevance: (a) the patient’s
place of origin; (b) the patient’s place
of residence; (c) a place where the pa-
tient has travelled to or from; (d) a place
where the patient has received medical
attention. Only one label is possible for
each annotation.

• Sub-task 4: Location End-to-End
Evaluation Participant systems were
evaluated in all the above three tasks
sequentially, instead of being evaluated
separately. They had to create systems
(or a combination of systems) able to de-
tect entities, normalize and, finally, clas-
sify them. Each step was evaluated in-
dividually and an average F1-score was
provided. This type of end-to-end eval-
uation is more holistic and provides a
more realistic assessment of the partic-
ipating systems’ complete performance,
better reflecting their applicability and
effectiveness in real-world scenarios.
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Figure 1: Visual overview of the MEDDOPLACE Shared Task. Image originally used for task
dissemination.

2.3 Evaluation Setting

For the task’s evaluation, we used Co-
daLab (Pavao et al., 2022). CodaLab is
an open-source platform for conducting com-
putational research and benchmarking in a
more efficient, reproducible, and collabora-
tive manner.

To allow the individual evaluation of nor-
malization and classification systems, the
evaluation process was separated into two
phases:

• Phase 1. Using only the test set text
files, participants had to create predic-
tions for named entities (sub-task 1), as
well as for normalization and classifi-
cation based on their retrieved entities
(sub-task 4, end-to-end).

• Phase 2. For this part, the complete
list of mentions in the Gold Standard
test set was released. Participants had to
normalize (sub-task 2) and classify (sub-
task 3) all mentions in the list.

A Task Guide2 was released to help par-
ticipants understand the evaluation setting,

2https://temu.bsc.es/meddoplace/
wp-content/uploads/2023/05/
MEDDOPLACE-Task-Guide.pdf

input and output data for every sub-task.

2.4 Evaluation Metrics

Due to the multiple sub-tasks, geographical
component of the task and the evaluation set-
ting in two phases, multiple metrics had to be
used for the evaluation. They could be dis-
tinguished into two groups:

• Classification-based metrics. Micro-
averaged precision, recall and F1-score
were used to evaluate named entity
recognition (sub-task 1) and end-to-end
systems (sub-task 4). For the NER sub-
task, both strict and overlapping ver-
sions of these metrics were provided.
Additionally, accuracy (calculated as the
fraction of correct mentions out of the
total number of mentions) was used for
the individual evaluation of normaliza-
tion and classification systems.

• Distance-based metrics. As part of
the normalization sub-task, the coding
of named locations to GeoNames and
PlusCodes were also evaluated using four
established distance-based metrics that
are actively used in toponym resolution
and geocoding tasks (see for instance
Gritta, Pilehvar, and Collier (2020)).
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Namely, these are: mean distance error,
median distance error, accuracy at 161
kilometers (A@161km; the percentage of
references resolved within an error dis-
tance of 161 kilometers) and area under
the curve (AUC; a logarithmic calcula-
tion of the error distances that softens
the effect of outlier errors)

Out of these metrics, the main ones to de-
termine the best system are strict F1-score in
Phase 1 and accuracy in Phase 2.

The MEDDOPLACE evaluation library,
which is also used in the CodaLab platform,
provides an easy and reproducible method to
calculate all of these metrics. It is available
on GitHub.3

3 Corpus and Resources

This section explains all the different re-
sources released for the MEDDOPLACE
shared task, including the MEDDOPLACE
corpus, annotation guidelines and other ad-
ditional data.

3.1 MEDDOPLACE Corpus

The MEDDOPLACE Gold Standard corpus
is a collection of 1,000 clinical case reports in
Spanish from various medical specialties such
as psychiatry, neurology, travel medicine,
infectious diseases, cardiology, occupational
medicine and oncology. The corpus has been
annotated, normalized and classified by a lin-
guist with the assistance of a clinical expert.
The documents used were manually selected
for their relevance, and the annotations were
thoroughly revised in a post-processing step.
The MEDDOPLACE corpus is publicly avail-
able on Zenodo.4

The corpus’ annotation scheme includes
a total of 10 labels. On the one hand, for
places and locations we define six granular
labels: GPE NOM, GPE GEN, GEO NOM,
GEO GEN, FAC NOM and FAC GEN. Two
existing resources, ACE (Doddington et al.,
2004) and the BBN corpus (Weischedel and
Brunstein, 2005), inspire this division. From
the former we take the granular division of
places into three categories: geopolitical en-
tities (GPE), facilities, constructions, and
buildings in general (FAC), and natural geo-
graphical features and other types of places

3https://github.com/TeMU-BSC/meddoplace_
scoring_script

4https://zenodo.org/record/8017179

(LOC, which we rename to GEO here). From
the latter we take the division between com-
mon names (GEN) and proper nouns (NOM),
which facilitates a comprehensive annotation,
and also to separate the annotation into two
axes: the type of location and the type of
name.

On the other hand, due to the clinical
focus of the corpus, we include four more
location-related labels:

• DEPARTMENT collects all mentions
of specific sites within hospitals (“oper-
ating room”), as well as services (“emer-
gency service”, “cardiology”), units
(“ICU”) and other clinical elements that
represent the patient’s journey through
the healthcare system.

• TRANSPORT is a fuzzy label that in-
cludes mentions related to movements
of the patient (and other people), both
outside and inside the health care set-
ting. For example, “travel”, “ambu-
lance transport”, “flying in an airplane”,
“moving by car”, etc.

• COMMUNITY considers sociodemo-
graphic information that is often (but
not always) related to a person’s place
of origin or residence, including ethnici-
ties and religions.

• LANGUAGE includes mentions of the
languages mentioned in the text, as well
as linguistic problems (such as “language
barrier”).

Most mentions in the corpus are normal-
ized (with a few mentions which could not be
assigned a code, left as NOCODE). We used
three different normalization sources due to
the variety of mentions in the corpus:

• GeoNames is a free geographic
database with more than 21 million
entries. Each entry has associated
metadata (such as latitude, longitude,
altitude, population, etc.), as well as
a unique identifier code GeoNames5

was used for named geopolitical and
geographical entities (GPE NOM and
GEO NOM labels).

• PlusCodes, also known as OpenLoca-
tionCodes, is a system of codes to iden-

5http://geonames.org/
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Figure 2: Example of the MEDDOPLACE corpus. Translation (marked entities in italics):
“Born in India, they have lived in Angola for 15 years and travel frequently to Hong Kong for
work. They visited the emergency department of a Spanish hospital because while they were on
a cruise with their wife in Greece and Turkey, on the 8th day of the trip, they started with fever,
jaundice, abdominal pain and diarrhea without pathological products. They visited a medical
center in Turkey, where they underwent a blood test showing [...]”.

tify specific locations on Earth quite ac-
curately. To create these codes, the
world is divided into small grids, each
with a code. Each code consists of a se-
ries of letters and numbers, calculated
from latitude and longitude, that rep-
resent a specific location on the surface
of the Earth. PlusCodes6 was used for
named facilities (FAC NOM label).

• SNOMED CT is a multilingual and
comprehensive clinical terminology for
coding multiple elements of the medical
record. Among them, we find mentions
of clinical services, ethnic groups and
means of transportation. For this rea-
son, SNOMED CT7 was used for the re-
maining entity types (generic locations,
clinical departments, communities, lan-
guages, and transports).

The final annotation layer in the corpus
categorizes location entities using contextual
information into four classes of clinical rel-
evance: (a) birthplace, (b) residence, (c)
movement, and (d) healthcare attention.

Figure 3 shows an example of an anno-
tated document with some of the corpus’ la-
bels, showcasing the variety of information
included in the corpus.

3.2 MEDDOPLACE Guidelines

The MEDDOPLACE guidelines describe
how to annotate, normalize and classify dif-
ferent types of locations and related informa-
tion in medical documents in Spanish. They

6https://maps.google.com/pluscodes
7https://browser.ihtsdotools.org/

were created de novo by clinical and linguis-
tic experts after an extensive comparison and
analysis of existing location corpora and their
guidelines. Then, the guidelines and cor-
pus were iteratively refined with five rounds
of parallel annotation of 15 documents each.
The final inter-annotator agreement (IAA) is
of 0.867 for the text annotation, 0.889 for the
classification and 0.857 for the normalization.

The guidelines include 67 pages and a to-
tal of 60 rules divided into different types
(general, positive, negative, and special).
The guidelines also explain how to normalize
the annotated mentions to the three differ-
ent normalization sources (GeoNames, Plus-
Codes and SNOMED CT), as well as how to
perform the classification task.

The MEDDOPLACE guidelines are pub-
licly available on Zenodo both in Spanish8

and English.9 The document was originally
written in Spanish and then translated into
English manually by a professional transla-
tor.

3.3 MEDDOPLACE Gazzetteer

The MEDDOPLACE gazetteer serves as an
additional resource to help in the normaliza-
tion of generic locations and non-location en-
tities, such as hospital department names, to
the SNOMED CT terminology. It was cre-
ated using the Spanish edition of SNOMED
dated October 31, 2022, where a specific sub-
set of concepts relevant to the task was cho-
sen. The gazetteer is meant to be used as
a reference for the SNOMED normalization

8https://zenodo.org/record/7775235
9https://zenodo.org/record/7928146
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Team Affiliation Sub-tasks Reference
Fade Yunnan University, China 1 -

NLP URJC Universidad Rey Juan Carlos, Spain 1+3 (Roldán-Álvarez et al., 2023)
Pakapro University of Tokyo, Japan 1+2+3+4 -
SINAI Universidad de Jaén, Spain 1+2+3+4 (Chizhikova et al., 2023)

Table 1: Overview of the teams that participated in MEDDOPLACE. In the Affiliation column,
A/I stands for academic or industry institution.

NER End-to-End
Team (Strict) (Overlap) NER GN PC SCT Class Avg.
Fade 0.20 0.41 - - - - - -

NLP URJC 0.49 0.53 - - - - - -
SINAI 0.85 0.89 0.85 0.66 0.26 0.69 0.66 0.62
Baseline 0.46 0.58 0.46 0.61 0.13 0.42 0.11 0.33

Table 2: Results of the MEDDOPLACE shared task Phase 1, which included the NER and
End-to-End sub-tasks. Only F-1 scores are shown. For the End-to-End sub-task, GN stands for
GeoNames, PC for PlusCodes and SCT for SNOMED CT.

sub-task.
The gazetteer comprises a collection of

23,380 concepts and a total of 27,982 lexi-
cal entries. These entries comes from var-
ious branches of SNOMED CT, including
“physical object”, “occupation”, “environ-
ment” and “geographic location”, among
others. To generate the gazetteer, we used
the Gaznomed10 repository, along with the
RF2 files of SNOMED CT. We then selected
a subset of SNOMED CT branches based
on the requirements of the project. Once
generated, we conducted a manual review to
eliminate certain obsolete lexical entries that
caused ambiguity in some codes.

3.4 Additional Resources

On top of the corpus, guidelines and
gazetteer, some additional resources were re-
leased as part of the task. All of these re-
sources are also available on Zenodo.11

Multilingual Silver Standard. Follow-
ing the methodology proposed in previous
tasks like DisTEMIST (Miranda-Escalada et
al., 2022), LivingNER (Miranda-Escalada et
al., 2022) or MedProcNER (Lima-López et
al., 2023) for the creation of multilingual
resources, we have published a multilingual
version of MEDDOPLACE corpus translated
into English, French, Portuguese, Italian, Ro-
manian, and Catalan. This version has been
automatically created using a lexical annota-
tion transfer approach from the Spanish Gold

10https://github.com/luisgasco/gaznomed
11https://zenodo.org/record/8017179

Standard to machine translated versions of
the texts in the corpus. It is meant to be
used as a starting point for the creation and
adaptation of new corpora and models based
on MEDDOPLACE in different languages.

Normalization cross-mapping. A ver-
sion of the dataset containing MeSH de-
scriptors obtained using the cross-mapping
between SNOMED-CT and MeSH available
in UMLS (Schuyler et al., 1993) has been
published. This data is intended to foster
the reuse of the MEDDOPLACE corpus in
document retrieval models based on seman-
tic indexing, such as those developed in the
MESINESP2 task (Gasco et al., 2021; Nen-
tidis et al., 2021). The cross-mappings cor-
respond to Sub-task 2, which might facilitate
the identification of documents containing lo-
cation information.

4 Results

4.1 Participation

All in all, 20 teams registered using the offi-
cial registration form and 16 in the CodaLab
platform. These teams come from 12 dif-
ferent countries, including Canada, Turkey,
Pakistan or Italy, as well as from both aca-
demic and industrial settings. Despite this,
only four teams submitted their predictions
for at least one of the sub-tasks. Table 1
shows a complete list of all participant teams.

4.2 Results and Methodologies

Table 2 shows the overall results for the
entity recognition and end-to-end sub-tasks
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GPE NOM GPE GEN GEO NOM GEO GEN FAC NOM FAC GEN
Team P R F1 P R F1 P R F1 P R F1 P R F1 P R F1
Fade 0.56 0.30 0.39 0.16 0.00 0.01 0.00 0.00 0.00 0.42 0.12 0.19 0.25 0.26 0.26 0.37 0.06 0.10

NLP URJC 0.56 0.53 0.54 0.22 0.41 0.29 0.55 0.50 0.52 0.33 0.57 0.42 0.41 0.60 0.49 0.38 0.57 0.44
SINAI 0.90 0.88 0.89 0.82 0.67 0.74 0.71 0.50 0.58 0.71 0.83 0.77 0.68 0.75 0.72 0.89 0.82 0.86
Baseline 0.70 0.56 0.64 0.23 0.79 0.35 1.00 0.30 0.46 0.61 0.77 0.68 0.53 0.07 0.13 0.43 0.76 0.55

Table 3: Label-wise strict precision, recall and F1-score results for the location labels in the
named entity recognition sub-task. The locations labels are divided in two axes: on the one
hand, GPE stands for geopolitical entity, GEO for geographical location and FAC for facility;
on the other hand, NOM stands for named and GEN for generic.

Department Transport Community Language
Team P R F1 P R F1 P R F1 P R F1
Fade 0.26 0.14 0.18 0.45 0.08 0.14 0.19 0.14 0.16 0.00 0.00 0.00

NLP URJC 0.47 0.69 0.56 0.48 0.44 0.46 0.59 0.20 0.30 0.00 0.00 0.00
SINAI 0.86 0.90 0.88 0.83 0.75 0.79 0.80 0.71 0.75 1.00 0.52 0.68
Baseline 0.22 0.75 0.34 0.77 0.76 0.77 0.84 0.46 0.59 0.68 0.56 0.61

Table 4: Label-wise strict precision, recall and F1-score results for the non-location labels in the
named entity recognition sub-task.

(i.e. Phase 1). A more detailed, label-wise
report of the named entity recognition sub-
task is also shown in Tables 3 and 4. Finally,
the results for Phase 2 (normalization and
classification sub-tasks) are included in Ta-
ble 5. Due to limited space, only each team’s
best run is shown. In the tables, the best re-
sult is bolded, and the second-best is under-
lined. A dash (-) means that the team did
not participate in the sub-task. Participant
team Pakapro is not included in the tables
due to a submission error.

Next, we provide a short overview of the
methodologies used as part of the task:

Baseline To establish a basic benchmark
for participants to compare their systems to,
we developed a system that employs a vocab-
ulary transfer approach between the training
and test sets. For the named entity recogni-
tion sub-task, we created a dictionary with all
annotations from the training set and tried
to match them to the texts in the test set.
Regarding the Entity Linking sub-tasks, we
assigned the same code to each mention iden-
tified in the test set as it had in the training
set. Finally, for the classification sub-task,
we calculate the probability distribution of
the four classes in the training set and se-
lect a random class for each mention based
on said distribution.

Team Fade This team developed a sys-
tem for the named entity recognition task
that uses a pre-trained BERT model fol-
lowed by a BiLSTM unit and a GATE mod-
ule. Their approach achieves a 0.20 F1-score,

which is below the baseline system, partly
due to some pre-processing errors.

Team NLP URJC This team partici-
pated in two tasks: named entity recognition
and entity classification. For the former, they
employed a combination of RoBERTA mod-
els and BiLSTM units. For the latter, they
use a pre-trained BERT model fine-tuned for
sequence classification. Interestingly, they
used Generative Pretrained Models (GPT)
to create new sentences for some underrep-
resented classification classes.

Team Sinai This team participated in
all sub-tasks, including the end-to-end eval-
uation. For named entity recognition, they
tried different classifiers such as BiLSTM and
CRF on top a RoBERTA model. The best
score was achieved by an ensemble model
that also considers nested entities. Re-
garding GeoNames normalization, they used
training set vocabulary transfer with fuzzy
matching and Levenshtein distance tech-
niques. For PlusCodes normalization they
used the search tool Nominatim12 to extract
coordinates. Next, for SNOMED CT nor-
malization they used string matching and a
SapBERT-XLMR model (Liu et al., 2021)
trained with UMLS (Schuyler et al., 1993)
that uses XLM-RoBERTa as a base model.
Finally, their classification system uses a pre-
trained RoBERTa model fine-tuned for the
task. Their end-to-end participation uses the
same systems described above.

12https://nominatim.org/
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Team Name GeoNames PlusCodes SNOMED Classification
NLP URJC - - - 0.32

SINAI 0.73 0.32 0.78 0.76
Baseline 0.55 0.07 0.70 0.25

Table 5: Results of the MEDDOPLACE shared task Phase 2, which included the Entity Linking
(divided into GeoNames, PlusCodes and SNOMED CT normalization) and Classification sub-
tasks. Only accuracy scores are shown.

5 Discussion

We presented the MEDDOPLACE shared
task and resources, a new resource for the
clinical NLP community focused on the
recognition, normalization, and classification
of locations, clinical departments and other
related information such as patient move-
ments.

We expect that MEDDOPLACE could
represent a reference resource for geoparsing
not only in the clinical domain or content
in Spanish due to its fine-grained annotation
scheme and complete normalization. More-
over, the results of location detection systems
show a multilingual adaptation potential and
impact beyond healthcare. For instance,
fine-grained location mentions can also be
important for processing tourism/traveling-
related content, legal texts, social media min-
ing (Gasco Sánchez et al., 2022) and even
noise and environmental pollution effects on
health (Gasco et al., 2019).

MEDDOPLACE, along with the Dis-
TEMIST (Miranda-Escalada et al., 2022),
MEDDOCAN (Marimon et al., 2019) or
MedProcNER (Lima-López et al., 2023) cor-
pora and guidelines, contributes to an ongo-
ing initiative aimed at fostering the creation
and availability of annotated resources for ex-
tracting clinically relevant information from
health-related documents. These resources
have been validated by clinical and linguis-
tic experts and are currently being used for
multiple use cases, including their adapta-
tion to hospital settings. Other resources
part of this initiative include LivingNER
(Miranda-Escalada et al., 2022), Pharma-
CoNER (Gonzalez-Agirre et al., 2019), CAN-
TEMIST (Miranda-Escalada, Farré-Maduell,
and Krallinger, 2020) and MEDDOPROF
(Lima-López et al., 2021).

As future work, we expect to keep work-
ing on the geographical domain to generate
and evaluate openly-available detection and
normalization models, as well as apply this
model to different text types and assess their

relationship with other entity types such as
diseases.
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Overview of TESTLINK at IberLEF 2023: Linking
Results to Clinical Laboratory Tests and

Measurements

Resumen de TESTLINK en IberLEF 2023: Creación de
relaciones entre análisis de laboratorio y mediciones cĺınicas y

sus resultados
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Abstract: The TESTLINK task conducted at IberLEF2023 focuses on relation ex-
traction from clinical cases in Spanish and Basque. The task consists in identifying
clinical results and measures and linking them to the tests and measurements from
which they were obtained. Three teams took part in the task and various (super-
vised) deep learning models were evaluated; interestingly, none of the teams explored
the use of few-shot learning. The evaluation shows that in-domain fine-tuning and
larger training datasets improve the results. In fact, the fact that supervised models
significantly outperformed the baseline based on few-shot learning shows the crucial
role still played by the availability of annotated training data.
Keywords: Named Entity Recognition, Information Extraction, Clinical NLP, Su-
pervised Learning.

Resumen: La tarea TESTLINK de IberLEF2023 se centra en la extracción de
relaciones de casos cĺınicos en español y euskera. La tarea consiste en identificar
resultados y medidas cĺınicas y relacionarlos con las pruebas y mediciones de las
que se obtuvieron. Tres equipos han participado en la tarea y se han evaluado var-
ios modelos (supervisados) de aprendizaje profundo. Curiosamente, ninguno de los
equipos exploró el uso del aprendizaje few-shot. La evaluación muestra que el fine-
tuning en el dominio y conjuntos de datos de entrenamiento más grandes mejoran
los resultados. De hecho, el hecho de que los modelos supervisados superaran signi-
ficativamente la baseline basada en el aprendizaje few-shot muestra el papel crucial
que aún desempeña la disponibilidad de datos de entrenamiento anotados.
Palabras clave: Reconocimiento de Entidades Nombradas, Extracción de Infor-
mación, PLN Cĺınico, Aprendizaje Supervisado.

1 Introduction

There is a growing interest in processing clin-
ical data for tasks of public interest, such as
clinical decision making (Jain and Prajapati,
2021) or monitoring of the health status of
a country (Sankoh and Byass, 2014). While
for this purpose large amounts of structured
data are needed, the reality is that most clin-
ical data are stored as free unstructured clin-

ical texts. Hence, the ability of extracting
information directly from natural language
texts and to increase the volume of databases
and structured datasets, such as MIMIC-III
(Johnson et al., 2016), is crucial.

Having these goals into account, scholars
have developed a series of resources for infor-
mation extraction from clinical texts. Clini-
cal information extraction efforts have often
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given priority to the identification of diseases
(Trigueros et al., 2022) or events (Santiso,
Pérez, and Casillas, 2021). As far as the
extraction of relations from clinical texts is
concerned, previous work has focused on con-
cept normalization (Newman-Griffis et al.,
2020) and temporal relations (Alfattni, Peek,
and Nenadic, 2020), among others. Labora-
tory tests and measurements and their results
have been given little attention (Hao, Liu,
and Weng, 2016), although they provide in-
teresting information on the patients’ status
in a certain time of the development of a dis-
order and are crucial to choose the right di-
agnose. From a more technical point of view,
processing laboratory tests and their results
also brings up a new perspective on the treat-
ment of data, since it requires interpreting
numeric values and ranges and therefore can
not be handled as a common named entity
recognition (NER) task (Percha, 2021).

In this context, we have organised
TESTLINK at IberLEF 2023 (Jiménez-
Zafra, Rangel, and Montes-y Gómez, 2023).
The TESTLINK task provides an opportu-
nity to evaluate different Natural Language
Processing approaches and does this with a
focus on languages other than English, specif-
ically Spanish and Basque, that are less re-
sourced and are typologically diverse.

2 Task Description

The TESTLINK task consists in identifying
textual mentions of both laboratory tests and
their results in a clinical narrative, and then
linking tests to their respective results. In
essence, the TESTLINK task primarily fo-
cuses on the extraction of relations (RE) be-
tween entities. Clinical narratives (or clinical
cases) are documents reporting statements of
a clinical practice, presenting the reason for
a clinical visit, the description of physical ex-
ams, and the assessment of the patient’s sit-
uation. Laboratory tests and measurements
are commonly done as part of the diagnosis
process and are documented in clinical nar-
ratives. In the sample clinical case in Figure
1, laboratory tests have been marked in bold
and their reported results in italics.

The following relations have been hold be-
tween tests and results:

• 6 ng/ml -> the amounts of PSA / las
cifras de PSA

• 12 ng/ml -> the amounts of PSA / las
cifras de PSA

• negativa / negative -> a transrectal
prostate BIOPSY guided by sextants /
una BIOPSIA transrectal de próstata
ecodirigida por sextantes

• 0,80 -> a Ch-Cr/Ci INDEX / un

ÍNDICE de Ch-Cr/Ci

Paciente de 65 a. de edad, que pre-
sentaba una elevación progresiva de las
cifras de PSA desde 6 ng/ml a 12
ng/ml en el último año. Dicho paciente
hab́ıa sido sometido un año antes a una
BIOPSIA transrectal de próstata
ecodirigida por sextantes que fue
negativa. Se decide, ante la elevación del
PSA, realizar una E-RME previa a la 2ª
biopsia transrectal, en la que se objetiva
una lesión hipointensa que abarca zona
central i periférica del ápex del lóbulo
D prostático. El estudio espectroscópico
de ésta lesión mostró una curva de colina
discretamente más elevada que la curva
de citrato, con un ÍNDICE de Ch-
Cr/Ci > 0,80, que sugeŕıa la presencia
de lesión neoplásica, por lo que se biop-
sia dicha zona por ecograf́ıa transrectal.
La AP de la biopsia confirmó la presen-
cia de un ADK próstata Gleason 6.

Figure 1: A sample clinical case.

Two different tracks have been defined in
TESTLINK, one for each of the languages in
the task. The tracks are complementary and
can be addressed individually or conjunctly.

3 Dataset

The TESTLINK task is based on the Span-
ish and Basque parts of E3C, the multilingual
European Clinical Case Corpus (Magnini
et al., 2022), which consists of three sec-
tions of clinical cases published in medical
journals and other medical resources. One
of these sections has been manually anno-
tated with events (which include labora-
tory tests, among others), temporal expres-
sions and temporal relations according to
THYME (Styler et al., 2014), an adaptation
of the TimeML framework (Pustejovsky et
al., 2003), and also with results of labora-
tory test and measurements (both marked
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Paciente de 65 a. de edad, que presentaba una elevación progresiva de las
cifras de PSA desde 6 ng/ml a 12 ng/ml en el último a~no. Dicho paciente habı́a
sido sometido un a~no antes a una BIOPSIA transrectal de próstata ecodirigida
por sextantes que fue negativa. Se decide, ante la elevación del PSA, realizar
una E-RME previa a la 2ª biopsia transrectal, en la que se objetiva una
lesión hipointensa que abarca zona central i periférica del ápex del lóbulo
D prostático. El estudio espectroscópico de ésta lesión mostró una curva de
colina discretamente más elevada que la curva de citrato, con un ı́ndice de
Ch-Cr/Ci > 0,80, que sugerı́a la presencia de lesión neoplásica, por lo que se
biopsia dicha zona por ecografı́a transrectal. La AP de la biopsia confirmó la
presencia de un ADK próstata Gleason 6.

100001 REL 94-101 6 ng/ml 84-87 PSA
100001 REL 104-112 12 ng/ml 84-87 PSA
100001 REL 251-259 negativa 185-192 biopsia
100001 REL 619-623 0,80 598-604 ı́ndice

Figure 2: Annotated clinical case sample.

Training set Test set
Tokens Rel. Tokens Rel.

Spanish 28,815 597 29,668 668
Basque 34,052 1,291 12,756 345

Table 1: Dataset statistics.

through the RML tag, specifically created
within the E3C project).

More specifically, the TESTLINK task is
based on the following sets of data (as re-
ported in Table 1):

1. Training and development data: 81 and
90 clinical cases, for Spanish and Basque
respectively (for a total of 28,815 and
34,052 tokens) that had been manu-
ally annotated during the E3C project
and then specifically revised for the task
by expert computational linguists (inter-
annotator agreement has been assessed
so as to ensure consistent annotations
throughout the whole dataset); the to-
tal number of annotated pertains-to rela-
tions amounts to 597 and 1,291 for Span-
ish and Basque, respectively;

2. Test data: for each language, 80 clini-
cal cases taken from E3C (for a total of
30,820 tokens for Spanish and 13,759 for
Basque) with manual annotations specif-
ically performed for the task (in total 668
and 345 relations have been annotated
respectively).

3.1 Annotation

Among all the annotations foreseen by the
E3C project, the data used for TESTLINK
contain the following annotations:

• Laboratory tests and measurements;
these belong to the TimeML category
EVENT and are therefore marked by
their syntactic head only (one token).

• Lab test, analytics and measurement re-
sults; these belong to the RML category,
as defined within the E3C project, and
are marked by a whole syntactic chunk
(one or more tokens).

• Pertains-to relations connecting an RML
(the source) to the relevant EVENT (the
target); Pertains-to relations can be one-
to-one, one-to-many and many-to-one.

The annotated data have been provided to
the participants in a format that is an adap-
tation of the PubTator format (see an exam-
ple in Figure 2). It consists of a straight-
forward tab-delimited text file, where every
document in the dataset is in a new line pre-
ceded by the DOCID and the |t| marker. A
space line is used as an indicator of the end
of the document, followed by the annotated
relations: every relation is in a separate line
and is represented as an ordered pair, as in
(RML -> EVENT), and each string is repre-
sented by its start and end character offsets.

4 Baselines

To improve the assessment of participant sys-
tems’ performance, supervised and unsuper-
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vised baselines have been used for compar-
ative analysis. These baselines have been
made available through the GitLab reposi-
tory.1

Two different supervised baselines have
been defined.

The first approach is based on vocabulary-
transfer from training to testing (voc.
tran.). In this approach, a system is
used to recognize textual references to
laboratory tests/measurements present in
the test set by leveraging the laboratory
tests/measurements identified in the train-
ing set. Additionally, regular expressions
derived from the training data are used to
identify a wide range of textual references
to test results, commonly represented by
values. Subsequently, a relationship is es-
tablished between each pair of laboratory
test/measurement and test result mentioned
within the same sentence.

The second approach is based on multi-
lingual BERT model2 fine-tuned on textual
mentions involved in relations within the
training data. The implementation of
this model has been carried out using the
SimpleTransformer library.3 The model
recognizes textual references to laboratory
tests/measurements and test results.

Pérdida de 12 Kg (peso actual 42 Kg)
/ 12 Kg weight loss (current weight 42 KG)

In the example above, which includes
two relations (12 Kg -> Pérdida and 42 Kg
-> peso), the model identifies the following
entity mentions using the IOB annotation.
In this annotation, TST is used to label
laboratory tests/measurements, while RML
is employed to indicate test results:

Pérdida [B-TST] de 12 [B-RML] Kg [I-
RML] (peso [B-TST] actual 42 [B-RML] Kg
[I-RML]

Following that, another multilingual
BERT model (configured similarly to the
previous BERT model) was fine-tuned on
the annotated relations within the training
data to extract the relationships between the

1https://gitlab.fbk.eu/zanoli/
clinkart-baseline.git

2model=bert-base-multilingual-cased, epochs=5,
learning rate=4e-5, batch size=16

3https://simpletransformers.ai

recognized laboratory tests/measurements
and their results in the test data. Con-
cerning the training data, both positive
and negative examples were generated for
sentences containing at least one laboratory
test/measurement and one test result. For
each generated example, the entities in
the relationship were marked by adding
“[TST]” as both the prefix and suffix to
the laboratory tests/measurements, while
“[RML]” was used to mark the test results.
The number of examples produced for each
sentence is calculated by multiplying the
number of laboratory tests/measurements
by the number of test results present in the
sentence. As for the test data, the examples
to be classified were generated similarly to
the training data, but instead of using the
entities in the gold standard, the predicted
entities were used. In the case of the example
provided above, the following examples are
generated along with the corresponding
model prediction (1=positive, 0=negative):

1 [TST]Pérdida[TST] de [RML]12 Kg[RML]

(peso actual 42 Kg)

0 [TST]Pérdida[TST] de 12 Kg (peso

actual [RML]42 Kg[RML])

0 Pérdida de [RML]12 Kg[RML]

([TST]peso[TST] actual 42 Kg)

1 Pérdida de 12 Kg ([TST]peso[TST]

actual [RML]42 Kg[RML])

The unsupervised baseline method uses
GPT and OpenAI’s API (text-davinci-003
model, with a temperature setting of 0 and
default values for other parameters) for its
implementation. By using a single annotated
example instead of the complete set, this
baseline approach is aligned more closely
with unsupervised learning rather than su-
pervised learning. For Spanish and Basque,
the baseline evaluation was performed using
the subsequent prompts.

Spanish: Tengo una tarea que consiste en
extraer menciones de pruebas de laboratorio
y sus resultados de declaraciones cĺınicas.
Aqúı hay un ejemplo de texto y salida.
Texto: {DOCID} Nota: El resultado se
escribe primero y luego el nombre de la
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prueba en la salida. Están separados por “|”.
Ahora dame la salida para el siguiente texto:
{TEXT} Imprime solo la salida y si no la
hay, no imprimas nada.4

Basque: Laborategiko proben aipamenak
eta haiei dagozkien emaitzak adierazpen
klinikoetatik ateratzeko zeregina daukat.
Hona hemen testuaren eta irteeraren adibide
bat. Testua: {DOCID} Orain eman iezadazu
testu honen irteera: {TEXT} Inprimatu
bakarrik irteera existitzen bada eta kito.4

Within the prompts, {DOCID} represents
the annotated document (docId:100320 and
docId:100009 for Spanish and Basque, re-
spectively) selected from the training dataset
as the only example for GPT. {Text} repre-
sents the document to be annotated.

5 System Descriptions

Three teams submitted their annotated data,
so we evaluated a total of four runs for the
Spanish track (submitted by the three teams)
and two runs for the Basque track (submitted
by two of the teams).

HiTZ Center: a conventional two-step
approach was used to perform relation ex-
traction on the Spanish dataset. This ap-
proach is in line with the mBERT baseline
presented in Section 4. This involves auto-
mated entity recognition followed by the ex-
traction of relations between the recognized
entities. Several models were tested, includ-
ing BERT and its derivative models, which
were pre-trained on both general and biomed-
ical domains. Annotations from two of these
models were submitted for evaluation. The
first model, BETO (Cañete et al., 2020), is
a BERT model pre-trained on a large Span-
ish corpus within the general domain. The
second model, BSC-bio-ehr-es-Pharmaconer,
is a fine-tuned version of the bsc-bio-ehr-
es (Carrino et al., 2022) for the task of entity
recognition in the biomedical domain. BETO
and BSC-bio-ehr-es-Pharmaconer were em-
ployed for both entity recognition and rela-
tion extraction tasks.

4I have a task to extract mentions of laboratory
tests and their results from clinical statements. Here
is an example of text and output. Text: {DOCID}
Note: The result is written first and then the test
name in the output. They are separated by “|”. Now
give me the output for the following text: {TEXT}
Only print the output if there is any and nothing else.

LinkMed: the presented system is sim-
ilar to the one presented by HiTZ. It con-
sists of two consecutive components that
first perform entity extraction and then en-
tity linking. The NER model obtains men-
tions of events and their corresponding re-
sults. In the second module, the classification
model takes each event-result pair of men-
tions and predicts whether there is a relation
between them. For this, a domain-specific
language model is fine-tuned to create con-
textual representations of the spans found in
the NER module, which are fed into a linear
layer. In order to include a larger token win-
dow to increase the textual context, FLERT
(Schweter and Akbik, 2020) is used, which
allows to fine-tune transformer-based models
—in this case, biomedical and clinical ver-
sions of RoBERTa (Carrino et al., 2022) and
the Spanish version of BERT, BETO (Cañete
et al., 2020)— at document level.

Simple Ideas: The proposed approach
uses a pipeline of two entity recognition mod-
ules in cascade. The first one identifies
and marks the test events and the second
one, which is trained on examples containing
event markers, finds the result/measurement
pertaining to each event. In both steps, sen-
tences are fed one at a time. For both steps,
a RoBERTa model pre-trained on biomedi-
cal and clinical texts (Carrino et al., 2021) is
used in the case of Spanish, while BERTeus
(Agerri et al., 2020) is employed for Basque.
Data augmentation is exploited for training:
synthetic sentences are generated by replac-
ing words in the original sentences with other
semantically similar words and by slightly
varying numeric values. The availability of
the implemented code contributes to the re-
producibility of the presented results.

6 Results

The evaluation of the results obtained by the
different systems was conducted using the
standard Precision (Pr), Recall (Re), and F1

measures. In this evaluation, a relation pre-
diction is considered correct if the start and
end character offsets of the source and tar-
get entities, as well as their order within the
relation, are all accurately predicted. The
BioCreative V CDR task5 scorer was used for
carrying out this evaluation. The results of
the systems for both Spanish and Basque are

5https://biocreative.bioinformatics.udel.
edu/tasks/biocreative-v/track-3-cdr/
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presented in Table 2, while the results of the
baselines are in Table 3.

Teams Pr Re F1
Spanish

Simple Ideas 71.45 65.57 68.38
LinkMed6 46.99 43.26 45.05
HiTZ BETO 43.27 11.08 17.64
HiTZ Pharmaconer 34.84 11.53 17.32

Basque
Simple Ideas 72.54 72.75 72.65
LinkMed7 15.71 15.94 15.83

Table 2: Precision, Recall and F1 measure of
the participating systems.

Baseline Type Pr Re F1
Spanish

mBERT S 61.13 60.03 60.57
GPT U 25.24 38.29 30.43
voc. tran. S 17.41 30.24 22.10

Basque
mBERT S 81.37 75.94 78.56
GPT U 21.96 21.10 21.52
voc. tran. S 17.97 35.94 23.96

Table 3: Precision, Recall and F1 mea-
sure of the supervised (S) and unsupervised
(U) baselines calculated on the Spanish and
Basque datasets.

For the sake of comparison, we report that
the F1 measure obtained by the best sys-
tem in the parallel task for Italian, CLinkaRT
at EVALITA 20238 (Altuna et al., 2023), is
62.99.

7 Discussion

Both traditional NER and RE pipelines and
more innovative approaches have been pre-
sented to the task.
HiTZ and LinkMed opted for the more tradi-
tional two-step approach of first solving NER
and then performing RE among the anno-
tated entities.

As regards HiTZ, it is interesting to note
that the BSC-bio-ehr-es-Pharmaconer model
pre-trained on the biomedical domain (F1

17.32) performed in line with the BETO
model pre-trained on the more general do-
main (F1 17.64). However, considering that

6These results are the ones of a run submitted after
the deadline.

7No description for this run has been provided by
the participants.

8https://www.evalita.it

the task data belongs to the medical do-
main, it was expected that BSC-bio-ehr-es-
Pharmacone would outperform BETO. The
team’s reduced performance in named en-
tity recognition on the actual test set, as op-
posed to their evaluation test set, explains
why they did not achieve results consistent
with mBERT, which follows the same ap-
proach.

In the case of LinkMed, they also made
use of a model pre-trained in the biomedi-
cal domain, still not achieving the results ob-
tained by the baseline mBERT model. They
performed a result analysis that showed that
relations involving single-token entities were
easier to obtain. In fact, considering only re-
lations that had a one-token RML, the model
achieved a F1 of 51, compared to the over-
all result (F1 45.05). They also compared
the performance of relations involving two-
token and multiple-token RMLs and discov-
ered that the performance plummeted in the
two-token scenario (F1 36.0), but was co-
herent with the rest of the results in the
multiple-token one (F1 45.0). They also mea-
sured the performance of the model by con-
sidering the distance between the entities in
each relation. Precision decreased as the dis-
tance between the entities augmented, while
recall increased. The highest F score (F1

53.0) was achieved between entities that were
separated by between 9 and 25 characters.

Simple Ideas, on the other hand, imple-
mented a two-step-pipeline procedure which
first identifies test events and then their re-
sults. The system performed better than the
more traditional approaches, but not better
than the mBERT baseline for Basque. This
approach obtained the best results in both
tracks and it also obtained the highest rank-
ing for the Italian language, in the parallel
CLinkaRT task.

In regard to system architecture, all par-
ticipants have opted for BERT-styled mod-
els for both NER and RE. For Spanish mod-
els that have been fine-tuned on biomedi-
cal and clinical data such as BSC-bio-ehr-es-
Pharmaconer and a domain fine-tuned ver-
sion of RoBERTa are available, while for
Basque, only general domain BERT models,
such as BERTeus or mBERT, are ready to
use.
As expected, models that have seen biomed-
ical and clinical data during their training
processes perform better. Still, HiTZ’s Phar-
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maconer approach seems not to perform so
well and the general domain BERTeus ob-
tains good results for Basque and the general-
domain mBERT used for the baselines also
ranks high in our task.

The results obtained did not allow us
to determine whether the task being exam-
ined is inherently more difficult in one lan-
guage compared to other languages due to
language-specific traits. Within this frame-
work, the vocabulary transfer baseline, which
was expected to provide a preliminary indi-
cation of the task’s difficulty, achieved bet-
ter results on the Italian CLinkaRT task (F1

30.88) compared to the results for Basque (F1

23.96) and Spanish (F1 22.10) in TESTLINK.
However, participant systems, such as Sim-
ple Idea, showed contrasting results. As
this team hypothesizes, better results in the
Basque track might be due to the larger
amount of training examples in that lan-
guage. The size of the dataset may also ex-
plain the better performance of the Simple
Ideas team as they make use of augmented
data in the model training step.

8 Conclusions

Extracting laboratory tests and measure-
ments and their results from clinical narra-
tives seems to be a challenging task in clinical
information extraction. The great variety of
tests and the fact that most results contain
numerical values differentiate this task from
most entity recognition and linking tasks.

Participant systems have achieved good
results but there is still room for improve-
ment. Performing NER in the first place and
then performing RE is prone to error prop-
agation and this affects the final results. In
addition, the effect of the volume of training
data should also be further studied.

As this was the first time that we were
proposing this task, in parallel to the twin
CLinkaRT task at EVALITA, we decided to
keep it strictly focused on relations between
tests and their results, but in the future, it
might be interesting to integrate this task in
a more complex information extraction effort
that considers a wider range of clinical enti-
ties and relations.
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M. Montes-y Gómez. 2023. Overview
of IberLEF 2023: Natural Language Pro-
cessing Challenges for Spanish and other
Iberian Languages. In Proceedings of
the Iberian Languages Evaluation Forum
(IberLEF 2023), co-located with the 39th
Conference of the Spanish Society for Nat-
ural Language Processing (SEPLN 2023),
CEUR-WS.org.

Johnson, A. E., T. J. Pollard, L. Shen, L.-
w. H. Lehman, M. Feng, M. Ghassemi,
B. Moody, P. Szolovits, L. Anthony Celi,
and R. G. Mark. 2016. MIMIC-III,
a freely accessible critical care database.
Scientific Data, 3.

Magnini, B., B. Altuna, A. Lavelli, A.-
L. Minard, M. Speranza, and R. Zanoli.
2022. European Clinical Case Corpus.
In G. Rehm, editor, European Language
Grid. Springer, Cham, Switzerland, 1 edi-
tion, November, chapter 17, pages 283–
288.

Newman-Griffis, D., G. Divita, B. Desmet,
A. Zirikly, C. P. Rosé, and E. Fosler-
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Abstract: We present the first shared task for detecting and analyzing code-
switching in Guarani and Spanish, GUA-SPA at IberLEF 2023. The challenge con-
sisted of three tasks: identifying the language of a token, NER, and a novel task
of classifying the way a Spanish span is used in the code-switched context. We an-
notated a corpus of 1500 texts extracted from news articles and tweets, around 25
thousand tokens, with the information for the tasks. Three teams took part in the
evaluation phase, obtaining in general good results for Task 1, and more mixed re-
sults for Tasks 2 and 3.
Keywords: Code-switching, Guarani, Spanish, NER.

Resumen: Presentamos la primera competencia de detección y análisis de cambio
de código en guarańı y español, GUA-SPA en IberLEF 2023. La competencia constó
de tres tareas: identificar el idioma de cada token, NER, y una nueva tarea de
clasificar la forma en que se usan los segmentos en español en el contexto del cambio
de código. Anotamos un corpus de 1500 textos extráıdos de art́ıculos de prensa y
tweets, alrededor de 25 mil tokens, con la información necesaria para las tareas.
Tres equipos participaron de la fase de evaluación, obteniendo en general buenos
resultados para la tarea 1, y resultados más dispares para las tareas 2 y 3.
Palabras clave: Cambio de código, Guarańı, Español, NER.

1 Introduction

This paper presents the GUA-SPA shared
task for code-switching analysis in Guara-
ni and Spanish at IberLEF 2023 (Jiménez-
Zafra, Rangel, and Montes-y Gómez, 2023).

Guarani is a South American indige-
nous language that belongs to the Tupi-
Guarani family. Spanish is a Romance lan-
guage that belongs to the Indo-European
family, and both languages have been in
contact in the South American region for
about 500 years (Rodŕıguez Gutiérrez and
Núñez Méndez, 2018), resulting in many in-
teresting linguistic varieties with different le-
vels of mixture. Both, Guarani and Spa-

nish, are Paraguay’s official languages (Ley
de Lenguas 4251, 2010). According to the
most recent census in Paraguay,1 most of
the country’s population speaks at least so-
me Guarani, and there is a high prevalence of
Guarani-Spanish bilingualism in urban areas,
while Guarani monolingualism is more limi-
ted to rural areas.

Bilingual speakers often make use of their
two languages at the same time, mixing them
in different ways, in a linguistic phenomenon
called code-switching (Joshi, 1982). This phe-

1https://censo2022.ine.gov.py/noticias-
actividades/21-de-febrero-dia-internacional-de-la-
lengua-materna/
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nomenon is very frequent in situations whe-
re two or more languages are in contact, for
example, in linguistic borders, or in coun-
tries with large immigrant populations. In
Paraguay, this has resulted in several identi-
fied language varieties that combine Guara-
ni and Spanish (Kallfell, 2016). Two of the
most common varieties of Guarani spoken
in Paraguay are called Jopara and Jehe’a
(both are Guarani words for describing a mix
of things), and they often incorporate many
Spanish loans of words or entire phrases, with
varying levels of morphosyntactic adaptation
to Guarani grammar (Chiruzzo et al., 2022).

In this task, we propose to analyze a set of
texts extracted from Paraguayan tweets and
news articles, where it is usual to see the-
se Jopara or Jehe’a varieties, and also the
use of Spanish sentences that include Guara-
ni loanwords. These texts were annotated by
the organisers to create the shared task da-
taset, which is available online.2 Using this
dataset, we proposed three tasks: language
identification (Task 1), NER (Task 2), and a
novel classification task for the way Spanish
spans are used in the code-switched context
(Task 3).

The paper is structured as follows: in Sec-
tion 2 we mention the previous work on code-
switching analysis and Guarani processing; in
Section 3 we detail the three tasks that make
up this shared task; in Section 4 we present
the corpus created for this work; in Section 5
we present the competition, the systems built
by the participant teams and their results;
and in Section 6 we detail the conclusions of
this work.

2 Background

There have been a number of competitions
focusing on detection and analysis of code-
switching, starting in Solorio et al. (2014)
with language identification in code-switched
data for some language pairs, including
Spanish-English. Later on these competitions
started to include more complex tasks in
code-switched contexts, such as NER (Agui-
lar, Kar, and Solorio, 2020) and machine
translation into the code-switched langua-
ges (Chen et al., 2022). As far as we know,
this is the first time Guarani, or any other
American indigenous language, is present as

2https://github.com/pln-fing-udelar/gua-spa-
2023

subject of a code-switching analysis competi-
tion, the first competition of NER in Guara-
ni, and also the first dataset with this kind of
annotations built for an American indigenous
language.

However this is not the first work on
Guarani identification. Agüero-Torales, Vila-
res, and López-Herrera (2021) tried to detect
tweets in Guarani with heuristics using uni-
grams and bigrams and other out-of-the-box
language identifiers that include Guarani,
such as Polyglot (Al-Rfou’, Perozzi, and Skie-
na, 2013), fastText (Joulin et al., 2016) and
NLTK’s (Bird, Klein, and Loper, 2009) im-
plementation3 of the method introduced by
Cavnar and Trenkle (1994). Góngora, Gios-
sa, and Chiruzzo (2021) used a Näıve Bayes
model and a word-based heuristic to detect
Guarani tweets. Another big effort in lan-
guage identification is HeLI-OTS (Jauhiai-
nen, Jauhiainen, and Lindén, 2022), which
indeed includes Guarani. Their authors we-
re also participants of this shared task, as we
will further describe in Section 5.2.

Guarani is considered a low resource lan-
guage (Joshi et al., 2020) because, despite
having millions of speakers, it does not ha-
ve many digital resources to work with, its
written use online is scarce, and it has been
mostly under-researched from the NLP pers-
pective. The situation of this and other Ame-
rican indigenous languages could change in
the future as there are now some initiatives
to build resources for these languages (Ma-
ger et al., 2021), but there is still a long way
to go. Spanish, on the other hand, belongs
to the small set of very resource-rich langua-
ges (Joshi et al., 2020), which is good for this
competition as there are many tools for Spa-
nish that could be leveraged to see how well
they work in this context.

3 Tasks

The code-switched text detection and analy-
sis tasks proposed in this challenge include
the identification of the language used in each
span of text, the named entities mentioned in
the text, and the way Spanish is used. The
challenge was structured as the following th-
ree tasks.

3https://www.nltk.org/ modules/nltk/classify/textcat.html
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3.1 Task 1: Language identification
in code-switched data

Given a text (sequence of tokens), label each
token of the sequence with one of the follo-
wing categories:

• gn: It is a Guarani token.

• es: It is a Spanish token.

• ne: It is part of a named entity (either
in Guarani or in Spanish).

• mix: The token is a mixture between
Guarani and Spanish. For example a
verb with a Spanish root that has been
transformed into Guarani morphology,
like: osuspendeta (he/she will suspend).

• foreign: Used for tokens that are in lan-
guages other than Guarani or Spanish.

• other: Used for other types of tokens
that are invariant to language, like pun-
ctuation, emojis and URLs.

Examples:

(1) che kuerai de pagar 6000 gs. por
una llamada de 40 segundos . son
aliados del gobierno parece ustedes

Could be tagged as:

che/gn kuerai/gn de/es pagar/es
6000/other gs./other por/es una/es
llamada/es de/es 40/other segun-
dos/es ./other son/es aliados/es
del/es gobierno/es parece/es uste-
des/es

(2) Ministerio de Salud omombe’u ko’ã
káso malaria ojuhúva importado
Guinea Ecuatorial guive ha ôıma je-
sareko ohapejokóvo jeipyso .

Could be tagged as:

Ministerio/ne de/ne Salud/ne
omombe’u/gn ko’ã/gn káso/mix
malaria/es ojuhúva/gn importa-
do/es Guinea/ne Ecuatorial/ne
guive/gn ha/gn ôıma/gn jesare-
ko/gn ohapejokóvo/gn jeipyso/gn
./other

The metrics for Task 1 are accuracy,
weighted precision, weighted recall and
weighted F1. The main metric is weighted F1.

We implemented the following baseline for
this task: choose the most frequent category
for each word in the training corpus, or choo-
se other if the word is not in the training
corpus.

3.2 Task 2: Named entity
classification

Given a text (sequence of tokens), identify
the named entities as spans in the text, and
classify each one with a category: person, lo-
cation or organization.

Examples:

(3) [ORG Ministerio de Salud] omom-
be’u ko’ã káso malaria ojuhúva im-
portado [LOC Guinea Ecuatorial]
guive ha ôıma jesareko ohapejokóvo
jeipyso .

(4) [PER Ministra de Hacienda Lea
Giménez] he’i oñepromulga léi ca-
pitalidad ary 2014

For this task, the tokens must be mar-
ked using the BIO notation, with the follo-
wing labels: ne-b-per, ne-b-loc, ne-b-org,
ne-i-per, ne-i-loc, ne-i-org. The metrics
for Task 2 are precision, recall and F1, either
labeled or unlabeled. The criterion for finding
a named entity is exact match. The main me-
tric is labeled F1.

The baseline for this task is the following:
take as an entity span any sequence of tokens
labeled as ne by the baseline for Task 1, then
choose the most frequent category (per, org,
loc) for the first word of the sequence in the
training corpus. If it is an unknown word,
choose the category per.

3.3 Task 3: Spanish code
classification

Given a text (sequence of tokens), identify
spans of text in Spanish and label them in
one of these categories:

• change in code (CC): the text keeps all
the characteristics of Spanish.

• unadapted loan (UL): the Spanish text
could be partially adapted in some ways
to Guarani syntax, but it is not fully
merged into Guarani, in particular it
does not present orthographic transfor-
mations.

Examples:

(5) che kuerai [CC de pagar 6000 gs. por
una llamada de 40 segundos . son
aliados del gobierno parece ustedes]

(6) Okañývo pe Polićıa Nacional ha
orekóva caso omomarandúvo Fis-
caĺıa , petêı [UL investigación ámbi-
to penal] .
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For this task, the tokens must be mar-
ked using the following BIO labels: es-b-cc,
es-b-ul, es-i-cc, es-i-ul. The metrics for
Task 3 are precision, recall and F1, either la-
beled or unlabeled. The criterion for finding
a Spanish span is exact match. The main me-
tric is labeled F1.

The baseline for this task is analogous to
the one for Task 2: take as a Spanish span
any sequence of tokens labeled as es by the
baseline for Task 1, then choose the most fre-
quent category (cc, ul) for the first word of
the sequence in the training corpus. If it is an
unknown word, choose the category cc.

4 Corpus

The corpus of the task consists of 1500 texts,
about 25 thousand tokens, split it in 76%-
12%-12% for train-dev-test. The data con-
tains sentences extracted from news arti-
cles (Chiruzzo et al., 2022; Chiruzzo et al.,
2020) and tweets (Agüero-Torales, López-
Herrera, and Vilares, 2023; Agüero-Torales,
Vilares, and López-Herrera, 2021; Góngora,
Giossa, and Chiruzzo, 2022; Ŕıos, Amarilla,
and Lugo, 2014). The characteristics of this
corpus are shown in Table 1. As seen in the
table, the corpus contains more Guarani to-
kens than any of the other classes, for exam-
ple there are on average three Guarani tokens
per each Spanish token. Although there are
few mixed tokens, around 2% of the corpus,
they are a very interesting class to analyze as
it presents particular challenges.

Train Dev Test Total

Texts 1140 180 180 1500

gn 7698 1241 1193 10132
es 5058 812 815 6685
mix 388 52 47 487
ne 2510 414 331 3255
foreign 129 14 8 151
other 3220 456 463 4139
Total tokens 19003 2989 2857 24849

ne-per 663 85 81 829
ne-org 562 95 89 746
ne-loc 240 58 33 331
Total ne spans 1465 238 203 1906

es-ul 636 80 95 811
es-cc 621 70 112 803
Total es spans 1257 150 207 1614

Table 1: Composition of the dataset.

The annotation was done in two phases:
A first phase consisted in four annotators an-
notating a sample of 54 sentences (around
750 tokens). The aim of the first phase was
to unify criteria and gauge how hard it was
to make the annotations. The four annota-
tors obtained a Fleiss Kappa inter-annotator
agreement of 0.836 for Task 1, which indica-
tes very substantial agreement. Only two of
the annotators annotated the data for Task
2 during this phase, and we calculated their
agreement using average F1, obtaining 0.926
between the two annotators, which we also
consider a substantial agreement. We came
up with the idea for Task 3 during this pi-
lot annotation, but it was considerably har-
der to annotate, with many ambiguous cases
that were difficult to generalize.

In the final phase of annotation, six anno-
tators fluent in Spanish and with some know-
ledge of Guarani labeled data for Tasks 1 and
2, but only the three annotators with more
knowledge of Guarani annotated the data for
Task 3.

After the annotation was over we estima-
ted the annotator agreement in Task 3 in
the following way: we took a subsample of
90 texts that contained at least one token in
Spanish, 30 for each annotator that partici-
pated in the task. The three annotators com-
pleted the annotation of the 90 texts, and we
compared the annotations as the F1 measure
of one annotator against another. The avera-
ge F1 obtained in this way was 0.758 for the
labeled F1 considering exact match which,
although not as substantial as the agreement
for Task 2, was still quite high.

5 Competition

The competition ran between March 22 and
June 7 (2023) on the CodaLab platform4 (Pa-
vao et al., 2022). A total of 20 users registered
to participate, but the number of participants
that submitted results was considerably lo-
wer: three of them participated both in the
development and the evaluation phase, and
the other two participated in a single phase.

5.1 Phases

The competition consisted of three phases:

Development phase: from March 22 to
May 23. This phase started with the publi-
cation of the training and development sets.

4https://codalab.lisn.upsaclay.fr/competitions/11030
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During this phase the participants could sub-
mit their predictions for the development set
and get the correspondent score for each task.
Each participant could make up to 200 sub-
missions. There were 50 submissions.
Evaluation phase: from May 24 to June 6.
This phase started with the publication of the
test set. In this phase the participants could
submit the predictions of their final systems
and get the correspondent score for each task.
Each participant could make up to 10 submis-
sions. There were 19 submissions.
Post-Evaluation phase: from June 7 on-
ward. This phase started after the end of
the competition. The CodaLab page remains
available for everyone who wants to test addi-
tional systems, download the training, deve-
lopment and test sets, and check the shared-
task information.

5.2 Systems Descriptions

Although we had only three participants in
the evaluation phase, overall the followed ap-
proaches were notoriously diverse. We briefly
describe those systems:

The user aalgarra submitted results only
during the development phase, obtaining
good results. The chosen approach is based
on finetuning a Spanish RoBERTa-base trai-
ned on BNE finetuned for CAPITEL NER
dataset (Fandiño et al., 2022), to which a bi-
directional LSTM layer is added. The target
is obtained by assigning the category to the
first token of each word and applying a mask
in the loss calculation for the following tokens
of each word. The training was performed in
two phases: an initial phase with frozen Ro-
BERTa weights, with 30 epochs and a lear-
ning rate of 1e− 3, and a second phase trai-
ning the full network during 2 epochs with a
learning rate of 5e− 5.

The Universidade da Coruña team
(Muñoz-Ortiz and Vilares, 2023) (user amu-
nozo) participated on all three tasks. They
implemented their solution as a Multi-task
learning problem where pre-trained encoder-
decoder models were fine-tuned based on
a hard parameter-sharing approach. They
introduced three models with a common
pre-trained LLM encoder fine-tuned on all
three tasks and different decoders for each
task. Their best-performing model on Task
1 is single-nllb model (NLLB Team et al.,
2022) where the encoder is trained only on
Task 1 and the decoder is a softmax on the

User Task 1 Task 2 Task 3

Weighted F1 Labeled F1 Labeled F1

pughrob 0.9424 0.7604 0.4370
aalgarra 0.9304 0.7047 0.2937
tsjauhia 0.9053 - -
amunozo 0.8221 0.1986 -
baseline 0.7032 0.4218 0.2331

Table 2: Results of the development phase.

output layer, while the systems for Tasks
2 and 3 decode the output as Conditional
Random Fields (CRF). Their submitted sys-
tems use the mtl–beto-gn (Agüero-Torales,
López-Herrera, and Vilares, 2023) model for
Task 2 and the mtl-nllb model (NLLB Team
et al., 2022) for Task 3. A post-processing
heuristic is added to ensure the formatting
of the final results.

The University of Helsinki team (Jauhiai-
nen, Jauhiainen, and Lindén, 2023) (user
tsjauhia) participated only on Task 1 ob-
taining the second place, very close to
the winning team (0.0242 F1 points away).
They used a system consisting of their own
HeLI-OTS language identifier (Jauhiainen,
Jauhiainen, and Lindén, 2022) based on
the HeLI method (Jauhiainen, Lindén, and
Jauhiainen, 2016), that includes Guarani. Be-
sides making some internal configurations to
HeLI-OTS, they also added ad hoc rules, such
as a text preprocessing pipline for Guara-
ni and pattern-based logic to detect mixed
Spanish-Guarani words.

The Inclusive Technologies for Margina-
lised Languages (ITML) team (Pugh and
Tyers, 2023) (user pughrob) from Indiana
University obtained the first place on every
task. The authors evaluate a CRF model
trained on text features and several neural
network approaches using pre-trained mul-
tilingual representations, different fine-tuned
BERT and T5 models. The team got the
first position in the competition for the three
tasks, after finding that fine-tuning the multi-
lingual representations with unlabeled mono-
lingual Guarani data is beneficial for all three
tasks, and that multi-task training achieves
the best results for Task 2.

5.3 Results

Table 2 shows the results of the development
phase, while Table 3 shows the final results
of the evaluation phase. We also had an ad-
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User Task 1 Task 2 Task 3

Weighted F1 Labeled F1 Labeled F1

pughrob 0.9381 0.7028 0.3836
tsjauhia 0.9139 - -
amunozo 0.8500 0.4153 0.1939
baseline 0.7325 0.4946 0.2195

Table 3: Results of the evaluation phase.

ditional submission by user pakapro for the
evaluation phase that just tagged every to-
ken as other, hence it is not included in the
tables.

In general, participants got very good re-
sults for Task 1, beating the baseline by a
good margin. The categories where the par-
ticipants got the best performance for Task 1
were gn, es, and other, being the last one a
very easy class to predict, containing mostly
punctuation signs and URLs. Conversely, the
hardest classes to classify were foreign and
mix, which also had the fewest examples. The
mix category is particularly interesting, as it
comprises words that combine Guarani and
Spanish content in some way, for example a
Spanish verb with some adapted Guarani ver-
bal morphology, or a Spanish noun with a
Guarani case marker suffix. There are only
47 examples of mix words in the test corpus,
and three of those were correctly identified by
all three participants: oñepresenta, salud-pe,
and cartista-pe. The first one was in the trai-
ning data, but not the others, so the systems
were able to actually generalize at least to
these simple cases. Of the three participants,
the University of Helsinki team was the only
one that reported including particular rules
for dealing with mix words by analyzing affi-
xes, and they also got the best precision for
this class, although the ITML achieved better
recall.

The performance for Tasks 2 and 3 was
more mixed, with only one team beating the
baselines. Task 3 was particularly hard for
the automatic systems, and it was also hard
for the annotators. That can be seen as the
best performance was only 0.384 for labeled
F1. Although it is not completely compara-
ble, if we consider the annotators obtained
an average F1 of 0.758 for a subsample of 90
texts, we can say that there is still a lot of
room for improvement in this task.

6 Conclusions

In this work, we presented the GUA-SPA sha-
red task for Guarani-Spanish code-switching
analysis at IberLEF 2023, the first task of its
kind that involves an American indigenous
language. The competition consisted of th-
ree tasks: language identification, NER, and
a novel task of detecting the way Spanish is
used in the code-switched context. Three par-
ticipants submitted their predictions for the
evaluation phase, with the ITML team sub-
mission being the one with the best results
across the three tasks. Although performance
for Task 1 was generally good for all partici-
pants, the results obtained for Tasks 2 and 3
were more mixed. In particular Task 3, pre-
dicting if a Spanish span is used as an una-
dapted loan or as part of a code change, was
the most challenging one both for the human
annotators and the participants of the com-
petition. It would be interesting to explore
this task more in the future, trying to bet-
ter specify the two classes and how to deal
with the ambiguous cases. This could also be
explored for other languages as well, as this
phenomenon could be common in any code-
switched context. We would also like to in-
corporate more linguistic varieties of Guarani
to the task, for example the Bolivian variety,
and also include Portuguese as another possi-
ble language for the tokens, since it is another
widely spoken language in South America,
specifically near the areas where Guarani is
spoken. We hope this work contributes to
spark the interest in code-switching analysis
for more American indigenous languages.
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Góngora, S., N. Giossa, and L. Chiruzzo.
2021. Experiments on a guarani corpus
of news and social media. In Proceedings
of the First Workshop on Natural Langua-
ge Processing for Indigenous Languages of
the Americas, pages 153–158.
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Overview of MentalRiskES at IberLEF 2023: Early
Detection of Mental Disorders Risk in Spanish

Resumen de la tarea MentalRiskES en IberLEF 2023:
Detección precoz del riesgo de trastornos mentales en español

Alba Maŕıa Mármol-Romero,1 Adrián Moreno-Muñoz,1 Flor Miriam Plaza-del-Arco,2

M. Dolores Molina-González,1 M. Teresa Mart́ın-Valdivia,1
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Abstract: This paper presents the MentalRiskEs shared task organized at IberLEF
2023, as part of the 39th International Conference of the Spanish Society for Natural
Language Processing (SEPLN 2023). The aim of this task is to promote the early
detection of mental risk disorders in Spanish. We outline three detection tasks: Task
1 on eating disorders, Task 2 on depression, and Task 3 on an undisclosed disorder
during the competition (anxiety) to observe the transfer of knowledge among the
different disorders proposed. Furthermore, we asked participants to submit measure-
ments of carbon emissions for their systems, emphasizing the need for sustainable
NLP practices. In this first edition, 37 teams registered, 18 submitted results, and 16
presented papers. Most teams experimented with Transformers, including features,
data augmentation, and preprocessing techniques.
Keywords: mental disorder risk detection, early detection of anxiety, early detec-
tion of depression, early detection of eating disorders.

Resumen: Este art́ıculo presenta la tarea MentalRiskES en IberLEF 2023, como
parte de la 39ª edición de la Conferencia Internacional de la Sociedad Española para
el Procesamiento del Lenguaje Natural. El objetivo de esta competición es promover
la detección temprana de trastornos mentales en español. Proponemos tres tareas
de detección precoz: Tarea 1 para trastornos alimentarios, Tarea 2 para la depresión
y Tarea 3 para identificar un trastorno que no desvelamos a los participantes (an-
siedad) para observar la transferencia de conocimiento entre los distintos trastornos.
Solicitamos medir emisiones de carbono para un desarrollo de modelos sostenible.
En esta primera edición, 37 equipos se registraron, 18 enviaron predicciones y 16
presentaron art́ıculos. La mayoŕıa experimentó con Transformers, incluyendo carac-
teŕısticas, ampliando datos y técnicas de preprocesamiento.
Palabras clave: detección precoz de trastornos mentales, detección precoz de an-
siedad, detección precoz de depresión, detección precoz de trastornos alimentarios.

1 Introduction

According to a recent report by the World
Health Organisation, there is 1 in every 8
people in the world suffering from a mental
disorder (World Health Organization, 2022).
The COVID-19 pandemic has raised the
prevalence of anxiety and depression to more
than 26% in just one year. Suicide is the
fourth leading cause of death among 15-29
year-olds. The organisation considers that

early identification is a crucial effective in-
tervention to prevent these problems.

Consequently, there is a growing interest
in detecting and identifying mental disorders
in social media streams. This answers a de-
mand from society due to the high increase
in these problems among the population, in
several kinds of mental risks: eating disor-
ders, dysthymia, anxiety, depression, suicidal
ideation, and others.
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In recent years, to analyse textual data
and detect mental health problems such as
depression, anxiety or suicidal ideation from
user-generated content, researchers have in-
creasingly turned to natural language pro-
cessing (NLP) and deep learning. These
computational methods offer promising op-
portunities for automated and scalable ap-
proaches to identifying people at risk or
with mental health problems such as depres-
sion, anxiety or suicidal ideation from user-
generated content. In fact, relevant evalua-
tion campaigns like the Cross-Lingual Eval-
uation Forum (CLEF) have hosted during
the last years the Early-Risk Identification
task (eRisk) (Parapar et al., 2021). Unfortu-
nately, these campaigns have focused mainly
on English, leaving aside other languages, like
Spanish.

MentalRiskEs (Mármol-Romero et al.,
2023) is a novel task on early risk identifi-
cation of mental disorders in Spanish com-
ments from Telegram users organized within
the Iberian Languages Evaluation Forum
(IberLEF 2023) (Jiménez-Zafra, Rangel, and
Montes-y Gómez, 2023). The task must be
resolved as an online problem, that is, the
participants must be able to detect a poten-
tial risk as early as possible in a continu-
ous stream of data. Therefore, the perfor-
mance not only depends on the accuracy of
the systems but also on how fast the problem
is detected. These dynamics are reflected in
the design of the tasks and the metrics used
to evaluate participant approaches. For this
first edition, the disorders considered are eat-
ing disorders (EDs), depression, and an un-
known one which is intended to assess the ro-
bustness of approaches for new disorders not
known a priori.

2 Tasks

In this section, we describe the different tasks
proposed in the competition.

2.1 Task 1. Eating disorders
detection

1.a. Binary classification Detect if the
user suffers from anorexia or bulimia. Labels
are 0 for “control” (negative, the user does
not suffer from ED) and 1 for “suffer” (posi-
tive).

• suffer: EDs are recognized by a per-
sistent pattern of unhealthy eating or

unhealthy dieting. It is an inappropri-
ate eating behaviour and an obsession
with weight control. A user is consid-
ered to be suffering from the disorder
when he/she expresses everyday situa-
tions, desires, or actions related to the
suffering of such pathology.

• control: The user does not present evi-
dence of suffering from the disorder.

1.b. Simple regression Provide a prob-
ability for the user to suffer anorexia or bu-
limia. A value of 0 means 100% negative and
a value of 1 would be 100% positive.

2.2 Task 2. Depression detection

2.a. Binary classification Detect if the
user suffers from depression. Labels are 0 for
“control” (negative, the user does not suffer
from depression) or 1 for “suffer” (positive).

• suffer: A user is considered to be
suffering from depression when he/she
expresses everyday situations, desires,
or actions related to the suffering of
such pathology (persistent sadness, low
mood, and a lack of interest or pleasure
in activities that were previously reward-
ing and pleasurable).

• control The user does not present evi-
dence of suffering from the disorder.

2.b. Simple regression Provide a prob-
ability for the user to suffer depression. A
value of 0 means 100% negative and a value
of 1 would be 100% positive.

2.c. Multiclass classification Decide
one among four different classes:

• suffer+against: A person who suffers
from the disorder and seeks/offers help
or information to get out of the disorder
and overcome it. The person is against
the disorder.

• suffer+in favour: A person who suf-
fers from the disorder and encourages
(seeks/provides information) other users
to go deeper into the disorder. They are
in favour of the disorder.

• suffer+other: A person suffering from
the disorder and is not related to the
above categories.
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• control: A person is considered not
to be suffering from the disorder when
he/she does not show symptoms of suf-
fering from it. They may be specialists
in the subject who are dedicated to help-
ing, people who have suffered from it
in the past or people who bother other
users or talk about a subject other than
the disorder.

2.d. Multi-output regression For each
of the previous classes, the system has to pro-
vide a probability of belonging to that class.
These values, as in task 1.b., are interpreted
as 0 for a 100% confidence of the system not
assigning the user to a class, and 1 for a 100%
probability of assigning the user to a class.
Note that the sum of the four probabilities
must be 1.

2.3 Task 3. Non-defined disorder
detection

This is a binary classification (suffer, control)
in which participants are encouraged to use
the systems developed for subtasks 1.a, 1.b,
2.a, 2.b to identify a different disorder that is
unknown to them but is related to the previ-
ous ones (ED and depression).

3.a. Binary classification Detect if a
user suffers from an unknown disorder. La-
bels will be 0 for “control” or 1 for “suffer”
(positive). Participants can use the systems
developed for subtasks 1.a. and 2.a.

3.b. Simple regression Provide a proba-
bility for the user to suffer from the unknown
disorder. A value of 0 means 100% negative
and a value of 1 would be 100% positive.

For this task, participants can use the sys-
tems developed for subtasks 1.b. and 2.b.

2.4 Evaluation measures

Tasks are evaluated according to how the
task is defined. We evaluate a system ac-
cording to its performance in terms of abso-
lute classification or in terms of early de-
tection effectiveness. Besides, regression
is evaluated on an error basis or on a ranking
basis. Table 1 (Appendix A) summarizes the
metrics computed for each task proposed.

2.4.1 Classification-based evaluation

This form of evaluation revolves around the
binary decisions (binary or multi-class clas-
sification) taken for each user by the partic-
ipating systems. This decision measures if a

user has or does not have a risk of suffering
a mental risk. To measure the tasks 1.a, 2.a,
2.c and 3.a we used classical metrics such as
accuracy, macro-precision, macro-recall and
macro-f1. This takes into account the final
predictions of the system, once they know all
the posts from each subject from the dataset.
In order to rank the systems we chose the
macro-f1 metric.

2.4.2 Latency-based evaluation

We rely on the competition already estab-
lished by eRisk (Parapar et al., 2021) to ex-
tract some metrics that measure the early de-
tection of the positive subject from partici-
pating systems. To measure the tasks 1.a,
2.a, 2.c and 3.a we used early risk evaluation
metrics such as ERDE (Losada and Crestani,
2016) (ERDE5 and ERDE30), latencyTP,
speed and latency-weightedF1 (Sadeque, Xu,
and Bethard, 2018). In order to rank the sys-
tems, due to the short length of the messages
in our dataset, we consider that a larger num-
ber of messages are necessary to consider for
early detection, so we apply the ERDE30
metric.

About the early detection in multi-class
classification (task 2.c.), we consider if a user
is positive or not to measure systems.

2.4.3 Regression-based evaluation

This form of evaluation revolves around the
score decisions (simple regression or multi-
output regression) taken for each user by the
participating systems. This score measures
the level of risk that a user has. To measure
the tasks 1.b, 2.b, 2.d and 3.b we used clas-
sical metrics such as RMSE and Pearson’s
coefficient. This takes into account the final
predictions of the system, once they know all
the posts from each subject from the dataset.
In order to rank the systems, we consider the
RMSE metric. We consider the mean of the
measures calculated for each label in multi-
output regression (task 2.d).

2.4.4 Ranking-based and
multi-output regression
evaluation

To measure the performance of the system
in determining the level of severity of certain
users being at risk of suffering from a mental
disorder in comparison with others, we apply
a ranking-based evaluation. In tasks 1.b, 2.b,
2.d, and 3.b we used the Precision@K, which
is the Precision at top-k (users with the high-
est scores). This measures how many risk
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subjects are present in the top-k recommen-
dations of your system. The possible values
of k are 5, 10, 20, or 30. In order to rank
the systems, we consider the p@30 metric
at round 25. We consider the mean of the
measures calculated for each label in multi-
output regression (task 2.d).

2.4.5 Efficiency metrics

Efficiency metrics are intended to measure
the impact of the system in terms of resources
needed and environmental issues. These met-
rics are not used to rank the system but to
recognize those whose carbon footprint is en-
vironmentally friendly. So, we use metrics
to measure the level of carbon emission pro-
duced for a system while it is predicting.
In Appendix A.1 this section is described in
more detail.

3 Dataset

We have used the messaging platform Tele-
gram1 to collect messages from users suffering
from mental disorders. Prolific2 to search for
annotators and Doccano (Nakayama et al.,
2018) to perform the annotation process.

3.1 Compilation

We used data from some public groups on
the Telegram messaging application. Tele-
gram via the application allows download-
ing messages from public groups. This data
was downloaded in May 2022. Table 2, in
Appendix B, shows the names of the public
groups used.

3.2 Curation

URLs, hashtags, and bold-style text are re-
placed with targets, while messages con-
taining less than three tokens are excluded.
Moreover, emojis are converted into their
corresponding text representations. Addi-
tionally, to anonymize the messages, names,
aliases, and telephone numbers are removed.

Then, we removed subjects whose number
of messages fell below or exceeded specified
limits. For ED, the minimum limit was set
at 10 messages, while the maximum limit was
50. In other cases, the maximum limit was
100. If a subject exceeded these limits, their
messages were truncated to the most recent
50 or 100 messages accordingly. Addition-
ally, we carefully selected a specific number
of users to ensure equal representation.

1https://telegram.org/
2https://www.prolific.co/

3.3 Annotation

We used Prolific and Doccano for annotat-
ing the collected data. Prolific helped us to
recruit annotators and Doccano is an open-
source text annotation tool that allows anno-
tators to do their work.

An annotation guide was developed for
each of the datasets. The annotation guides
provided annotators with examples of each
label, a list of frequently asked questions,
and a graphical outline to facilitate under-
standing. Furthermore, a user manual was
developed to guide the use of Doccano. Once
the annotation guidelines were set up and the
software was configured, the annotation took
approximately four months to complete.

3.4 Agreement

We used Cohen’s kappa (Cohen, 1960) to
measure the level of agreement between the
annotators. We calculated it for each subset
of data we released and took into account the
level of agreement among the 10 annotators.
The final results are in Table 3, Appendix C.

After annotating the corpora, we decided
that it was more coherent to link the respec-
tive classes to the risk of a user suffering from
an ED as there were hardly any subjects for
the “Suffer+other” and “Suffer+against”.

3.5 Dataset statistics

A total of three datasets are presented,
encompassing ED, depression, and anxiety.
The first and the last contain subjects who
can be considered at risk for a disorder
and those who are not, while the depressive
dataset contains control subjects and sub-
jects suffering from the disorder divided into
three categories. Each dataset contains a col-
lection of subjects with a list of messages they
sent to a Telegram group. These subjects
were split into 3 sets: (1) trial: to test the
server, (2) train: to train the systems, and
(3) test: to test the systems. In total, there
are 335, 334, and 150 subjects for ED, de-
pression and anxiety, respectively. The dis-
tribution of subjects in the sets and tasks can
be seen in Table 4, Appendix C.

The train and trial sets were sent to the
participant as a .zip file containing JSON
files. Each JSON contained a history of mes-
sages for a subject with the attributes: (1)
id message, to identify the message; (2) mes-
sage, the text message; and (3) date, the date
and time when the message was sent to the
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group. On the other hand, to test the server
(trial set again) and the test set was sent by
the get request on a server whose response
was a JSON file that contained a collection
of messages from a lot of different subjects in
one specific round. This process is repeated
until all the messages from all the subjects
were sent. The attributes for each JSON
were: (1) id message, to identify the message;
(2) nick, to identify the subject; (3) round, to
identify the round; (4) message, the text mes-
sage; and (5) date, the date and time when
the message was sent to the group.

4 Baselines

To establish a baseline benchmark for the
MentalRiskEs corpus, we performed exper-
iments using three different Transformer-
based models. We experimented with Span-
ish pre-trained models such as RoBERTa
Base and RoBERTa Large, both from the
MarIA project (Fandiño et al., 2022), and
a multilingual pre-trained DeBERTa model
(He et al., 2021). These models have demon-
strated favourable results in Spanish tasks.
In addition, RoBERTa Base,3 RoBERTa
Large4 and mDeBERTa5 are available at the
HuggingFace models’ hub.6

Details about different configurations of
the models and the training process are
shown in Table 5, Appendix D.1. For all ex-
periments, we trained using the training set,
used the trial set for early stopping, and eval-
uated using the test set.

4.1 Binary classification

In the HuggingFace transformer training ar-
guments, the number of labels was set to 2
and the problem type was set to multi-label
classification. Early stopping was set to stop
when the highest value in the macro-averaged
F1 score was reached. The results and the
epochs, in which each model was trained, are
depicted in Table 6, Appendix D.2.

4.2 Simple regression

In the HuggingFace transformer training ar-
guments, the number of labels was set to 1
and the problem type was set to regression.
Early stopping was set to stop when the low-
est value in the RMSE metric was reached.

3PlanTL-GOB-ES/RoBERTa-base-bne
4PlanTL-GOB-ES/RoBERTa-large-bne
5microsoft/mDeBERTa-v3-base
6https://huggingface.co

The results and the number of epochs, in
which each model was trained, are depicted
in Table 7, Appendix D.2.

4.3 Multi-class classification

In the HuggingFace transformer training ar-
guments, the number of labels was set to 4
and the problem type was set to single-label
classification. Early stopping was set to stop
when the highest value in the macro-averaged
F1 score was reached. The results and the
epochs, in which each model was trained, are
depicted in Table 8, Appendix D.2.

4.4 Multi-output regression

In the HuggingFace transformer training ar-
guments, the number of labels was set to
4 and the problem type was set to multi-
label classification. Early stopping was set
to stop when the lowest value in the mean
of the RMSE metric calculated for each class
was reached. The results and the number of
epochs, in which each model was trained, are
depicted in Table 9, Appendix D.2.

5 Participant approaches

A total of 37 teams from 8 countries (Spain,
Ireland, Mexico, Chile, Canada, Colombia,
China, and Argentina) signed up for Mental-
RiskES 2023. Among them, 18 teams sub-
mitted runs for Task 1, 28 for Task 2, and
8 for Task 3. Each team had the chance to
submit a maximum of 3 runs, demonstrat-
ing their expertise and strategies in the chal-
lenge. In the following, we describe the ap-
proaches of the team that participated in the
competition:

• CIMAT-NLP (Garćıa Santiago,
Sánchez-Vega, and López-Monroy,
2023). This team participated in all
tasks using RoBERTuito, a Spanish
transformer model trained on textual
data. They pursued two distinct ap-
proaches. The first approach involved
aggregating messages of a fixed size
into packages. In the second approach,
they introduced data augmentation
techniques during training. For task 3,
they relied on the system developed for
tasks 1 and 2, combining an ensemble
of both models.

• CIMAT-NLP-GTO (Echeverŕıa-
Barú, Sanchez-Vega, and Pastor
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López-Monroy, 2023). This team partic-
ipated in all tasks. They explore both,
a classical approach and a transformer-
based. The former is based in a TF-IDF
representation of the user’s history over
n-grams of characters; the resulting
vectors are passed to a Näıve Bayes
algorithm. The second approach trains,
with different seeds, pretrained versions
of RoBERTuito and the encoding of the
user’s history is varied, taking different
hidden states from the neural network
and combining them before a final
feed-forward network.

• GetitDone (Hu and Zhou, 2023). They
participated in task 2.a. and uses
BERT, pre-trained on a Spanish cor-
pus. For the tokenizer part, they
use the default setting in the pre-
trained model RoBERTuito-sentiment-
analysis (with several heads, attention,
ffn, etc.). In the classification part, they
use a three-class sentiment analysis clas-
sifier. Thus, the sum of neutral and pos-
itive probabilities is considered the non-
depressed probability, and the negative
probability is considered the depressed
probability.

• I2C-UHU (Vázquez Ramos et al.,
2023). They participated in tasks 1.a.,
1.b. and 2.c. This team tested sev-
eral pre-trained models, like BERT, De-
BERTa or RoBERTa-BNE. A strategy
for finding the best hyperparameters is
applied, along with data augmentation
by two-step back-translation (Spanish to
English, English to French and French to
Spanish). The training is performed at
the message level.

• NLP-UNED (Fabregat et al., 2023).
This team participated in all tasks. The
algorithm applied is Approximate Near-
est Neighbours (ANN) over representa-
tions of each message with a Universal
Sentence Encoder (USE). Messages are,
prior to classification, relabeled in order
to improve the separability of resulting
clusters.

• NLPUTB (Martinez et al., 2023). This
team participated in subtasks 2.a. and
2.b. To accomplish this task, their
approach involves data pre-processing,
lexical feature extraction, and phones-

themes embedding which encodes pho-
netic information using the RoBERTuito
model to capture contextual representa-
tions. As classifiers, they leveraged tra-
ditional machine learning classifiers such
as Random Forest, Decision Tree, Naive
Bayes, Logistic Regression, Support Vec-
tor Machine, and k-Nearest Neighbors.

• PLN-CMM (Guerra et al., 2023).
They participated in tasks 1.a., 1.b.,
2.b., and 2.d. They use a classi-
cal approach using lemmatization, stop
word removal, and bigrams or trigrams
weighting with TF-IDF. For task 1.a.,
the used classifiers are Linear SVC, RBF
SVC, KNN, XGB, and MultinomialNB.
For tasks 1.b., 2.b. and 2d the used re-
gressors were SGD, Ridge, Linear, Gra-
dient Boost, and Random Forest. But,
only in task 2.d., do they use trigrams
with TF-IDF.

• SINAI-SELA (González-Silot,
Mart́ınez-Cámara, and Ureña-López,
2023). They participated in subtask
2.a., after a previous analysis they
concluded that all the messages are
needed to identify if there is a mental
disorder and used two transformed-
based language models, in one they used
fine-tuning with LM BETO Emotion
Analysis, and in the other one, they ex-
plored the possibility of adding emotion
knowledge to the model.

• SPIN (Zubiaga and Justo, 2023). They
participated in subtasks 2.a. and 2.b.
For the binary one, all messages are used
to represent the user. A reference text,
like “I’m depressed”, is also encoded.
Cosine distances from the user’s mes-
sages and the reference one are used to
determine the binary decision. For the
multiclass one, when the former binary
approach predicts a positive, a similar
approach is done, but over six different
reference expressions. Cosine similari-
ties are computed and combined with
statistical information over them to gen-
erate a final vector that is fed to a feed-
forward network for final classification.

• TextualTherapist (Fernández-
Hernández et al., 2023). This team
participated in subtask 2.a. The extract
from the user’s history has a lot of
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different features (PoS, readability and
toxicity metrics, emotions, mapping to
psychological survey indicators, deep
encodings, and LIWC vectors, among
others). All those features are com-
bined into a final vector that passes to
classical machine learning algorithms,
like Random Forest, Logistic Regression
or Light Gradient Boosting Machine.
A feature selection process over model
performance is applied.

• UMUTeam (Pan, Garćıa-Dı́az, and
Valencia-Garćıa, 2023). This team par-
ticipated in all subtasks of Task 1 and
Subtask 2.a and 2.b. For the subtasks
involving binary classification, they pro-
posed a fine-tuning approach using both
pre-trained monolingual and multilin-
gual models. Additionally, they ex-
perimented with an ensemble learning
technique. In tackling the regression
problems, they leveraged the classifica-
tion models and incorporated a soft-
max transformation to the output to
obtain the probability of experiencing
distress. Throughout their work, they
explored various Transformer models
such as BETO, ALBETO, DistilBETO,
MarIA and XLM-RoBERTa.

• DepNLP UC3M GURUDASI
(Sánchez-Viloria et al., 2023). This
team participated in all subtasks of
Task 2, using a combination of tra-
ditional machine learning and deep
learning techniques. They processed
and augmented the dataset by grouping
messages per user and combining them
into a single string. To increase training
data and simulate early detection, they
included observations with only half
of the messages. They explored two
approaches: fine-tuning a RoBERTa
model (pre-trained on Spanish texts)
and training a standard machine learn-
ing regressor using sentence embeddings
from user messages as features.

• UNSL (Thompson and Errecalde,
2023). This team participated in
tasks 1.a. and 2.a. Their approach
involved leveraging the Transformer
model BETO and using a decision
policy guided by an early detection
framework’s predefined criteria. One of
their models introduced an expanded

vocabulary comprising crucial words
specific to each task. Furthermore,
they incorporated a decision policy
that considered the model’s prediction
history during user evaluation.

• UPM (Rujas et al., 2023). This team
participated in tasks 1.a. and 1.b. They
carry on a large preprocessing of the
data and topic modeling (BERTopic).
They use a BERT-based model (BETO)
that is fine-tuned and is passed different
types of input which integrate temporal
data (time or date of the message), pre-
processed text messages, and the topic.

• VICOM-nlp (Turón et al., 2023). This
team participated in tasks 1.a. and 2.a.
They relabeled the data at the message
level. A new dataset of sub-streams
is created and labelled using a “confi-
dence” value and then, a BERT-based
model is fine-tuned.

• Xabi IXA (Larrayoz et al., 2023). This
team proposed an approach for text clas-
sification using an encoder to transform
text messages into numerical vectors,
which are then fed into a feed-forward
neural network. Two encoders, Dynamic
Aggregation of Networks (DAN) and
Sentence-BERT (SBERT) are used to
generate input for the FFNN. The train-
ing process involves assigning user-level
labels to posts and applying a weighted
cross-entropy loss function to handle im-
balanced data and prioritize false posi-
tives or false negatives.

6 Results

As mentioned in Section 2.4, tasks are eval-
uated according to how the task is defined.
We evaluate a system according to its perfor-
mance in terms of absolute classification
and in terms of early detection effective-
ness for classification tasks. Besides, regres-
sion tasks are evaluated on an error basis or
on a ranking basis. Section 2.4 provides an
overview of the evaluation metrics used for
each task.

6.1 Task 1

Task 1.a. This task involves a binary clas-
sification setup where teams must detect
if the user suffers from an ED. 10 teams
have participated in this subtask and there
are submitted 22 runs. Participant results
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and the baselines proposed are shown in
Table 10 (absolute classification) and Ta-
ble 11 (early detection). About the first
one, 6 teams have surpassed the baseline
DeBERTa and RoBERTa Large. One of
them, CIMAT-NLP-GTO obtained the high-
est value in all the metrics but the difference
with the top 3 teams (UMUTeam and UNSL)
is very low. Regarding the early detec-
tion, we can observe that CIMAT-NLP-GTO
is again the team with the lowest value of
ERDE30. UNSL, VICOM-nlp and CIMAT-
NLP surpassed the DeBERTa baseline. Sim-
ilarities among the teams include the use
of transformer-based models, with CIMAT-
NLP-GTO, UNSL, UMUTeam and VICOM-
NLP using models like BETO or MarIA.
Some teams also used ensemble approaches to
improve performance. However, there were
differences in their architectures and dataset
preprocessing methods. CIMAT-NLP-GTO
used a combination of Bag-of-Characters
models and Transformers, UNSL extended
the vocabulary of BETO with an augmented
dataset, UMUTeam used MarIA and pysen-
timiento (Pérez, Giudici, and Luque, 2021)
with ensembles, and VICOM-NLP applied
data relabeling at the post level.

Task 1.b. Task 1.b. consists in the deter-
mination of the probability of suffering from
ED, so it was evaluated as a simple regression
problem using the RMSE metric as a refer-
ence measure. Eight teams submitted a total
of 17 different runs. The results of the evalua-
tion for this task are shown in Table 12. None
of the submitted predictions exhibited bet-
ter performance than that of the RoBERTa
Base baseline (0.178) being the closest one
the run 1 by the CIMAT-NLP-GTO team
(0.192). If we look at Pearson’s coefficient,
this baseline achieves an impressive value of
0.906, which makes the model’s predictions
almost match those of humans’ estimations.
The third best value was reported by another
baseline model: RoBERTa Large. CIMAT-
NLP-GTO also holds the fourth-best posi-
tion with its run 2. These runs are based
on an ensemble of 5 transformer-based mod-
els. The second (run 2) applies also a data
augmentation process. Close values are re-
ported by runs submitted by teams CIMAT-
NLP. Ranking-based evaluation is shown in
Table 13. According to the reference met-
ric, P@30 in round 25, the baseline model
RoBERTa Large was the best with a value of

0.900, followed by CIMAT-NLP-GTO’s run 2
(0.867), with the baseline BeBERTa and run
0 of CIMAT-NLP-GTO reporting same P@30
values. This last system is based on charac-
ter n-grams and classical TF-IDF weighting
to feed a Näıve Bayes system. This makes
us think that a special vocabulary is used by
people suffering from this disorder.

6.2 Task 2

Task 2.a. This task involves a binary clas-
sification setup where teams must detect if
the users suffer from depression. 14 teams
have participated in this subtask, submitting
30 runs. Participant results and the base-
lines proposed are shown in Table 14 (abso-
lute classification) and Table 15 (early de-
tection). Regarding the absolute classifica-
tion, the top 6 teams have surpassed the
baseline RoBERTa Large model. In partic-
ular, UMUTeam, UNSL, and TexualThera-
pist achieved the highest Macro-F1 scores in
the task, with a small margin difference be-
tween them (0.737-0.729). The early detec-
tion evaluation appears to be more challeng-
ing, as only SINAI-SELA and UNSL man-
aged to surpass the DeBERTa and RoBERTa
Large baselines in terms of ERDE30 (the offi-
cial ranking metric), achieving values of 0.140
and 0.148 respectively. The RoBERTa Base
baseline ranks in the 10th position, with 23
teams unable to surpass it. UMUTeam and
SINAI-SELA delve into the integration of
emotional features. TextualTherapists also
explores the inclusion of emotion features
alongside PoS, toxicity metrics, and more.
The incorporation of features, particularly
emotions, seems to enhance the detection ca-
pability of the models on this task. UNSL,
using the monolingual BETO, achieves the
best results and uses a decision policy that
takes into account the model’s prediction his-
tory during user evaluation.

Task 2.b. This task approaches depres-
sion detection as a simple regression problem.
Systems must output a probability for the
individual to suffer from depression or not.
Seven participating teams submitted a total
of 16 different runs. The evaluation metrics
on simple regression for these runs along with
those of the proposed baselines are reported
in Table 16. The runs are ordered accord-
ing to their RMSE error. It can be seen that
as for task 1.b., none of the submitted pre-
dictions was able to overcome the RoBERTa
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Base baseline (0.277) being the closest one
the run 1 by the CIMAT-NLP-GTO team
(0.292). If we look at Pearson’s coefficient,
this baseline achieves a remarkable value of
0.770, which makes the model’s predictions
very close to humans’ estimations. CIMAT-
NLP-GTO also holds the third-best position.
These runs are based on an ensemble of 5
transformer-based models. The second (run
2) applies also a data augmentation process.
Compared to a similar task, 1.b., it is clear
that detecting depression is more difficult
than detecting ED. Ranking-based evalua-
tion is shown in Table 17. When looking at
the reference metric, P@30 in round 25, the
best system was that of the run 0 by the PLN-
CMM team, with a superior value of 0.600.
As can be noticed, precisions fall quickly to
very low values, despite a comparable RMSE
value being obtained. This tells us that only
a few systems are able to, within an RMSE
error close to 0.3, produce scores (probabili-
ties) that can be trusted as the probability of
suffering from depression or not.

Task 2.c. This task focuses on a multi-
class classification scenario, where partici-
pants have to detect one among the following
four classes (suffer+against, suffer+in favour,
suffer+other, and control). A total of 5 teams
have participated in this subtask, submitting
10 runs. The performance of participants and
the proposed baselines are shown in Table 18
(absolute classification) and Table 19 (early
detection). In terms of absolute classifica-
tion, this task proves to be quite challenging,
as none of the participants outperformed the
baseline RoBERTa large, which achieved a
Macro-F1 score of 0.360. In fact, the ob-
tained results are notably low when com-
pared to other tasks. NLP-UNED achieved
the second position with a Macro-F1 score
of 0.358 in run 1 and 0.339 in run 0. This
team applied the ANN algorithm over repre-
sentations of each message with USE and re-
labeled the messages in order to improve the
separability of resulting clusters. The base-
line DeBERTa ranked third with a Macro-F1
score of 0.293. PLN-CNN occupied the fifth
position, while four teams fell short of sur-
passing the baseline RoBERTa Base, which
achieved the sixth position. The early detec-
tion evaluation based on the ERDE30 has a
common pattern. None of the participants
exceeds the performance of the baseline De-
BERTa. I2C-UHU achieved the second posi-

tion in the ranking with an ERDE30 score of
0.198, while NLP-UNED takes the 3rd posi-
tion with a score of 0.203. The best team,
I2C-UHU, applied data augmentation with
back-translation and fine-tuned a RoBERTa
base model trained on Spanish texts.

Task 2.d. This task involves a multi-
output regression setup where teams have to
detect a score for each class available. A total
of 2 teams have participated in this subtask,
submitting a total of 4 runs. Participant re-
sults and the baselines proposed are shown in
Table 20 (multi-output regression) and Table
21 (ranking-based). Regarding the regres-
sion, we can observe that neither DepNLP
UC3M GURUDASI nor NLP-CMM teams
have surpassed DeBERTa Baseline. How-
ever, in the ranking table, the first team ob-
tain the highest values surpassing all base-
lines. DepNLP UC3M GURUDASI used a
fine-tuning RoBERTa model and NLP-CMM
used trigrams with TF-IDF and classical ma-
chine learning algorithms.

6.3 Task 3

Task 3.a. This task involves a binary clas-
sification setup where teams must detect if
the users suffer from an unknown disorder.
A total of 4 teams have participated, sub-
mitting 10 runs. Participant results and the
baselines proposed are shown in Table 22 (Bi-
nary classification) and Table 23 (Latency
evaluation). Only the CIMAT-NLP-GTO
team has surpassed the baseline DeBERTa
model achieving the highest Macro-F1 scores
in the task (0.740). NLP-UNED achieved
the 3rd position with a Macro-F1 score of
0.650 in run 1, ahead of the RoBERTa
Large baseline. Between this Baseline and
the 8th position of RoBERTa Base Baseline,
three teams (CIMAT-NLP, NLP-UNED and
CIMAT-NLP-GTP) achieved 0.614, 0.595
and 0.593 Macro-F1 score, respectively. The
early detection evaluation appears to be more
challenging, as none team managed to sur-
pass the DeBERTa and RoBERTa Large
baselines in terms of ERDE30 (the offi-
cial ranking metric), and only the CIMAT-
NLP-GTO team outperformed the Baseline
RoBERTa Base by achieving a value of 0.188.
The RoBERTa Base baseline ranks in the 4th

position, with 3 teams unable to surpass it.
The best team, CIMAT-NLP-GTO, imple-
ments an ensemble of 10 transformer-based
models. The first five models applied data
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augmentation and the second set of five mod-
els applied only the training set of Task 2.

Task 3.b. This task provides a probability
for the user to suffer from the unknown disor-
der. A total of 4 teams have participated in
this subtask, submitting 10 runs. Participant
results and the baselines proposed are shown
in Table 24 (Simple regression) and Table 25
(Ranking-based). In terms of simple regres-
sion, this task proves to be quite challeng-
ing, as none of the participants outperformed
the baselines RoBERTa Base and DeBERTa.
Between these Baselines, CIMAT-NLP-GTO
and CIMAT-NLP have achieved 0.329 and
0.332 in terms of RMSE. In terms of simple
regression based on P@30, the same as in the
previous task, none of the participants out-
performed the same baselines. The 3rd po-
sition is for CIMAT-NLP-GTO team achiev-
ing a 0.667. The next team is UPM with
0.633 and the last rank is BaseLine RoBERTa
Large. For the ranking-based evaluation, the
best team, CIMAT-NLP-GTO, implements
the same model explained in task 3.a. In the
simple regression evaluation, the same team
in run 1, used an ensemble of 5 transformer-
based models being each model trained with
the training set of Task 2.

7 Discussion

Most of the approaches considered sampling
at the subject level (thus, concatenating mes-
sages in the user’s history). Few of them
were sampled at message level (like VICOM-
nlp or UMUTeam), with performing results.
Ten of the participants opted for fine-tuning
pre-trained models like BETO or RoBERTu-
ito. This last one seems to be a very good
choice when dealing with mental disorder de-
tection. Such approaches were among the
top-ranked ones. Two teams (NLP-UNED
and Xabi IXA) explored the use of sen-
tence encoders, but the results show that this
kind of Transformers has room for improve-
ment. The results obtained by TextualTher-
apists demonstrate that intensive feature-
engineered methods come closer to end-to-
end solutions, at least in depression detec-
tion. In this sense, four teams applied classi-
cal machine learning algorithms in their ap-
proaches (like Random Forest, Näıve Bayes,
or Support Vector Machines, among others).

It can be drawn from the results that there
is no one-fits-all solution. The different ap-
proaches and attempts overcome by partic-

ipating teams perform differently depending
on the target disorder. Eating disorders seem
to hold their own terminology, so word-based
and character-based vectors resulted in very
performing systems. Compared to depres-
sion, that disorder was found easier to predict
by different approaches.

All submissions were accompanied by ef-
ficiency measurements. Although the analy-
sis of those metrics has not been included in
this report, we must highlight that the sys-
tem showing the best balance between effi-
ciency and performance was by UMUTeam,
with a very low carbon footprint and com-
petitive performance results.

8 Conclusions

This new task at the IberLEF forum has
had a significant response from the scientific
community, with 16 teams participating from
all around the world, despite the complexity
of the submission system and the participa-
tion requirements. The variety of the disor-
ders considered and the profusion of evalu-
ation approaches have leveraged the knowl-
edge of automatic detection of mental disor-
ders in social networks in the Spanish lan-
guage. Although deep-learning models are
the preferred ones, there is still room for al-
ternative and classical solutions with compet-
itive performances. Preprocessing the data
are among the most challenging tasks, as
early detection in a stream of messages poses
new and creative solutions to define what is
a sample (a single post? a window of mes-
sages? the full history of the user?) and how
it is labelled. We plan to organize future edi-
tions of this lab, as automatic detection of
mental disorders seems a promising applica-
tion of natural language technologies and has
a significant impact on society.
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J. L. Palao, J. S. Ocampo, C. P. Car-
rino, C. A. Oller, C. R. Penagos, A. G.
Agirre, and M. Villegas. 2022. MarIA:
Spanish Language Models. Procesamiento
del Lenguaje Natural, 68.

Fernández-Hernández, A., R. Moreno-
Sánchez, J. Viosca-Ros, R. Enrique-
Guillén, N. P. Cruz-Dı́az, and S. M.
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Jiménez-Zafra, S. M., F. Rangel, and
M. Montes-y Gómez. 2023. Overview
of IberLEF 2023: Natural Language Pro-
cessing Challenges for Spanish and other
Iberian Languages. In Proceedings of
the Iberian Languages Evaluation Forum
(IberLEF 2023), co-located with the 39th
Conference of the Spanish Society for Nat-
ural Language Processing (SEPLN 2023),
CEUR-WS.org.

Larrayoz, X., N. Lebeña, A. Casillas, and
P. Alicia. 2023. Eating disorders detec-
tion by means of deep learning. In Iber-
LEF (Working Notes). CEUR Workshop
Proceedings.

Losada, D. and F. Crestani. 2016. A test
collection for research on depression and
language use. volume 9822, pages 28–39,
09.

Martinez, E., J. Cuadrado, D. Peña,
J. C. Martinez-Santos, and E. Puertas.
2023. Automated Depression Detection in
Text Data: Leveraging Lexical Features,
phonesthemes Embedding, and RoBERTa
Transformer Model. In IberLEF (Working
Notes). CEUR Workshop Proceedings.
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A Evaluation metrics

Table 1 showed the evaluation perspective for
each task (each task needs a different way to
be evaluated due to the nature of the deci-
sions requested) and the metrics used to eval-
uate them. The reference metric (for submis-
sion ranking) for that evaluation is in bold.

A.1 Efficiency metrics

We want to recognize those systems that are
able to perform the task with minimal de-
mand for resources. This will allow us to,
for instance, identify those technologies that
could run on a mobile device or a personal
computer, along with those with the lowest
carbon footprint. To this end, each final pre-
diction calculated contain the following in-
formation: (a) minimum, maximum, mean
and variance of time to make a prediction,
(b) minimum, maximum, mean and variance
of CO2 emissions generated when making a
prediction, (c) minimum, maximum, mean
and variance of energy per CPU or/and GPU
(kW) used when making a prediction, (d)
minimum, maximum, mean and variance of
energy used per RAM (kW) when making a
prediction, (e) minimum, maximum, mean
and variance of sum of CPU energy, GPU
energy and RAM energy (kW) consumed, (f)
number of CPU or/and GPU used and their
models and the total ram size needed.

Participants used the CodeCarbon pack-
age7 which enables them to track emissions,
measured as kilograms of CO2-equivalents
(CO2eq) in order to estimate the carbon foot-
print of their systems predictions.

B Telegram groups

Table 2 show the titles or names and group-
snames or usernames from a group which we
used to extract the messages to create the
dataset. It is important to consider that

7https://mlco2.github.io/codecarbon/index.html
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Subtasks Evaluation
perspective

Metrics

1.a., 2.a.,
3.a.

Absolute
binary classifi-
cation

Accuracy,
Macro-P,
Macro-R
Macro-F1

1.a., 2.a.,
3.a.

Early detec-
tion in binary
classification

ERDE5,
ERDE30,
latencyTP,
speed,
latency-
weightedF1

1.b., 2.b.,
3.b.

Simple regres-
sion

RMSE,
Pearson’s
coefficient

1.b., 2.b.,
3.b.

Ranking on
simple regres-
sion

P@5, P@10,
P@20, P@30

2.c. Absolute
multi-class
classification

Accuracy,
Macro-P,
Macro-R
Macro-F1

2.c. Early de-
tection in
multi-class
classification

ERDE5,
ERDE30,
latencyTP,
speed,
latency-
weightedF1

2.d. Multi-output
regression

RMSE,
Pearson’s
coefficient
(both for
each class),
RMSE
mean,
Pearson’s
coefficient
mean

2.d. Ranking on
multi-output
regression

P@5, P@10,
P@20, P@30

Table 1: Metrics used in the evaluation of
submissions to MentalRiskEs subtasks.

messages’ dates could be very different in
the ED dataset for different subjects due to
we needed more than one group to create
it. Some messages or groups may have been
deleted.

C Corpus

This section describes the number of subjects
and messages existing in each set (trial, train,
and test) and the tasks proposed. Table 4

show a summary of the subjects’ distribution
and messages’ distribution in each set and
task. Moreover, Table 3 shows the Cohen’s
kappa scores for each dataset.

Dataset 4 labels 2 labels
ED 0.185 0.249
Depression 0.316 0.521
Anxiety - 0.449

Table 3: Cohen’s kappa scores for each
dataset and with a binary classification or
multi-class classification.

D Baselines

This appendix presents the parameters estab-
lished in the baseline experiments as well as
the most relevant results in the tasks pro-
posed.

D.1 Baseline hyper-parameters

The experiments with Transformer used de-
fault hyper-parameters, however, we apply
a fine-tuning that is specified in Table 5
and added a TrainerCallback to handle early
stopping. All the training and evalua-
tion experiments were performed on a node
equipped with 2 NVIDIA V100 servers. In
these GPUs, each Volta V100 has a memory
of 32GB, and the number of cores it provides
is 5,120 CuDA FP32 cores and 640 Tensor
cores.

The epoch from each experiment is estab-
lished in the next subsection because it was
determined by the early stopping callback in
the training phase.

Hyperparameters Value
Learning Rate 5e-5
Weight Decay 0
Batch size 8
Seed 42
Max length 512

Table 5: Baselines training details.

D.2 Baselines experiments

In Table 6 are the epochs used in each task
about binary classification (Task 1.a., Task
2.a. and Task 3.a.) and each model next
to the final macro-f1 score (rank metric) ob-
tained in the test phase. Table 7 is the
same information but about simple regres-
sion tasks (Task 1.b., Task 2.b. and Task
3.b.) with the RMSE metric. In Table 8 and
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Mental disorder Group name Telegram group

ED

The voice filtro anaymiarex
Anorexia y bulimia e12345gk
Anorexic boy anorexicovivir
Musculación Ibérica gimnasio
Grupo de Apoyo para Bajar de Peso grupodeapoyoparabajardepeso
Comida Sana comida sana
Chat free Comer Sano y Saludable comersanok
Bajar de peso sanamente baja de peso sanamente

Depression Superando la depresión incomprendidos
Anxiety Aprendiendo a vivir con la ansiedad enluchaconstante

Table 2: Telegram groups used to create the corpus.

ED Depression Anxiety
Subjs. Msgs. Subjs. Msgs. Subjs. Msgs.

Trial

suffer+favour
5 161

2 35

-
suffer+against 2 136
suffer+other 2 126
control 5 228 4 327
Total 10 389 10 624

Train

suffer+favour
74 2,532

44 1,524

-
suffer+against 44 1,457
suffer+other 6 132
control 101 3,399 81 3,135
Total 175 5,931 175 6,248

Test

suffer+favour
64 1,220

32 1,154
93 3,298suffer+against 31 1,042

suffer+other 5 143
control 86 2,959 81 2825 57 2,222
Total 150 4,179 149 5,164 150 5,520

Table 4: Number of subjects and messages’ distribution by label and by set.

Table 9 are the epochs used in multi-class
classification tasks and multi-output regres-
sion tasks, task 2.c. and task 2.d. respec-
tively. The first is rank by macro-f1 metric
and the last one is rank by the mean of the
RMSE values calculated before for each class
(“suffer+in favour”, “suffer+against”, “suf-
fer+other” and “control”).

Task Model Epoch Macro-F1

Task 1
DeBERTa 2 0.813
RoBERTa Large 4 0.813
RoBERTa Base 3 0.694

Task 2
DeBERTa 2 0.642
RoBERTa Large 4 0.690
RoBERTa Base 3 0.605

Task 3
DeBERTa 5 0.693
RoBERTa Large 3 0.630
RoBERTa Base 3 0.553

Table 6: Results for binary classification.

Task Model Epoch RMSE

Task 1
DeBERTa 6 0.231
RoBERTa Large 7 0.196
RoBERTa Base 8 0.178

Task 2
DeBERTa 4 0.339
RoBERTa Large 6 0.390
RoBERTa Base 5 0.277

Task 3
DeBERTa 4 0.323
RoBERTa Large 9 0.374
RoBERTa Base 3 0.308

Table 7: Results for simple regression.

Task Model Epoch Macro-F1

Task 2
DeBERTa 11 0.293
RoBERTa Large 5 0.360
RoBERTa Base 8 0.274

Table 8: Results for Multi-class classification.
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Task Model Epoch RMSE mean

Task 2
DeBERTa 6 0.232
RoBERTa Large 7 0.437
RoBERTa Base 3 0.410

Table 9: Results for multi-output regression.

E Participant Results
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Rank Team Run Accuracy Macro-P Macro-R Macro-F1

1 CIMAT-NLP-GTO 0 0.967 0.964 0.969 0.966
2 UMUTeam 0 0.920 0.922 0.914 0.918
3 UNSL 1 0.913 0.912 0.920 0.913
4 UMUTeam 1 0.907 0.908 0.901 0.904
5 VICOM-nlp 2 0.880 0.878 0.885 0.879
6 VICOM-nlp 1 0.860 0.860 0.868 0.859
7 VICOM-nlp 0 0.853 0.850 0.850 0.850
8 CIMAT-NLP-GTO 1 0.847 0.868 0.866 0.847
9 PLN-CMM 0 0.827 0.856 0.849 0.827
10 CIMAT-NLP 1 0.820 0.836 0.837 0.820
11 BaseLine - DeBERTa 0 0.813 0.842 0.835 0.813
12 BaseLine - RoBERTa Large 1 0.813 0.823 0.827 0.813
13 CIMAT-NLP 0 0.807 0.844 0.831 0.806
14 NLP-UNED 0 0.760 0.792 0.783 0.760
15 UNSL 0 0.753 0.817 0.785 0.751
16 NLP-UNED 1 0.760 0.760 0.745 0.749
17 Xabi IXA 1 0.733 0.746 0.747 0.733
18 CIMAT-NLP-GTO 2 0.720 0.802 0.756 0.715
19 Xabi IXA 2 0.740 0.773 0.707 0.709
20 BaseLine - RoBERTa Base 2 0.700 0.783 0.736 0.694
21 Xabi IXA 0 0.693 0.688 0.691 0.689
22 I2C-UHU 0 0.653 0.762 0.696 0.641
23 UPM 0 0.453 0.719 0.523 0.349
24 UPM 1 0.453 0.719 0.523 0.349
25 UPM 2 0.453 0.719 0.523 0.349

Table 10: Binary Classification evaluation in Task 1.a. Ranking metric: Macro-F1.

Rank Team Run ERDE5 ERDE30 latencyTP speed latency-weightedF1

1 CIMAT-NLP-GTO 0 0.334 0.018 6 0.898 0.863
2 UNSL 1 0.433 0.045 8 0.857 0.776
3 CIMAT-NLP-GTO 1 0.379 0.065 6 0.898 0.761
4 VICOM-nlp 2 0.169 0.070 3 0.959 0.832
5 PLN-CMM 0 0.498 0.074 10 0.817 0.679
6 CIMAT-NLP 0 0.306 0.082 5 0.918 0.748
7 BaseLine - DeBERTa 0 0.310 0.083 5 0.918 0.751
8 VICOM-nlp 1 0.223 0.085 3 0.959 0.814
9 CIMAT-NLP 1 0.370 0.088 5 0.918 0.752
10 BaseLine - RoBERTa Large 1 0.163 0.099 2 0.979 0.792
11 UNSL 0 0.502 0.105 8 0.867 0.673
12 VICOM-nlp 0 0.226 0.111 3 0.959 0.794
13 UMUTeam 0 0.438 0.113 19 0.646 0.584
14 UMUTeam 1 0.441 0.116 19 0.646 0.573
15 NLP-UNED 0 0.268 0.118 3 0.959 0.738
16 CIMAT-NLP-GTO 2 0.435 0.119 6 0.898 0.676
17 BaseLine - RoBERTa Base 2 0.186 0.132 2 0.979 0.722
18 Xabi IXA 1 0.305 0.152 4 0.938 0.685
19 I2C-UHU 0 0.236 0.152 3 0.959 0.679
20 NLP-UNED 1 0.303 0.196 3 0.959 0.666
21 Xabi IXA 0 0.348 0.211 4 0.938 0.611
22 UPM 0 0.282 0.233 2 0.979 0.597
23 UPM 1 0.282 0.233 2 0.979 0.597
24 UPM 2 0.282 0.233 2 0.979 0.597
25 Xabi IXA 2 0.325 0.237 3 0.959 0.589

Table 11: Latency evaluation in Task 1.a. Ranking metric: ERDE30.
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Rank Team Run RMSE Pearson coefficient

1 BaseLine - RoBERTa Base 2 0.178 0.906
2 CIMAT-NLP-GTO 1 0.192 0.885
3 BaseLine - RoBERTa Large 1 0.196 0.890
4 CIMAT-NLP-GTO 2 0.200 0.864
5 CIMAT-NLP 1 0.229 0.810
6 BaseLine - DeBERTa 0 0.231 0.868
7 I2C-UHU 0 0.240 0.827
8 PLN-CMM 0 0.244 0.773
9 UMUTeam 1 0.255 0.811
10 UMUTeam 0 0.257 0.825
11 CIMAT-NLP 0 0.274 0.823
12 UPM 0 0.324 0.586
13 UPM 1 0.324 0.586
14 UPM 2 0.324 0.586
15 CIMAT-NLP-GTO 0 0.348 0.906
16 NLP-UNED 0 0.357 0.599
17 Xabi IXA 1 0.383 0.326
18 Xabi IXA 0 0.384 0.298
19 NLP-UNED 1 0.454 0.551
20 Xabi IXA 2 0.503 0.352

Table 12: Simple Regression evaluation in Task 1.b. Ranking metric: RMSE.

Rank Team Run p@5 p@10 p@20 p@30

1 BaseLine - RoBERTa Large 1 0.800 0.800 0.900 0.900
2 CIMAT-NLP-GTO 0 1.000 0.900 0.900 0.867
3 BaseLine - DeBERTa 0 0.800 0.900 0.850 0.867
4 CIMAT-NLP-GTO 2 0.400 0.700 0.850 0.867
5 CIMAT-NLP 1 1.000 0.900 0.900 0.800
6 BaseLine - RoBERTa Base 2 1.000 0.800 0.850 0.800
7 CIMAT-NLP 0 0.600 0.600 0.700 0.767
8 PLN-CMM 0 0.600 0.700 0.800 0.733
9 NLP-UNED 1 0.600 0.500 0.700 0.700
10 NLP-UNED 0 0.800 0.600 0.650 0.700
11 UPM 0 1.000 0.800 0.750 0.700
12 UPM 1 1.000 0.800 0.750 0.700
13 UPM 2 1.000 0.800 0.750 0.700
14 UMUTeam 0 0.600 0.700 0.650 0.700
15 I2C-UHU 0 1.000 0.700 0.750 0.700
16 CIMAT-NLP-GTO 1 0.600 0.500 0.550 0.633
17 UMUTeam 1 1.000 0.700 0.650 0.600
18 Xabi IXA 2 0.600 0.600 0.700 0.533
19 Xabi IXA 1 0.400 0.700 0.650 0.533
20 Xabi IXA 0 0.600 0.600 0.600 0.467

Table 13: Ranking-based evaluation in Task 1.b at round 25. Ranking metric: p@30.
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Rank Team Run Accuracy Macro-P Macro-R Macro-F1

1 UMUTeam 0 0.738 0.756 0.749 0.737
2 UNSL 1 0.738 0.791 0.756 0.733
3 UNSL 0 0.732 0.752 0.742 0.731
4 TextualTherapists 1 0.732 0.766 0.746 0.729
5 SINAI-SELA 0 0.725 0.775 0.742 0.720
6 UMUTeam 1 0.705 0.714 0.712 0.705
7 BaseLine - RoBERTa Large 1 0.698 0.759 0.718 0.690
8 SINAI-SELA 1 0.685 0.751 0.705 0.675
9 TextualTherapists 0 0.664 0.740 0.687 0.651
10 NLP-UNED 1 0.651 0.674 0.664 0.648
11 CIMAT-NLP 1 0.658 0.726 0.679 0.645
12 BaseLine - DeBERTa 0 0.664 0.788 0.691 0.642
13 CIMAT-NLP-GTO 0 0.651 0.732 0.674 0.635
14 VICOM-nlp 2 0.651 0.754 0.677 0.631
15 CIMAT-NLP-GTO 1 0.638 0.714 0.661 0.621
16 NLP-UNED 0 0.624 0.662 0.641 0.617
17 VICOM-nlp 1 0.638 0.735 0.663 0.616
18 GetitDone 0 0.611 0.628 0.622 0.609
19 BaseLine - RoBERTa Base 2 0.631 0.744 0.658 0.605
20 CIMAT-NLP-GTO 2 0.624 0.715 0.650 0.602
21 Ana Laura Lezama Sánchez 0 0.577 0.576 0.577 0.576
22 VICOM-nlp 0 0.591 0.693 0.619 0.559
23 NLPUTB 0 0.604 0.619 0.579 0.554
24 NLPUTB 1 0.604 0.619 0.579 0.554
25 NLPUTB 2 0.604 0.619 0.579 0.554
26 TextualTherapists 2 0.577 0.698 0.608 0.537
27 PLN-CMM 0 0.517 0.697 0.554 0.434
28 DepNLP UC3M GURUDASI 0 0.483 0.734 0.525 0.366
29 DepNLP UC3M GURUDASI 1 0.483 0.734 0.525 0.366
30 DepNLP UC3M GURUDASI 2 0.483 0.734 0.525 0.366
31 SPIN 1 0.470 0.731 0.512 0.340
32 CIMAT-NLP 0 0.463 0.563 0.505 0.337
33 SPIN 0 0.463 0.730 0.506 0.327

Table 14: Binary classification evaluation in Task 2.a. Ranking metric: Macro-F1.
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Rank Team Run ERDE5 ERDE30 latencyTP speed latency-weightedF1

1 SINAI-SELA 0 0.395 0.140 4.000 0.951 0.720
2 UNSL 1 0.567 0.148 14.000 0.791 0.609
3 BaseLine - DeBERTa 0 0.303 0.153 2.000 0.984 0.719
4 BaseLine - RoBERTa Large 1 0.290 0.159 4.000 0.951 0.704
5 SINAI-SELA 1 0.389 0.159 4.000 0.951 0.696
6 TextualTherapists 1 0.421 0.161 7.000 0.903 0.682
7 TextualTherapists 0 0.342 0.168 3.000 0.967 0.696
8 VICOM-nlp 2 0.275 0.173 2.000 0.984 0.706
9 CIMAT-NLP-GTO 0 0.423 0.175 5.000 0.935 0.665
10 BaseLine - RoBERTa Base 2 0.342 0.176 4.000 0.951 0.671
11 VICOM-nlp 1 0.281 0.183 2.000 0.984 0.695
12 CIMAT-NLP 1 0.290 0.187 3.000 0.967 0.689
13 CIMAT-NLP-GTO 1 0.412 0.187 4.000 0.951 0.666
14 UNSL 0 0.551 0.188 14.000 0.791 0.591
15 CIMAT-NLP-GTO 2 0.414 0.199 4.000 0.951 0.662
16 VICOM-nlp 0 0.289 0.201 2.000 0.984 0.666
17 TextualTherapists 2 0.330 0.205 2.000 0.984 0.663
18 NLP-UNED 1 0.411 0.207 6.000 0.919 0.624
19 NLP-UNED 0 0.404 0.212 5.000 0.935 0.627
20 PLN-CMM 0 0.286 0.224 2.000 0.984 0.640
21 DepNLP UC3M GURUDASI 0 0.349 0.236 3.000 0.967 0.618
22 DepNLP UC3M GURUDASI 1 0.349 0.236 3.000 0.967 0.618
23 DepNLP UC3M GURUDASI 2 0.349 0.236 3.000 0.967 0.618
24 GetitDone 0 0.302 0.240 2.000 0.984 0.627
25 SPIN 1 0.402 0.242 3.000 0.967 0.612
26 SPIN 0 0.431 0.245 3.000 0.967 0.609
27 CIMAT-NLP 0 0.315 0.249 2.000 0.984 0.616
28 NLPUTB 0 0.362 0.356 2.000 0.984 0.397
29 NLPUTB 1 0.362 0.356 2.000 0.984 0.397
30 NLPUTB 2 0.362 0.356 2.000 0.984 0.397
31 UMUTeam 0 0.548 0.358 30.000 0.560 0.421
32 UMUTeam 1 0.548 0.371 30.000 0.560 0.398
33 Ana Laura Lezama Sánchez 0 0.561 0.561 101.000 0.074 0.041

Table 15: Latency evaluation in Task 2.a. Ranking metric: ERDE30.

Rank Team Run RMSE Pearson coefficient

1 BaseLine - RoBERTa Base 2 0.277 0.770
2 CIMAT-NLP-GTO 1 0.292 0.645
3 CIMAT-NLP-GTO 2 0.294 0.630
4 PLN-CMM 0 0.309 0.642
5 UMUTeam 1 0.325 0.522
6 UMUTeam 0 0.333 0.484
7 CIMAT-NLP 1 0.335 0.661
8 BaseLine - DeBERTa 0 0.339 0.683
9 CIMAT-NLP-GTO 0 0.367 0.632
10 NLPUTB 0 0.381 0.318
11 NLPUTB 1 0.381 0.318
12 NLPUTB 2 0.381 0.318
13 BaseLine - RoBERTa Large 1 0.390 0.503
14 NLP-UNED 0 0.401 0.317
15 DepNLP UC3M GURUDASI 0 0.405 0.196
16 DepNLP UC3M GURUDASI 1 0.405 0.196
17 DepNLP UC3M GURUDASI 2 0.405 0.196
18 NLP-UNED 1 0.406 0.358
19 CIMAT-NLP 0 0.540 0.054

Table 16: Simple Regression evaluation in Task 2.b. Ranking metric: RMSE.
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Rank Team Run p@5 p@10 p@20 p@30

1 PLN-CMM 0 0.800 0.800 0.700 0.600
2 BaseLine - RoBERTa Large 1 0.400 0.500 0.550 0.567
3 CIMAT-NLP-GTO 0 0.600 0.600 0.500 0.567
4 BaseLine - DeBERTa 0 0.800 0.600 0.550 0.567
5 CIMAT-NLP-GTO 1 0.600 0.500 0.550 0.567
6 BaseLine - RoBERTa Base 2 0.600 0.800 0.700 0.567
7 CIMAT-NLP 1 0.600 0.600 0.550 0.533
8 CIMAT-NLP-GTO 2 0.600 0.400 0.450 0.533
9 NLP-UNED 1 0.200 0.400 0.350 0.367
10 UMUTeam 1 0.400 0.500 0.350 0.333
11 CIMAT-NLP 0 0.000 0.000 0.250 0.300
12 UMUTeam 0 0.400 0.200 0.350 0.300
13 DepNLP UC3M GURUDASI 0 0.400 0.300 0.350 0.267
14 DepNLP UC3M GURUDASI 1 0.400 0.300 0.350 0.267
15 DepNLP UC3M GURUDASI 2 0.400 0.300 0.350 0.267
16 NLP-UNED 0 0.200 0.400 0.350 0.267
17 NLPUTB 0 0.000 0.000 0.000 0.000
18 NLPUTB 1 0.000 0.000 0.000 0.000
19 NLPUTB 2 0.000 0.000 0.000 0.000

Table 17: Ranking-based evaluation in Task 2.b at rank 25. Ranking metric: p@30.

Rank Team Run Accuracy Macro-P Macro-R Macro-F1

1 BaseLine - RoBERTa Large 1 0.483 0.389 0.378 0.360
2 NLP-UNED 1 0.490 0.366 0.389 0.358
3 NLP-UNED 0 0.450 0.362 0.375 0.339
4 BaseLine - DeBERTa 0 0.456 0.395 0.344 0.293
5 PLN-CMM 0 0.383 0.329 0.327 0.288
6 BaseLine - RoBERTa Base 2 0.356 0.380 0.335 0.274
7 I2C-UHU 0 0.315 0.307 0.253 0.232
8 DepNLP UC3M GURUDASI 0 0.322 0.362 0.315 0.227
9 DepNLP UC3M GURUDASI 1 0.322 0.362 0.315 0.227
10 DepNLP UC3M GURUDASI 2 0.322 0.362 0.315 0.227
11 SPIN 1 0.262 0.412 0.343 0.219
12 SPIN 0 0.255 0.384 0.297 0.190
13 SPIN 2 0.248 0.434 0.292 0.161

Table 18: Multiclass classification evaluation in Task 2.c. Ranking metric: Macro-F1.

Rank Team Run ERDE5 ERDE30 latencyTP speed latency-weightedF1

1 BaseLine - DeBERTa 0 0.330 0.190 2.000 0.984 0.695
2 I2C-UHU 0 0.272 0.198 2.000 0.984 0.670
3 NLP-UNED 1 0.412 0.203 5.000 0.935 0.638
4 BaseLine - RoBERTa Base 2 0.307 0.206 2.000 0.984 0.659
5 NLP-UNED 0 0.408 0.211 5.000 0.935 0.627
6 DepNLP UC3M GURUDASI 0 0.383 0.228 3.000 0.967 0.632
7 DepNLP UC3M GURUDASI 1 0.383 0.228 3.000 0.967 0.632
8 DepNLP UC3M GURUDASI 2 0.383 0.228 3.000 0.967 0.632
9 BaseLine - RoBERTa Large 1 0.283 0.232 2.000 0.984 0.652
10 PLN-CMM 0 0.348 0.232 2.000 0.984 0.645
11 SPIN 1 0.402 0.242 3.000 0.967 0.612
12 SPIN 0 0.431 0.245 3.000 0.967 0.609
13 SPIN 2 0.431 0.245 3.000 0.967 0.609

Table 19: Latency evaluation in Task 2.c. Ranking metric: ERDE30.

Rank Team Run RMSE mean RMSE sf RMSE sa RMSE so RMSE c Pearson mean Pearson sf Pearson sa Pearson so Pearson c

1 BaseLine - DeBERTa 0 0.232 0.246 0.250 0.125 0.306 0.484 0.661 0.295 0.260 0.721
2 DepNLP UC3M GURUDASI 0 0.250 0.272 0.228 0.129 0.371 0.131 0.207 0.018 0.057 0.240
3 DepNLP UC3M GURUDASI 1 0.250 0.272 0.228 0.129 0.371 0.131 0.207 0.018 0.057 0.240
4 DepNLP UC3M GURUDASI 2 0.250 0.272 0.228 0.129 0.371 0.131 0.207 0.018 0.057 0.240
5 PLN-CMM 0 0.349 0.328 0.210 0.391 0.469 -0.052 0.051 0.394 -0.153 -0.498
6 BaseLine - RoBERTa Base 2 0.410 0.547 0.272 0.235 0.585 -0.145 -0.496 0.355 0.185 -0.624
7 BaseLine - RoBERTa Large 1 0.437 0.682 0.312 0.158 0.598 -0.209 -0.678 0.890 0.059 -0.306

Table 20: Multi-output Regression evaluation for Task 2.d. Metric ranking: RMSE mean.
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Rank Team Run p@5 p@10 p@20 p@30 p@5

1 DepNLP UC3M GURUDASI 0 0.350 0.400 0.375 0.350 0.400
2 DepNLP UC3M GURUDASI 1 0.350 0.400 0.375 0.350 0.400
3 DepNLP UC3M GURUDASI 2 0.350 0.400 0.375 0.350 0.400
4 BaseLine - RoBERTa Large 1 0.350 0.275 0.263 0.275 0.350
5 BaseLine - DeBERTa 0 0.250 0.300 0.338 0.350 0.250
6 BaseLine - RoBERTa Base 2 0.300 0.300 0.225 0.192 0.250
7 PLN-CMM 0 0.250 0.200 0.200 0.175 0.200

Table 21: Ranking-based evaluation for Task 2.d at round 25. Ranking metric: p@30.

Rank Team Run Accuracy Macro-P Macro-R Macro-F1

1 CIMAT-NLP-GTO 2 0.773 0.780 0.729 0.740
2 BaseLine - DeBERTa 0 0.760 0.840 0.688 0.693
3 NLP-UNED 1 0.680 0.657 0.647 0.650
4 BaseLine - RoBERTa Large 1 0.720 0.795 0.638 0.630
5 CIMAT-NLP 0 0.673 0.654 0.614 0.614
6 NLP-UNED 0 0.640 0.609 0.594 0.595
7 CIMAT-NLP-GTO 0 0.633 0.602 0.592 0.593
8 BaseLine - RoBERTa Base 2 0.680 0.755 0.586 0.553
9 CIMAT-NLP-GTO 1 0.653 0.671 0.557 0.516
10 CIMAT-NLP 1 0.627 0.600 0.519 0.444
11 UPM 0 0.627 0.812 0.509 0.402
12 UPM 1 0.627 0.812 0.509 0.402
13 UPM 2 0.627 0.812 0.509 0.402

Table 22: Binary classification evaluation for Task 3.a.

Rank Team Run ERDE5 ERDE30 latencyTP speed latency-weightedF1

1 BaseLine - DeBERTa 0 0.347 0.165 4.000 0.954 0.798
2 BaseLine - RoBERTa Large 1 0.324 0.179 2.000 0.985 0.800
3 CIMAT-NLP-GTO 2 0.691 0.188 7.000 0.908 0.757
4 BaseLine - RoBERTa Base 2 0.309 0.210 2.000 0.985 0.779
5 UPM 0 0.341 0.231 2.000 0.985 0.757
6 UPM 1 0.341 0.231 2.000 0.985 0.757
7 UPM 2 0.341 0.231 2.000 0.985 0.757
8 CIMAT-NLP-GTO 1 0.753 0.232 7.000 0.908 0.703
9 CIMAT-NLP 1 0.839 0.247 14.000 0.802 0.612
10 CIMAT-NLP 0 0.769 0.250 14.000 0.802 0.614
11 CIMAT-NLP-GTO 0 0.710 0.283 7.000 0.908 0.654
12 NLP-UNED 1 0.632 0.285 8.000 0.893 0.672
13 NLP-UNED 0 0.652 0.310 8.000 0.893 0.652

Table 23: Latency evaluation in Task 3.a. Ranking metric: ERDE30.

Rank Team Run RMSE Pearson coefficient

1 BaseLine - RoBERTa Base 2 0.308 0.693
2 BaseLine - DeBERTa 0 0.323 0.682
3 CIMAT-NLP-GTO 1 0.329 0.497
4 CIMAT-NLP 1 0.332 0.468
5 CIMAT-NLP-GTO 2 0.348 0.576
6 CIMAT-NLP-GTO 0 0.367 0.385
7 BaseLine - RoBERTa Large 1 0.374 -0.092
8 UPM 0 0.435 0.191
9 UPM 1 0.435 0.191
10 UPM 2 0.435 0.191
11 CIMAT-NLP 0 0.472 0.324
12 NLP-UNED 0 0.481 0.172
13 NLP-UNED 1 0.482 0.243

Table 24: Simple Regression evaluation for Task 3.b. Metric ranking: RMSE.
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Rank Team Run p@5 p@10 p@20 p@30

1 BaseLine - DeBERTa 0 0.800 0.600 0.700 0.767
2 BaseLine - RoBERTa Base 2 0.800 0.700 0.750 0.700
3 CIMAT-NLP-GTO 2 1.000 0.800 0.750 0.667
4 UPM 0 0.600 0.500 0.600 0.633
5 UPM 1 0.600 0.500 0.600 0.633
6 UPM 2 0.600 0.500 0.600 0.633
7 CIMAT-NLP-GTO 1 1.000 0.900 0.650 0.533
8 CIMAT-NLP 0 0.600 0.500 0.400 0.500
9 CIMAT-NLP-GTO 0 1.000 0.800 0.500 0.467
10 CIMAT-NLP 1 0.600 0.500 0.450 0.467
11 NLP-UNED 0 0.200 0.300 0.450 0.400
12 NLP-UNED 1 0.200 0.300 0.350 0.333
13 BaseLine - RoBERTa Large 1 0.200 0.100 0.350 0.300

Table 25: Ranking-based evaluation for Task 3.b. at round 25. Ranking metric: p@30.

A. M. Mármol-Romero, A. Moreno-Muñoz, F. M.Plaza-del-Arco, M. D. Molina-González, M. T. Martín-Valdivia, L. A. Ureña-López, A. Montejo-Ráez

350



Overview of DA-VINCIS at IberLEF 2023:
Detection of Aggressive and Violent Incidents

from Social Media in Spanish

Resumen de la Tarea DA-VINCIS en IberLEF 2023:
Detección de Incidentes Violentos en

Redes Sociales en Español
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Abstract: In this paper, we present the overview of the DA-VINCIS 2023 shared
task which was organized at IberLEF 2023 and co-located in the framework of the
39th International Conference of the Spanish Society for Natural Language Process-
ing (SEPLN 2023). The main aim of this task is to promote the research on develop-
ing automatic solutions for detecting violent events in social networks. Two subtasks
were considered: (i) A binary classification task aimed to determine whether or not a
tweet is about a violent incident; and (ii) A multi-label multi-class classification task
in which the category(ies) of a violent incident must be identified. A multimodal
manual annotated corpus comprising both tweets and images associated to them was
provided to the participants. A total of 15 systems were submitted for the final eval-
uation phase. Competitive results were obtained for both subtasks, the higher ones
were in the binary classification task. Corpora and results are available at the shared
task website at https://codalab.lisn.upsaclay.fr/competitions/11312.
Keywords: DA-VINCIS, violent event detection, text classification.

Resumen: En este documento presentamos el resumen de la tarea DA-VINCIS
2023 organizada como parte del IberLEF 2023 junto con la 39a Conferencia Interna-
cional de la Sociedad Española para el Procesamiento de Lenguaje Natural (SEPLN
2023). El principal objetivo de la tarea es promover la investigación en el desarrollo
de soluciones automáticas para la detección de incidentes violentos en redes sociales.
Se consideraron dos tareas: (i) Clasificación binaria cuyo objetivo es determinar si
un tweet reporta o no un incidente violento, y (ii) Clasificación multietiqueta mul-
ticlase donde la categoŕıa(s) de un indicente violento debe ser identificada. A los
participantes de la tarea se les proporcionó un conjunto de datos multimodal ano-
tado manualmente el cual contiene tanto tweets como imágenes relacionadas. Un
total de 15 sistemas fueron enviados para la fase de evaluación. En ambas tareas
se obtuvieron resultados competitivos, siendo los mejores aquellos de la tarea de
clasificación binaria. El corpus y los resultados detallados pueden consultarse en el
sitio web de la tarea: https://codalab.lisn.upsaclay.fr/competitions/11312.
Palabras clave: DA-VINCIS, detección de eventos violentos, clasificación de tex-
tos.
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1 Introduction

Violent incidents are among the factors that
can undermine the well-being of society. Vi-
olence provokes negative effects on people
who directly suffer from it and also in those
who witness it (such as for example in their
mental health). Governments are in charge
of ensuring the safety and security of soci-
ety, therefore, they must procure to have dif-
ferent alternatives to deal with violent inci-
dents. Nowadays, social media are one of the
main communication and information chan-
nels. On these platforms a wide range of data
is generated, shared, and thus consumed by
people in real time. Such content represents a
powerful information source for permanently
detecting and monitoring events happening.
Therefore, at any time violent incidents are
very likely to be present in user-generated
content.

Computational linguistics approaches
could be exploited as a way to develop
automatic tools for timely detecting violent
incidents in social media. This alternative
could serve different purposes, for example:
a) Improving the response rate by the au-
thorities when a violent event happens and
it is posted on social media; b) Generating
policies aiming to prevent violent incidents
taking into account how and where these
events occur; and, c) Keeping the social
media users informed about violent incidents
occurring in their surroundings. In spite of
being a very important topic, only a few
efforts have been done in this direction.

Twitter data have been already used for
investigating on this topic. An approach
combining data from Twitter and official
statistics was proposed with the aim of pro-
viding safe routes to increase the confidence
levels of citizens in Mexico City (Mata Rivera
et al., 2016). An analysis to assess the useful-
ness of using Twitter data to discover the spa-
tial distribution of crime frequency in Mex-
ico City was presented in (Piña-Garćıa and
Ramı́rez-Ramı́rez, 2019). Classifying tweets
according to a given crime type by means of
a method based on neural networks and ac-
tive learning was proposed (Sandagiri, Ku-
mara, and Kuhaneswaran, 2020). For retriev-
ing Twitter data, some keywords like guns,
fight, robbery, kidnapping, thief, etc. were
used.

Last year, the first edition of the DA-
VINCIS shared task was organized (Arellano

et al., 2022). Two challenges were proposed
in the framework of this task: i) to deter-
mine whether or not a tweet describes a vi-
olent incident, and ii) to identify which kind
of event is expressed (if any). Participants
were provided with a corpus of tweets accord-
ingly labeled. A total of 12 teams partici-
pated in the shared task, with a wide range
of approaches like pre-trained transformers,
ensembles, multi-task learning, advanced lin-
guistic features, and prompt learning, among
others. Besides, for tackling data scarcity,
data augmentation methods were applied.
According to the official ranking, better re-
sults were obtained for the first subtask in
comparison with the last one.

This year, we organized the second edi-
tion of the DA-VINCIS shared task collo-
cated in the framework of the IberLEF2023.
DA-VINCIS 2023 is aimed at the detection
of violent incidents on Twitter, comprising
the same subtasks as in the previous edition.
However, instead of only providing textual
data the participants were provided with a
multimodal dataset consisting of tweets as-
sociated with at least an image. As in the
previous edition, data provided to the par-
ticipants is written in Mexican Spanish. In
addition, we are also interested in promoting
research in detecting violent events which is
a very relevant topic that can have a great
impact on the whole of society.

The remainder of this paper is organized
as follows. Section 2 describes the dataset
developed and related details of the shared
task. Section 3 presents a summary of the ap-
proaches proposed by the participating sys-
tems as well as the obtained results. Finally,
our conclusions and future work are exposed
in Section 4.

2 Task description

2.1 Dataset

The DA-VINCIS 2023 corpus is an upgrade
of the dataset used in the previous edition
(Arellano et al., 2022). It is composed of
Twitter data associated with reports of vio-
lent incidents in Mexican Spanish. The main
difference in this renewed version lies in the
kind of data considered: all tweets in this
corpus have at least an image associated. A
second difference is on the categories consid-
ered as well as on the manual annotation
performed. First, the Kidnapping category
was excluded due to the low number of in-
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stances of this category in the first version
of the dataset which provokes a very skewed
class imbalance distribution. On the other
hand, the former category Homicide, which
was considered as the act of “Deprivation
of life” was redefined to Murder by adding
the condition of the intentional purpose on it
leaving out situations like cause death in an
accident and so on.

Furthermore, this year we decided to pay
special attention to a crucial aspect for timely
dealing with violent incidents: the time frame
elapsed between the occurrence of the event
and when posted on social media, in this case,
a lapse of 24 hours was defined as the maxi-
mum time for considering a tweet as report-
ing this kind of events. It is worth mention-
ing that in the dataset of the previous edi-
tion, any restriction on the time frame was
established.

In the corpus belonging to the DA-
VINCIS 2023 edition the following four cat-
egories The following categories were consid-
ered in the InDA-VINCIS 2023 corpus:

• Accident. An unexpected event or action
which results in involuntary damage to
people or their environment.

• Murder. The act of depriving the life of
a person intentionally.

• Robbery. The event of seizing or willfully
destroying the properties of someone else
without the right or the consent of the
person who can legally dispose of them
by using force or threat.

• Other. Other kinds of violent incidents
different from the above as well as con-
tent non-related to violent incidents.

Manual Annotation

Once defined the new set of categories, a
manual annotation process was performed.
DA-VINCIS 2022 dataset was used as start-
ing point. From it, those instances labeled by
the less reliable annotators were discarded.
For determining which of the annotators are
considered as the less reliable, their anno-
tations were compared against a gold stan-
dard annotated by the organizers of the tasks,
those showing the highest differences with re-
spect to this subset are considered as the less
reliable. The remaining instances were fully
relabeled. We asked a group of annotators
to carefully read each tweet and to assign

a corresponding label. For doing this task,
we provide guidelines including the aforemen-
tioned definitions of each category and also to
make emphasis considering the 24-hour time-
frame. It is important to mention that, as-
signing a tweet with more than one label was
allowed except in the case of Other with can-
not be combined with the remaining labels.
Aiming to avoid the annotators being influ-
enced by the images of the tweets (as it seems
to have happened last year) during the label-
ing process the annotators only had access to
the text.

Around 5,000 tweets were manually anno-
tated during the first round, those instances
where the annotators disagreed were passed
through a second round of labeling performed
by another group of annotators. In the end,
for subtask 1 we have a total of 2005 tweets
labeled as reporting a violent incident (de-
noted as positive) and 2726 of the Other
class, from these instances, a total of 2996
instances were allocated to the training set,
582 instances were assigned to the validation
set, and the remaining 1153 instances were
designated for the test partition. For what
concerns subtask 2, Table 1 shows the distri-
bution of the tweets across the different cat-
egories. Furthermore, in the last column of
Table 1, we include the inter-annotator agree-
ment in terms of the Kappa coefficient in each
of the kinds of violent incidents. As can be
noticed, the highest agreement was reached
in the Accident class probably because this
kind of incident is the easiest to identify. On
the other hand, Murder is the one where an-
notators disagree most, maybe due to the dif-
ferent aspects involved to recognize an inten-
tional act.

Train Test Total kappa
Accident 1111 351 1462 0.92
Murder 221 82 303 0.67
Robbery 220 67 287 0.78
Other 2064 662 2726

Table 1: Data distribution of train and test
partitions. Last column shows the kappa
value obtained during manual annotation.

As mentioned before, in the 2023 edition
of the dataset, all tweets are associated with
at least one image. Figure 1 shows the distri-
bution of how many images each instance in
the dataset has. As it can be observed, most
tweets have only one associated image. The
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maximum number of images associated with
a single tweet is 4. This aspect is important
since the systems could take advantage (when
possible) of more than one image to perform
the task at hand. Tables 6, 7, and 8 show-
case some examples of these tweets alongside
their corresponding images.

Figure 1: Distribution of how many tweets
have one, two, three, or four different images
associated to them.

2.2 Subtasks

DA-VINCIS 2023 encompasses two tracks: i)
A binary classification subtask, in which the
participants were asked to determine whether
or not a given tweet is reporting a violent in-
cident, and ii) A multi-class multi-label clas-
sification task, where the aim is to determine
the kind (s) of violent incident being reported
in tweets.

Both subtasks were evaluated using the
DA-VINCIS 2023 corpus. The CodaLab
platform (Pavao et al., 2022) was used to run
the challenge. The shared task was divided
into the following two phases:

• Development phase. Both labeled
training data and unlabeled validation
data were available to participants. Par-
ticipants were able to submit to the Co-
daLab website their predictions for the
validation set during this phase receiv-
ing a quickly evaluation.

• Final phase. Unlabeled test results
were made available to participants.
During the contest, they could upload
up to ten submissions. Participants were
ranked based on their performance on
the test set.

For evaluation purposes, we consider the
recall, precision, and f1 score with respect to
the violent-incident class as evaluation mea-
sures for subtask 1. Concerning subtask 2,
the macro average recall, precision, and f1
score were considered. Being the latter the
score serving as the leading evaluation mea-
sure in both subtasks.

2.3 Baselines

As baselines methods three established ap-
proaches known for their strong performance
in tasks involving image and text classifi-
cation were chosen. The first baseline ap-
proach focuses solely on the text modal-
ity and involves the fine-tuning of the pre-
trained BETO1 model. Using only the vi-
sual modality a second baseline was de-
fined. It entails fine-tuning the pre-trained
Vision Transformer2 (ViT) model. Since the
DA-VINCIS 2023 dataset includes instances
where more than one image is associated to
each tweet, we decided to use only the first
image for establishing the baseline. Lastly,
our third baseline method integrates both
modalities (visual and textual) by employ-
ing an early fusion technique that concate-
nates the classification vectors obtained from
BETO and ViT models. Once more, only
one image was associated with the tweets de-
spite how many of them were available. For
the sake of readability, the obtained results
of these baselines were included and are re-
ferred to as Baseline (TXT), Baseline (IMG),
and Baseline (TXT + IMG).

3 Overview of Participating
Systems

The subsequent subsections provide an
overview of the primary concepts explored
by the participating systems, followed by an
overall evaluation of their findings.

3.1 Systems’ Descriptions

A total of 7 teams participated in the DA-
VINCIS shared task and submitted a work-
ing note describing their solution. Since
this shared task involved utilizing both text
and images to identify aggressive and violent
events, two of the participating teams ex-
ploited these modalities in their approaches,

1https://huggingface.co/dccuchile/
bert-base-spanish-wwm-cased

2https://huggingface.co/docs/transformers/
model_doc/vit
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while the remaining teams relied solely on
textual information. The top-performing
teams in each subtask exclusively concen-
trated on their respective subtask. This sug-
gests that each subtask presents distinct chal-
lenges, indicating the inadvisability of adopt-
ing a uniform strategy for both subtasks.

Various text preprocessing techniques
have been employed across both subtasks.
Certain teams opted to convert all text to
lowercase letters, as well as eliminate sym-
bols, special characters, and URLs from
the text (Ponce-León and López-Nava, 2023;
Graff et al., 2023; Cabada et al., 2023).
In order to remove out of the vocabulary
words/symbols, other teams focused on re-
moving emojis and hashtags (Ponce-León
and López-Nava, 2023; Gutiérrez-Meǵıas et
al., 2023). Conversely, some teams chose
to normalize user mentions and URLs, while
converting emojis to textual representations
(Gutiérrez-Meǵıas et al., 2023; Cabada et
al., 2023), aiming to extract the maximum
amount of textual information from each
tweet. Additionally, several participants ap-
plied tokenization and lemmatization tech-
niques, as well as the removal of empty
words (Hernández-Minutti et al., 2023; Ru-
bio, Almeida, and Segura-Bedmar, 2023).

Approach C
IC

E
S
E

C
IM

A
T

E
S
C
O
M

IN
G
E
O
T
E
C

IT
C

S
IN

A
I

U
C
3M

cs
u
az
ob

Transformers ✓ ✓ ✓ ✓ ✓ ✓
BoW, n-grams, and TML ✓ ✓ ✓

Table 2: General approach of teams. TML
stands for Traditional Machine Learning.

Table 2 provides a summary of the over-
all approaches employed by the participat-
ing teams. These approaches can be catego-
rized into two main categories: transformer-
based approaches and Traditional Machine
Learning (TML) approaches utilizing Bag-of-
Words (BoW) and n-gram representations.
As observed, six out of the eight teams relied
on transformer-based approaches, leveraging
their exceptional performance across various
Natural Language Processing Tasks (Lin et
al., 2022).

Regarding transformer-based approaches,
the CICESE team (Ponce-León and López-
Nava, 2023) utilized fine-tuned BETO mod-
els for both the binary and multiclass sub-
tasks. They extensively explored data aug-

mentation techniques, including leveraging
GPT-3 for the data augmentation of the
text modality and conducting web searches
to obtain related images. Additionally, they
employed image captioning using the BLIP
model to provide the model with additional
contextual information. In a similar vein,
the CIMAT team (Vallejo-Aldana, López-
Monroy, and Villatoro-Tello, 2023) employed
pre-trained models and employed BLIP for
image captioning. They combined captions
and the original tweet text using a separa-
tor and passed them through the RoBERTa
Transformer model. As for the ITC team
(Cabada et al., 2023), their approach in-
volved the use of two Transformer-based
models: BERT for Subtask 1 and RoBERTa
for Subtask 2.

The SINAI team (Gutiérrez-Meǵıas et al.,
2023) employed RoBERTa Large to repre-
sent text and the BEIT Base patch16-244
model for image captioning. They also ap-
plied various data augmentation techniques,
including back-translation and image mod-
ifications. Specifically, they adapted an
English model to the Spanish task. The
UC3M team (Rubio, Almeida, and Segura-
Bedmar, 2023) investigated diverse strate-
gies for combining Transformer language fea-
tures and embeddings, utilizing the BETO
tokenizer to ensure effective text tokeniza-
tion. Furthermore, the csuazob team em-
ployed a frozen XML-RoBERTa model along-
side logistic regression, incorporating transfer
learning with a fine-tuned RoBERTa model
for sentiment analysis. They also made use
of back-translation techniques. Overall, the
teams’ employed techniques such as fine-
tuning, data augmentation, image caption-
ing, fusion techniques, and transfer learning
to effectively address the identification of ag-
gressive and violent incidents on social media.

Concerning the TML approaches, The ES-
COM team (Hernández-Minutti et al., 2023)
utilized various machine learning methods,
including Logistic Regression, Support Vec-
tor Machines, Naive Bayes, Multilayer Per-
ceptron, and XGBoost. They further pro-
posed an Ensemble voting schema to en-
hance the performance of the individual clas-
sifiers. On the other hand, the INGEOTEC
team (Graff et al., 2023) employed a stack
generalization approach using the EvoMSA
framework (Graff et al., 2020), which uni-
fies the predictions of four base classifiers.
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These classifiers included two BoW mod-
els and two dense BoW models with differ-
ent token selection procedures. Additionally,
the dense BoW representation with normal-
ized frequency incorporated customized key-
words.

3.2 Evaluation campaign results

Table 3 presents the obtained results by the
participating teams in Subtask 1, which in-
volves the binary identification of violent in-
cidents. The teams are ranked in descending
of f1−score for the positive class (i.e., the
violent incident class). Precision and Recall
values are also provided to facilitate a com-
prehensive interpretation of these findings.
Notably, the results highlighted in gray cor-
respond to the teams that submitted work-
ing notes containing descriptions of their sys-
tems. Additionally, we have included the re-
sults obtained from our three baseline ap-
proaches.3

Subtask 1: Binary violent event identification
Team Precision Recall F1-Score

CIMAT 0.9302 0.9226 0.9264
CICESE 0.9006 0.9409 0.9203
UC3M 0.9067 0.9308 0.9186

Baseline (TXT + IMG) 0.9220 0.9145 0.9182
SINAI 0.8951 0.9389 0.9165
csuazob 0.8939 0.9267 0.9100

Baseline (TXT) 0.8767 0.9409 0.9077
Arnold 0.9014 0.9124 0.9069
rkcd 0.9000 0.8982 0.8991
ITC 0.9081 0.8859 0.8969

INGEOTEC 0.9053 0.8758 0.8903
ESCOM 0.8952 0.8697 0.8822

BrauuHdzm 0.8952 0.8697 0.8822
Thisjesusalan 0.8649 0.8737 0.8693

d121201 0.9183 0.7556 0.8290
PabloGP 0.8782 0.7780 0.8251

Baseline (IMG) 0.8114 0.7800 0.7954
pakapro 0.4398 0.4908 0.4639

Table 3: Results of the participant teams in
Subtasks 1. Results in bold correspond to the
best results of each measure.

The CIMAT team achieved the highest
performance in Subtask 1 (Vallejo-Aldana,
López-Monroy, and Villatoro-Tello, 2023),
followed by CICESE (Ponce-León and López-
Nava, 2023). These two approaches share
the commonality of utilizing both modali-
ties, demonstrating the advantage of leverag-
ing the complementarity provided by textual
and visual information. Moreover, both ap-
proaches employed data augmentation tech-
niques, pre-trained transformer models, and

3In this paper, we report the median performance
over 5 runs for each baseline, as it offers a more reli-
able estimation of their performance.

image captioning using the BLIP model
as supplementary information for their sys-
tems. The UC3M team (Rubio, Almeida,
and Segura-Bedmar, 2023) ranked at the
third-best position, and similarly to the CI-
CESE team, both approaches focused on a
fine-tuned BETO-based model. In terms of
overall performance among the various ap-
proaches, it is evident that the Transformer-
based methods outperformed traditional ma-
chine learning approaches that relied on BoW
representations.

It is important to highlight that the var-
ious approaches yielded remarkably similar
results, with the highest performance being
only 5.01% greater than the lowest perfor-
mance achieved. Furthermore, the disparity
between the F1-scores of the first and second-
place teams is only 0.0061. In order to fur-
ther analyze the differences in performance
we performed an statistical analysis using
the tool by (Nava-Muñoz, Graff-Guerrero,
and Escalante, 2023). Figure 2 shows con-
fidence intervals to the mean with 95% con-
fidence for the f1, precision and recall mea-
sures, 1000 bootstrap samples were consid-
ered (details can be found in (Nava-Muñoz,
Graff-Guerrero, and Escalante, 2023)). From
this figure it can be confirmed that differences
between the top-4 ranked teams in terms of
f1 measure are not statistically significant.

The obtained results in Subtask 2, i.e.,
the violent event category recognition are
shown in Table 4. The highest performance
in this subtask is attributed to the CICESE
team, closely followed by the SINAI team
(Gutiérrez-Meǵıas et al., 2023). These teams
primarily focused on employing pre-trained
transformer models and implementing data
augmentation techniques in both image and
text modalities. The UC3M team secured
the third-best performance, relying on a pre-
trained BETO-based model for their solu-
tion. Notably, the CICESE team also ob-
tained the second position in Subtask 1, in-
dicating the effectiveness and robustness of
their approach to the task of identifying ag-
gressive and violent incidents in social media.

Figure 3 shows confidence intervals for the
violence categories, the behavior is similar as
for the binary case, so it cannot be concluded
that there are statistically significant differ-
ences among the top-4 teams.
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Figure 2: 95% confidence intervals for sub-
task 1 using bootstrapping.

3.3 Analysis

The analysis of the results reveals a notorious
disparity in terms of difficulty between Sub-
task 2 and Subtask 1, which aligns with ex-
pectations arising from the data-skewed im-
balance observed within certain categories.
This discrepancy is evident in the substan-
tial disparity between the highest and lowest
reported results, with the former surpassing
the latter by a notable margin of 15.03%.

In order to conduct a more comprehensive
analysis of the obtained results by the partici-
pants, we first focused on examining the com-
plementarity and diversity observed in their
predictions. To quantify the level of comple-
mentarity, we employed the Maximum Possi-
ble Accuracy (MPA) metric, which is defined
as the ratio of correctly classified instances
to the total number of test instances. In this
case, an instance is considered correctly clas-
sified if at least one of the participating teams
correctly classified it. For measuring diver-

f1 score diff. UC3M - Robbery

0.
0

0.
2

0.
4

0.
6

0.
8

CICESE
 SINAI

ESCOM
BrauuHdzm 

Arnold 
csuazob 

Thisjesusalan 
d121201

CIMAT
devjesus

rkcd

ITC
PabloGP 
pakapro

f1 score diff. CIMAT - Accident

0.
0

0.
2

0.
4

0.
6

pakapro

PabloGP

d121201

Thisjesusalan

ESCOM
BrauuHdzm

devjesus

rkcd

Arnold

      ITC
csuazob

          CICESE
UC3M

      SINAI

f1 - score diff. CICESE

0.
0

0.
2

0.
4

0.
6

SINAI
 Arnold 

csuazob

UC3M
CIMAT

Thisjesusalan 
BrauuHdzm 

rkcd

ESCOM
devjesus 

ITC
PabloGP 
d121201 
pakapro

Figure 3: 95% confidence intervals for sub-
task 2 using bootstrapping.

Subtask 2: Violent event category recognition
Team Precision Recall F1-Score

CICESE 0.8737 0.8864 0.8797
SINAI 0.8523 0.8973 0.8733
UC3M 0.8622 0.8784 0.8698

Baseline (TXT + IMG) 0.8168 0.8991 0.8548
Arnold 0.8305 0.8715 0.8492
csuazob 0.8441 0.8577 0.8490
CIMAT 0.8394 0.8449 0.8421

Baseline (TXT) 0.7663 0.9195 0.8317
BrauuHdzm 0.8027 0.8091 0.8048
ESCOM 0.8178 0.7974 0.8036

Thisjesusalan 0.7802 0.8294 0.8030
devjesus 0.8184 0.7517 0.7789
rkcd 0.7812 0.7781 0.7773
ITC 0.7760 0.7571 0.7647

d121201 0.7306 0.7210 0.7116
PabloGP 0.7338 0.6198 0.6581

Baseline (IMG) 0.4988 0.6155 0.5495
pakapro 0.2531 0.4992 0.2860

Table 4: Results of the participant teams in
Subtask 2. Results in bold correspond to the
best results of each measure.

sity, we utilized the Coincident Failure Di-
versity (CFD) metric (Tang, Suganthan, and
Yao, 2006), which focuses on calculating the
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error diversity among the participant’s pre-
dictions. The minimum value of this metric
is 0, indicating that all teams simultaneously
predict a pattern correctly or wrongly, while
the maximum value is 1, representing unique
misclassifications.

The results of applying the MPA and CFD
metrics to assess the performance of all par-
ticipating teams in the task of identifying ag-
gressive and violent incidents are presented in
Table 5. These results reveal that the MPA
values achieved by all teams are remarkably
higher than the Best Performance Accuracy
(BPA) achieved by the top-performing teams
in both subtasks. This suggests that the sys-
tems and approaches employed by all partici-
pants exhibit a high degree of complementar-
ity. Additionally, when considering the diver-
sity of errors among the participating teams,
greater diversity is observed in Subtask 1 and
in the detection of the “other” class in Sub-
task 2, this finding aligns with the improve-
ment observed in the MPA metric of both
subtasks.

Class BPA MPA CFD
1 both 0.9375 0.9817 0.1615 8
2 accident 0.9757 0.9947 0.0517 7
2 murder 0.9713 0.9904 0.0668 7
2 robbery 0.9783 0.9939 0.0503 7
2 other 0.9323 0.9817 0.1559 7

Table 5: Comparison of BPA, MPA, and
CFD results between the different general ap-
proaches. The first column refers to the sub-
task number while the last one refers to the
number of systems’ results involved in the
calculation.

Qualitative Analysis

In order to further analyze the outcomes of
the participating systems, we decided to take
advantage of the obtained results in terms of
MPA with the objective of identifying those
instances that were misclassified by all the
proposed approaches. A manual qualitative
analysis was performed over a subset of these
tweets. In the following paragraphs we briefly
describe the main observed features as well as
some samples of these instances. It is impor-
tant to highlight that, usernames and proper
names in the tweets have been replaced by a
corresponding label in order to preserve the
users’ privacy. Similarly, the URLs have been
also replaced.

Most of the tweets analyzed describe some
actions performed by the authorities after a
crime was committed, for example, a warrant
for recovering stolen objects, the arrest of a
murderer, or the discovery of corpses after
an accident happened. These instances are
easy to be misclassified since often they tend
to contain similar vocabulary to the one in
tweets reporting an incident. Table 6 shows
some examples of these tweets. In this case,
the three instances belong to the “negative”
class for Subtask 1 and all systems identified
as reporting a violent incident.

Tweet Image

Mando Coordinado Polićıa Morelos detuvo a un hombre por homicidio
•En el municipio de Temixco URL URL
Morelos’ police coordinated command arrest a man by homicide
• In the Temixco municipality URL URL

Detienen a elemento de la Polićıa vial de #Cuernavaca por posesión de un
veh́ıculo con reporte de robo #Morelos URL
Highway police officer from #Cuernavaca is arrested by holding a car with
theft report #Morelos URL

—#ActualidadDL— Identifican muertos en accidente de la carretera Tuŕıs-
tica URL #DiarioLibre #Accidente #Carretera #Suceso #Santiago URL
—#ActualidadDL— Dead people on the accident in the touristic highway
were identified URL #DiarioLibre #Accidente #Carretera #Suceso
#Santiago URL

Table 6: Samples of tweets incorrectly classi-
fied due to describe some actions performed
by the authorities.

We also identified some instances where
the keywords related to a given violent inci-
dent are non-common words, for example in
the first row of Table 7 which describes an
homicide by means of only one keyword “eje-
cutado” (murdered) which is probably not
wide used in the dataset. Indeed, this sam-
ple belongs to the “positive” class for sub-
task 1 and to the “murder” class for Subtask
2 while any system was able to correctly rec-
ognize these labels. The sample in the sec-
ond row belongs to the “negative” class and
all systems identified as reporting a violent
incident. In this case, the tweet is about a
murder committed during an alleged attempt
of robbery, then it can be considered as re-
porting either of the violent incidents in the
Subtask 2.

We also identified some instances that
even labeled incorrectly by all systems maybe
not considered as mistakes at all. For exam-
ple, according to annotation guidelines, an-
notators were requested to not consider in-
stances reporting accidents when they were
about celebrities like singers, sports profes-
sionals, etc., since some of them can be gen-
erated with the intention of informing people
more than reporting an incident. However,
an instance like the one in the first row of
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Tweet Image
Con kiosco o sin kiosco, el tema es ese, la violencia en El Crucero. Hace
unos minutos, un ejecutado en el parque ‘La Corregidora’, donde se lle-
van a cabo las obras de la segunda etapa del Mejoramiento de Imagen
Urbana por parte del Gobierno del Estado: URL
With kiosk or without kiosk, this is the theme, the violence on El Cruce-
ro. Some minutes ago, a murdered in ‘La Corregidora’ park, where the
works of the second stage of the Urban Image Improvement by the State
government are carried out: URL

Asesinaron a un chofer de Uber en un presunto intento de robo en Ciu-
dad Evita URL a través de @USER URL
An Uber driver was murdered in an alleged robbery attempt in Ciudad
Evita URL via @USER URL

Table 7: Samples of instances incorrectly
classified due to non-common words and am-
biguities.

Table 8 was classified as positive due to it
contains information about an accident while
it belongs to the negative class. On the other
hand, there are some samples like the second
and third rows in the Table 8 which were la-
beled as positive for Subtask 1 (and even the
third as “accident” for Subtask 2) when de-
spite containing information about accidents,
they are not reporting the event. This is
likely to be an annotation mislead issue.

Tweet Image

NAME, vocalista del grupo Valedores de la Sierra, sufrió un FUERTE
accidente, se reporta como grave URL URL
NAME, singer of the band Valedores de la Sierra suffered a STRONG
accident, he is reported as severe URL URL

Después del trágico accidente en la Sagarnaga en la ciudad de La Paz,
la alcald́ıa se pronuncio al respecto y argumento que exigirán la devolu-
ción total de todos los gastos. #Terravisión URL
After the tragic accident in the Sagarnaga in the city of La Paz, the
city hall spoke about it and argument that they will demand the full
refund of all expenses. #Terravisión URL

@USER Este accidente cobró la vida de personas, sin embargo, los me-
dios también debeŕıan informar sobre todos aquellos hermanos que pe-
recieron a consecuencia del #alcohol adulterado. Me duele ver a mi
gente en peligro URL
@USER This accident took the lives of people, however, media should
also communicate about over all those brethren who perished as a re-
sult of the adulterated #alcohol. It hurts to see my people in danger
URL

Table 8: Samples of instances incorrectly
classified due to annotation criteria.

4 Conclusions

We presented an overview of the DA-VINCIS
2023 shared task organized in the framework
of IberLEF. DA-VINCIS 2023 promotes re-
search into the identification of aggressive
and violent incidents on social networks, a
task of substantial societal significance. It
used an upgraded version of the dataset from
the previous edition of this task, encompass-
ing the inclusion of at least one associated im-
age per tweet, along with the reconsideration
of categories and their manual annotation for
the purpose of identifying violent incidents
and their subcategorization. This evaluation
campaign facilitated the assessment of a wide
array of approaches, enabling a comparative
analysis of their effectiveness. Various mod-
els, features, and techniques were presented
within the proposed approaches, thereby con-

tributing to the advancement of the field of
identifying aggressive and violent incidents in
the Spanish language.

The results indicate, as anticipated, that
the fine-grained Subtask 2 presented greater
difficulty compared to the binary classifi-
cation one involved in Subtask 1. No-
tably, Transformer-based approaches exhib-
ited a dominant presence and outperformed
traditional machine learning methods em-
ploying BoW representations. The evalua-
tion encompassed a stimulating array of pro-
posals, introducing notable innovations such
as data augmentation techniques facilitated
by prompting engineering using the GPT-3
model. Additionally, back-translation was
employed for enhancing the text modal-
ity, while approaches based on web searches
were explored to obtain new relevant im-
ages, alongside image modification tech-
niques. Furthermore, certain systems incor-
porated image captioning into the task, aug-
menting the contextual information available
to the model for the identification of violent
incidents. These aforementioned approaches
collectively enhanced performance and effec-
tively addressed the specific challenges inher-
ent in the task at hand.

The inclusion of at least one associated
image per tweet facilitates the utilization of
both modalities for the purpose of identifying
violent incidents on social media. The re-
sults derived from the proposed approaches
by the participants underscore the benefits
associated with leveraging both modalities,
thereby highlighting their complementary na-
ture. Building upon the success of this shared
task, future work is proposed to extend the
scope of aggression and violent incident de-
tection to encompass videos disseminated on
social networks. An additional challenge
to be considered within this task involves
the prediction and anticipation of locations
where violent events are likely to occur.
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Abstract: The detection of hate speech and stereotypes in online platforms has
gained significant attention in the field of Natural Language Processing (NLP).
Among various forms of discrimination, LGBTQ+ phobia is prevalent on social
media, particularly on platforms like Twitter. The objective of the HOMO-MEX
task is to encourage the development of NLP systems that can detect and classify
LGBTQ+ phobic content in Spanish tweets, regardless of whether it is expressed
aggressively or subtly. The task aims to address the lack of dedicated resources
for LGBTQ+ phobia detection in Spanish Twitter and encourages participants to
employ multi-label classification approaches.
Keywords: LGBTQ+ phobia, hate speech, machine learning, Twitter.

Resumen: La detección de discursos de odio y estereotipos en plataformas en ĺınea
ha suscitado gran atención en el campo del Procesamiento del Lenguaje Natural
(PLN). Entre las diversas formas de discriminación, la LGBTQ+fobia es frecuente
en las redes sociales, especialmente en plataformas como Twitter. El objetivo de
la tarea HOMO-MEX es fomentar el desarrollo de sistemas de PLN que puedan
detectar y clasificar contenido LGBTQ+fóbico en tuits en español, independiente-
mente de si se expresa de forma agresiva o sutil. La tarea pretende abordar la falta
de recursos dedicados a la detección de la fobia LGBTQ+ en Twitter en español y
anima a los participantes a emplear enfoques de clasificación multietiqueta.
Palabras clave: LGBTQ+fobia, discurso de odio, aprendizaje de máquina, Twit-
ter.

1 Introduction

In recent years, significant efforts have been
made in the field of Natural Language Pro-
cessing (NLP) to detect hate speech (Poletto
et al., 2021; Lee, Yoon, and Jung, 2018;
Kshirsagar et al., 2018; Jarqúın-Vásquez, Es-
calante, and Montes, 2021) and stereotypes
(Fraser, Nejadgholi, and Kiritchenko, 2021)
in social media platforms.

Although hate speech has been typically
related to aggressiveness and the use of slurs,
some works (ElSherief et al., 2021) explore
the use of implicit hate speech, instead of ag-
gressive expressions. Others works highlight
the importance of the context in the interpre-
tation of this content (Dinu et al., 2021).

Traditionally, hate speech has been asso-
ciated with aggressive behavior and the use
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of derogatory language. However, some stud-
ies (ElSherief et al., 2021) have explored the
presence of implicit hate speech, which does
not rely on explicitly aggressive expressions.
Additionally, other research emphasizes the
importance of considering the contextual fac-
tors when interpreting such content (Dinu et
al., 2021).

Among various forms of discrimination
and hate speech, LGBTQ+ phobia is preva-
lent on platforms like Twitter. Several shared
tasks have addressed this issue, such as the
PAN track at CLEF 2021 (Bevendorff et al.,
2021), which utilized a mixed corpus of En-
glish and Spanish, and DETOXIS (Taulé et
al., 2021), conducted during IberLEF 2021,
focusing exclusively on a Spanish corpus.

However, there is a lack of dedicated cor-
pora or shared tasks specifically targeting
LGBTQ+ phobia in Spanish Twitter. This is
precisely the objective of our corpus, HOMO-
MEX, aiming to detect and classify tweets
containing LGBTQ+ phobic content, regard-
less of whether it is expressed aggressively or
subtly, using a multi-label classification ap-
proach.

The HOMO-MEX task has been in-
troduced at IberLeF 2023 (Jiménez-Zafra,
Rangel, and Montes-y-Gómez, 2023; Montes-
y-Gómez et al., 2023), a collaborative evalu-
ation campaign for NLP systems focusing on
Spanish and other Iberian languages. This
initiative is part of the SEPLN congress. The
task revolves around the HOMO-MEX cor-
pus, created by the Language Engineering
Group.

To compile the corpus, data was collected
from Twitter using the API with a geograph-
ical filter specific to Mexico. Additionally, a
lexicon of LGBTQ+ terms was employed to
select the obtained tweets. The corpus un-
derwent a two-step annotation process. In
the first step, the tweets were labeled with a
three-class classification to detect the pres-
ence of LGBT+phobia. Subsequently, the
tweets considered positive in the initial stage
underwent a multi-label annotation.

This comprehensive corpus and annota-
tion process is the foundation for the HOMO-
MEX task, enabling participants to de-
velop NLP systems that detect and classify
LGBTQ+ phobic content in Spanish tweets.

The rest of the paper is structured as fol-
lows. Section 2 provides a detailed descrip-
tion of the HOMO-MEX 2022 corpus and

the evaluation framework utilized in the task.
Section 3, presentes various approaches taken
by participants to address the problem. Sec-
tion 4 focuses on the anaysis of the the results
obtained by the participating teams. Finally,
in Section 5, we summarize the key find-
ings, discuss the implications of the results,
and provide potential directions for future re-
search in detecting and combating LGBTQ+
phobia in social media.

2 Homo-Mex 2023 corpus and
evaluation framework

For the Homo-Mex task at Iberflef 2023,
we created a corpus of tweets in Mexican
Spanish that contains nouns indicative of
the LGBT+ community. We included slang,
slurs and general terminology used to name
the members of the LGBT+ collective, with-
out consideration of the polarity of the tweet.
First, we created the list of nouns that we col-
lected from social media channels like Twit-
ter, Facebook, Instagram, and TikTok. In
addition, we considered any variation of the
term that could be present in social media
and in the LGBT+ local community. We
take into account the extensive gender inflec-
tion that characterize the collective, like the
use of “efeminization”(efeminización): puto
could inflect in pute, putx. A case of efem-
inization of the corpus is jota that derives
from joto, a noun that does not have gen-
der inflection. Another type of variations
contemplated was the appreciative inflection.
In Spanish, particularly in the Mexican dia-
clect, the use of diminutive and augmentative
nouns is frequent; in consequence we con-
sidered forms like putito, putote, put́ın, etc.
Also, the number inflection was considered.

The final list of lexicon and their approx-
imate translation is in the project’s Github.1

Having defined the list of search terms, we
extracted 706,886 unique tweets provided by
Twitter’s API. This collection consist of pub-
lic tweets written in Spanish in Mexico. The
dates of this tweets downloaded tweet are 01-
01-2012 to 01-10-2022. We annotate 11,000
tweets, half of which are published by un-
verified accounts and the other half by ver-
ified accounts, prior to the monetization of
account verification.

We then annotate the tweets to de-
tect LGBT+phobia. In this task, the

1https://github.com/juanmvsa/HOMO-MEX
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Set LP NLP I Total
Train 862 4,360 1,778 7,000
Test 477 2,493 1,030 4,000
Total 1,339 6,853 2,808 11,000

Table 1: Size and label distribution for the
LGBT+Phobia detection subset.

Set L G B T O Total
Train 72 714 10 79 64 862
Test 34 414 3 38 32 477
Total 106 1,128 13 117 96 X

Table 2: Size and label distribution for the
fine-grained classification subset.

tweets are labeled as LGBT+phobic, not
LGBT+phobic, and not relevant to the
LGBT+ community. The tweets that were
labeled as LGBT+phobic were subjected to
an additional annotation process, identify-
ing the type of LGBT+phobia. One or
more of the following labels could be ap-
plied to these tweets, Gayphobia, Lesbopho-
bia, Biphobia, Transphobia, or other types
of LGBT+phobia. Although gay is an um-
brella term, we asked the annotators to con-
sider Gayphobia as a term encompasing cis-
Homosexual men, this was to best distinguish
the label from the others. The details of the
annotation process are available in (Vásquez
et al., 2023).

The label distributions are shown in Ta-
bles 1 and 2.

3 Overview of the submitted
approaches

Eight teams submitted their working notes
detailing their approaches to this shared task.
Seven teams participated in Task 1, while Six
teams participated in Task 2. The specific
teams are detailed in Table 3.

Team - Track 1 Team - Track 2

LIDOMA Rivadeneira
MarrugoTobon -

I2C I2C
mesay mesay

UMUTeam UMUTeam
FernandezRosauro FernandezRosauro

cesar m cesar m

Table 3: Teams that participated in each
task.

Tables 4 and 5 show the approaches of
each of the teams for tasks 1 and 2 respec-
tively.

Approach L
ID

O
M
A

I2
C

m
es
ay

U
M
U
T
ea
m

F
er
n
a
n
d
ez
R
o
sa
u
ro

ce
sa
r
m

M
a
rr
u
g
o
T
o
b
o
n

Transformers X X X X X
Single Tran. X X X

Ensemble Tran. X X X
Traditional ML X

Table 4: General approach of each partici-
pating team in task 1.

Approach R
iv
ad

en
ei
ra

I2
C

m
es
ay

U
M
U
T
ea
m

F
er
n
an

d
ez
R
os
au

ro

ce
sa
r
m

Transformers X X X X
Single Transf.

Ensemble Transf. X X X X
Traditional ML X X X

Table 5: General approach of each partici-
pating team in task 2.

• LIDOMA at HOMO-
MEX2023@IberLEF: Hate Speech
Detection Towards the Mexican
Spanish-Speaking LGBT+ Popula-
tion. The Importance of Preprocessing
Before Using BERT-Based Models
(Shahiki-Tash et al., 2023)

– Team name: LIDOMA

– Summary: The team submitted
predictions for the first sub-task. As
a first step, they converted the la-
bels in the corpus to integers. The
authors set a maximum length of
32 tokens for every tweet, and then,
they fine-tuned a bert-base-cased
model with the help of the hugging-
face library.

• Machine Learning Techniques For
Fine-grained Speech Detection Task
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(Rivadeneira-Pérez, Garćıa-Santiago,
and Callejas-Hernández, 2023)

– Team name: Rivadeneira

– Summary: The authors partici-
pated in the second sub-task pro-
posed in this shared task. They
approached the classification task
by dividing the multi-classification
problem into single ones. They
trained classifiers individually for
each category of LGBT+phobia us-
ing a training set that consists of
90% of the preprocessed data and
a test set that consists of the re-
maining 10% of the preprocessed
data. They used surface level fea-
tures such as n-grams for word
tokens to extract features, result-
ing in a simple TF-IDF weighted
BOW representation of the data.
They employed two traditional ma-
chine learning classifiers, Random
Forest and Support Vector Ma-
chines (SVM), to train and evalu-
ate classifiers with TF-IDF matri-
ces corresponding to each category
of LGBT+phobia.

• I2C at IberLEF-2023 HOMO-MEX
task: Ensembling Transformers Models
to Identify and Classify Hate Messages
towards the Community LGBTQ+
(Morano-Morinña et al., 2023)

– Team name: I2C

– Summary: The team submitted
results for both sub-tasks. The
authors approach the classification
task by using an ensemble of clas-
sifiers based on transformers. Ini-
tially, the authors removed links,
usernames, hashtags, and emojis
contained in the corpus. Then, with
the help of a dictionary, they re-
placed some terms that are only
used in Mexican Spanish for more
common terms in other variations
of Spanish. Next, they augmented
the data in order to balance the cor-
pus. Afterwards, they performed
a hyperparameter search for each
one of the four pre-trained lan-
guage models they chose (BETO,
RoBERTa, XLM). Finally, for the

first sub-task, they obtained their
final predictions with a hard-voting
technique, while the predictions for
the second sub-task were decided
by an ensemble approach. One of
the most noteworthy results of this
paper, is that their confusion ma-
trix shows that the classifiers are
not reliable at predicting the class
LGBT+Phobia.

• Natural Language Content Evaluation
System For Multiclass Detection of Hate
Speech in Tweets Using Transformers
(Marrugo-Tobón, Mart́ınez-Santos, and
Puerta, 2023)

– Team name: MarrugoTobon

– Summary: The authors removed
the stop words, urls, punctuation
marks, and special characters in
the corpus. Then, they lowercased
the text, followed by an exploratory
analysis aimed at extracting key-
words, acronyms and abbreviations
with the help of n-grams for feature
selection. The team implemented a
data-balancing phase comprised of
two steps: first, they performed a
random oversampling. In a second
stage, they used cross-validation
by random permutation . The
classification step was performed
with bert-base-uncased and
DistilBERT-base-uncased-model.

• Transformer-Based Hate Speech Detec-
tion for Multi-Class and Multi-Label
Classification (Gemeda-Yigezu et al.,
2023)

– Team name: Mesay

– Summary: The Mesay team par-
ticipated in both sub-tasks. They
started with the removal of stop-
words, html tags, urls, numbers,
and non-alphabetical characters.
Then, they lowercased the corpus,
and replaced the emojis with a
string associated to their meaning.
For the first sub-task, they per-
formed an oversampling step to in-
crease the size of the minority class:
they randomly duplicated samples
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in the minority class. Then, the
authors chose to implement BERT-
base and RoBERTa-base. The au-
thors find that RoBERTa performed
better in the second sub-task, while
BERT obtained better results in the
first sub-task.

• UMUTeam at HOMO-MEX 2023: Fine-
tuning Large Language Models integra-
tion for solving hate-speech detection in
Mexican Spanish (Garćıa-Dı́az, Jiménez-
Zafra, and Valencia-Garćıa, 2023)

– Team name: UMUTeam

– Summary: The UMUTeam partic-
ipated in both sub-tasks. They eval-
uated different approaches based on
the combination of sentence embed-
dings using ensemble learning and
knowledge integration. Specifically,
the sentence embeddings were ex-
tracted from four Spanish and four
multilingual large language mod-
els after fine-tuning them for each
task separately. The final mod-
els were selected using HyperOpt-
Search with Tree of Parzen Estima-
tors (TPE) and the ASHA Sched-
uler with the objective of maximiz-
ing the macro-weighted F1-score.

• Hate Speech Detection Against the Mex-
ican Spanish LGBTQ+ Community
Using BERT-based Transformers (C.
Fernández-Rosauro and M. Cuadros,
2023)

– Team name: Fernan-
dezRosauro

– Summary: The authors utilized
both classical machine learning and
Transformer-based deep learning
models focused on BERT-like ar-
chitectures to tackle both tracks
of the HOMO-MEX task. The
baseline models were learned on a
TF-IDF matrix generated through
the TfidfVectorizer class from the
sklearn library. On each task, the
vectorizer was fitted on the train-
ing dataset and then transformed
on both the training and valida-
tion datasets. This training and

validation TF-IDF matrixes were
then used to train and validate
the baseline methods. Before the
TF-IDF matrices were generated,
the tweets followed a processing
pipeline, which included a Snow-
ball Stemmer from the NLTK li-
brary. The authors used two base-
line models: Multinomial Naive
Bayes and Linear SVC, both from
the sklearn Python library. They
used the robertuito-base-uncased
model, which achieved the best re-
sults in terms of F1-Score (0.84
in Track 1) and macro-average F1-
Score (0.68 in Track 2).

• Impact of Text Preprocessing and Fea-
ture Selection on Hate Speech Detec-
tion in Online Messages Towards the
LGBTQ+ Community in Mexico (C.
Macias et al., 2023)

– Team name: cesar m

– Summary: The team cesar m
first removed the html entities, line
breaks, hashtags, user handles, urls,
apostrophes, repeated characters,
and alphanumeric words. They fi-
nalized the pre-processing step with
lowercasing the corpus. Then, they
obtained the features with the Bag-
of-Words algorithm and the TF-
IDF weighting schema. For the first
sub-task, the authors trained a lin-
ear vector support machine and im-
plemented a bagging classifier from
scikit-learn. For the second sub-
track, they trained decision trees
with a multi-output classifier.

4 Experimental Evaluation and
Analysis of the Results

This section reviews the results obtained by
the participants of HOMO-MEX at Iberlef
2023. For this purpose, we analyze and com-
pare the submitted solutions’ performance
on the test set. We used the F1-macro-
score as the primary performance measure
to rank all the participants. We launched a
Codalab competition2 to manage the shared

2https://codalab.lisn.upsaclay.fr/
competitions/10019

Overview of HOMO-MEX at Iberlef 2023: Hate speech detection in Online Messages directed Towards the MEXican Spanish speaking LGBTQ+ population

365



task stages and compute the performance
metric for all submissions.

As baseline approach, for Task 1, we
use bert-base-multilingual-cased with-
out any pre-processing. For Task 2, we use
the twitter-xlm-roberta-base-sentiment
model from Hugging Face (Barbieri, Espinosa
Anke, and Camacho-Collados, 2021).

Table 6 summarizes the results obtained
by each team and our baseline in task 1 of
HOMO-MEX shared task. We report the
F1 score in each class, the macro F1 score,
and the accuracy. In this edition of the
HOMO-MEX shared task, the approach sub-
mitted by the (C. Fernández-Rosauro and M.
Cuadros, 2023) team outperformed all the
other approaches and the baseline. The (C.
Fernández-Rosauro and M. Cuadros, 2023)
team submitted an approach based on the
RoBERTuito model (Pérez et al., 2021).
RoBERTuito is specifically designed for so-
cial media text in Spanish and trained on a
large dataset of 500 million Spanish tweets.
This language specificity allows RoBERTuito
to better capture the nuances and character-
istics of Spanish text, including the context
and language patterns related to LGBTpho-
bia. The team used the pysentimiento library
to preprocess tweets before feeding them into
the RoBERTuito model. This additional pre-
processing step could have helped to clean
and prepare the text data specifically for the
characteristics of RoBERTuito, potentially
improving the model’s ability to understand
and classify LGBTphobic content accurately.
Also, the team addressed the class imbalance
issue, which specifically affects the identifica-
tion of LGBT+phobic (P) tweets, by adding
a class weight dictionary during the training
phase. By assigning different weights to each
class, with a higher weight for the minority
class (LGBT+phobic tweets), the model can
give more attention and importance to the
minority class, potentially improving its per-
formance in identifying these instances cor-
rectly.

The second-best approach proposed
by the (Garćıa-Dı́az, Jiménez-Zafra, and
Valencia-Garćıa, 2023) team explored dif-
ferent sentence embedding combination
strategies using knowledge integration and
ensemble learning. The team tested various
Spanish and multilingual LLMs, including
BETO, MarIA, AlBETO, DistilBETO,
BERT, MdeBERTA, TwHIN, and XLM.

They evaluated different approaches based
on the sentence embeddings extracted from
these LLMs after fine-tuning them separately
for each task. The knowledge integration
strategy implemented involved training a
multi-input neural network with all sentence
embeddings introduced simultaneously. The
specific architectural choices and hyperpa-
rameter settings likely contributed to its
high performance in the LGBT+phobia
detection.

We employ two metrics, Maximum Possi-
ble Accuracy (MPA) and Coincident Failure
Diversity (CFD), to assess the complemen-
tary and diversity of the predictions provided
by the different approaches (Tang, Sugan-
than, and Yao, 2006). Table MPA measures
the accuracy of the classifications by calculat-
ing the ratio of correctly classified instances
to the total number of instances. For an in-
stance to be considered correctly classified, at
least one team must assign the correct label
to it. By using the MPA metric, we can iden-
tify instances that have been misclassified by
all teams.

In contrast, the CFD metric ranges from
a minimum value of 0 to a maximum value of
1 (Kuncheva and Whitaker, 2003). A CFD
value of 0 indicates that either all classifiers
are always correct or all classifiers are consis-
tently incorrect. Conversely, a CFD value of
1 suggests that, at most, one classifier will fail
for any randomly chosen instance. Equation
1 defines the CFD metric.

CFD =


0, p0 = 1.0;

1
1−p0

∑L
i=1

L−i
L−1pi p0 < 1

(1)
The results of the MPA and CFD met-

rics are presented in Table 7, where the
proposed approaches are grouped based on
their shared characteristics. We have cre-
ated five groups: ”All Teams,” which con-
sists of all participating teams; ”Transform-
ers” approaches, comprising teams such as
LIDOMA, I2C, mesay, UMUteam, Fernan-
dezRosauro, and Marrugo; We subdivided
the teams in transformers approaches in sin-
gle transformers and ensemble transformers
to differentiate when teams are using an en-
semble of transformers models; ”Traditional
ML” based approach which consists of only
one team, cesar m.
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Team F1-score (P) F1-score (NP) F1-score (NA) Macro F1-score
FernandezRosauro 0.7122 0.9153 0.9020 0.8432

UMUTeam 0.7046 0.9182 0.9036 0.8421
I2C 0.6868 0.9148 0.8960 0.8325

mesay 0.6338 0.8909 0.8653 0.7967
Marrugo 0.5898 0.8639 0.8578 0.7705
cesar m 0.5829 0.8874 0.8203 0.7635
LIDOMA 0.5679 0.8675 0.7625 0.7326
baseline 0.7169 0.9155 0.8845 0.8390

Table 6: Result summary for the HOMO-MEX shared task on Task 1.

Approach
Best

accuracy
MPA CFD

Number
of systems

All teams 0.8880 0.9623 0.1355 7
Transformers 0.8858 0.9547 0.1299 6

Single Transformer 0.8858 0.9455 0.1555 4
Ensemble Transformer 0.8880 0.9210 0.0765 2

Traditional ML 0.8403 0.8403 - 1

Table 7: MPA and CFD comparison results among the different proposed approaches for task 1.

All teams, including Transformer-based
and Traditional ML approaches, achieved rel-
atively high MPA scores. The overall MPA
for all teams is 0.9623. The Transformer-
based approaches, including Single Trans-
former and Ensemble Transformer, achieved
MPA scores of 0.9547 and 0.888, respectively.
The Traditional ML approach obtained a
slightly lower MPA score of 0.8403. Based
on the MPA scores, the Transformer-based
approaches performed slightly better than
the Traditional ML approach. On the other
hand, the CFD scores suggest that the Single
Transformer approach exhibited higher diver-
sity in predictions compared to the other ap-
proaches. Further analysis is needed to un-
derstand the reasons behind the differences
in performance and explore each approach’s
potential strengths and weaknesses. Some
weaknesses in the detection may rely on the
linguistics ambiguity and polysemous nouns
used to name the LGBT+ community. For
example, in the tweet Mis datos están bien
maricas that could be translated to My data
is faggot ; this use of the word marica is no-
tably uncommon. Also, in Aśı me veŕıa si
fuera vestida (I would look like that if I was
dressed) is ambiguous to determine if the au-
thor refers to the way he looks in a dress or
if he would look like that if he were a cross-
dresser. Any of the task participants did not
assert these examples cited.

Finally, Table 8 reports the results ob-

tained by the teams in task 2.

5 Conclusions

This paper presents the design and find-
ings of the HOMO-MEX shared task, which
was held in conjunction with IberLef 2022.
HOMO-MEX focuses on detecting LGBT-
phobia, including a more detailed subtask of
distinguishing between gay, lesbian, bisexual,
and transgender phobia. This inaugural edi-
tion of the task yielded interesting results.

The first task, LGBT-phobia detection,
involved a three-class classification and
achieved moderately satisfactory outcomes.
However, the second task, which entailed
multi-label identification, received lower per-
formance scores.

In general, most teams employed various
Transformers models as the foundation for
their methodologies. Only one team pre-
ferred to use classical ML models. This
shows how transformers have has become the
new standard for dealing with many linguis-
tic problems.

Future endeavors will encompass several
challenging aspects, such as expanding the
corpus to include other Latin American
Spanish dialects. Additionally, further inves-
tigation is required to explore the potential
biases introduced by annotator sociodemo-
graphic factors. Another issue to investigate
is the impact of the author in the statements,
this is, whether the addresser belongs or not
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Team Macro F1-score
Rivadeneria 0.6843

I2C 0.6960
mesay 0.6868

UMUteam 0.6338
cesar m 0.5679

Table 8: Result summary for the HOMO-MEX shared task on Task 2.

to the LGBTQ+ community can change the
polarity and intention of the message.
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A Annex 1: Data Collection
Ethics

We collect tweets from the social media plat-
form Twitter using the Twitter API. This
API permits the collection of tweets that
have been publicly posted. The authors of
the tweets are not notified of their tweets
participation in this study, however this pro-
cess is in accordance to Twitter’s privacy pol-
icy. We ensure adherence to the requirements
Twitter sets for use of this API.

The tweets collected are based on tagged
metadata. All scraped tweets had geoloca-
tion tags in Mexico, and a language tag for
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Spanish. These tweets are supposedly pro-
vided to us randomly by the API, we assume
a variety of author demographics are repre-
sented, such as variations in race, national-
ity, and socioeconomic background. However
these are not facts that we can verify.

We selected annotators that self identified
as members and non-members of the LGBT+
community. They were informed of the pur-
pose of the study and the harmful nature of
some of the tweets they would be labeling,
and were informed that they could stop par-
ticipation in the study at time if they did not
wish to continue.
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Abstract: Hope speech is the speech that is able to relax hostile environments
and that helps, inspires and encourages people in times of illness, stress, loneliness
or depression. Its automatic recognition can have a very significant effect fighting
against sexual and racial discrimination or fostering less belligerent environments.
In contrast to identifying and censoring negative or hate speech, hope speech detec-
tion is focused on recognizing and promoting positive speech online. In this paper
we present an overview of the IberLEF 2023 shared task, HOPE: Multilingual Hope
Speech Detection, consisting of identifying whether texts written in English or Span-
ish contain hope speech or not. The competition was organized through CodaLab
and attracted 50 teams that registered. Finally, 12 submitted results and 8 pre-
sented working notes describing their systems.
Keywords: Hope speech detection, natural language processing, equality, diversity
and inclusion.

Resumen: Definimos el discurso de la esperanza como aquel que es capaz de relajar
entornos hostiles y que ayuda, inspira y anima a las personas en momentos de enfer-
medad, estrés, soledad o depresión. Su detección automática puede tener un efecto
muy significativo luchando contra la discriminación sexual y racial o fomentando
entornos menos beligerantes. A diferencia de la identificación y censura del discurso
negativo o de odio, la detección del discurso esperanzador se centra en reconocer
y promover el discurso positivo. En este art́ıculo presentamos los resultados de la
tarea de IberLEF 2023, HOPE: Detección multilingüe del discurso de la esperanza,
que consiste en identificar si textos escritos en inglés o español contienen o no dis-
curso de esperanza. La competición se organizó a través de CodaLab y atrajo a
50 equipos que se inscribieron. Finalmente, 12 equipos presentaron resultados y 8
enviaron art́ıculos describiendo sus sistemas.
Palabras clave: Detección de discurso esperanzador, procesamiento de lenguaje
natural, igualdad, diversidad e inclusión.

1 Introduction

Hope speech is the type of speech that is able
to relax a hostile environment (Palakodety,
KhudaBukhsh, and Carbonell, 2019) and
that helps, gives suggestions and inspires for
good to a number of people when they are in
times of illness, stress, loneliness or depres-
sion (Chakravarthi, 2020). Detect it auto-
matically, so that positive comments can be

more widely disseminated, have a significant
effect to combating sexual or racial discrim-
ination, and to foster a less belligerent en-
vironment. (Palakodety, KhudaBukhsh, and
Carbonell, 2019).

On social media, offensive messages are
posted against people because of their race,
color, ethnicity, gender, sexual orientation,
nationality, or religion. As Chakravarthi
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(2020) stated, how vulnerable groups inter-
act with social media has been studied and
found that it plays an essential role in shaping
the individual’s personality and view of soci-
ety (Burnap et al., 2017; Kitzie, 2018; Milne
et al., 2016). Examples of these vulnerable
groups are the Lesbian, Gay, Bisexual, and
Transgender (LGBT) community, racial mi-
norities or people with disabilities.

The HOPE: Multilingual Hope Speech De-
tection shared task is related to the inclu-
sion of vulnerable groups and focuses on the
study of the detection of hope speech, in
pursuit of Equality, Diversity and Inclusion
(EDI). It consists of, given a text, written
in Spanish or English, identifying whether it
contains hope speech or not. This shared
task is organized at IberLEF 2023 (Jiménez-
Zafra, Rangel, and Montes-y Gómez, 2023),
as part of the XXXIX International Confer-
ence of the Spanish Society for Natural Lan-
guage Processing (SEPLN 2023).

This task was previously organized at the
second workshop on Language Technology for
Equality, Diversity and Inclusion (LT-EDI-
2022), as part of ACL 2022, but for five lan-
guages: Tamil, Malayalam, Kannada, En-
glish and Spanish (Chakravarthi et al., 2022).
The novelties of this shared task are three-
fold: i) it is organized in two languages, Span-
ish and English; ii) it provides an expanded
and improved dataset; and iii) it is directed
to the IberLEF community.

2 Task description

The aim of the HOPE 2023 shared task is to
promote EDI through the detection of hope
speech. It consists of identifying whether a
text, written in Spanish or English, contains
hope speech or not.

The general challenges proposed for this
first edition are:

1. To promote research in inclusive Lan-
guage Technologies (LT).

2. To adopt and adapt appropriate LT
models to suit hope speech.

3. To provide opportunities for researchers
from the LT community around the
world to collaborate with other re-
searchers to identify and propose possi-
ble solutions for the challenges of hope
speech.

Some specific challenges of the task are the
following:

1. Identifying hope speech in two lan-
guages: Spanish and English.

2. Dealing with two different social net-
works: Twitter and YouTube.

3. Lack of context: Tweets are short (up
to 240 characters) and they are anno-
tated separately without data about the
tweets they are reply to, as the annota-
tors do not have access to the rest of the
tweets in the conversation.

4. Informal language: misspellings, emojis
and onomatopoeias are common.

This shared task is divided into two sub-
tasks, according to the language in which the
texts are written. These subtasks are de-
scribed below.

2.1 Subtask 1: Hope speech
detection in Spanish

This subtask consists of, given a Spanish
tweet, identifying whether it contains hope
speech or not. The possible categories for
each text are:

• HS: Hope Speech.

• NHS: Non-Hope Speech.

2.2 Subtask 2: Hope speech
detection in English

This subtask consists of, given an English
YouTube comment, identifying whether it
contains hope speech or not. The possible
categories for each text are:

• HS: Hope Speech.

• NHS: Non-Hope Speech.

The competition was organized through
CodaLab and is available at the following
link: https://codalab.lisn.upsaclay.
fr/competitions/10215. In both subtasks
there was a real time leaderboard and the
participants were allowed to make a maxi-
mum of 10 submissions through CodaLab for
each subtask, from which each team had to
select the best ones for ranking. The par-
ticipant systems were evaluated using preci-
sion, recall and F1-score per category and
averaged using the macro-average method.
Finally, they were ranked using the macro-
average F1-score.
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3 Datasets

We provided two datasets, one with texts
written in Spanish for subtask 1 and the other
in English for subtask 2.

The Spanish dataset is an improved and
extended version of the SpanishHopeEDI
dataset (Garćıa-Baena et al., 2023). The
SpanishHopeEDI dataset was improved by
manual revision of the annotations, as some
annotation errors were found in the error
analysis of the baseline experiments con-
ducted with the dataset (Garćıa-Baena et al.,
2023). It consists of LGTB-related tweets
that were collected with the Twitter API
(June 27, 2021 to July26, 2021) and using
a lexicon of LGBT-related terms, such as
#OrgulloLGTBI or #LGTB, as seed for the
search. This dataset was extended with a
set of tweets collected using the UMUCor-
pusClassifier tool (Garćıa-Dı́az et al., 2020),
which allows defining different search crite-
ria such as keywords, accounts and geoloca-
tion. The keywords used to collect the tweets
were related to transphobia and homophobia,
such as #transfobia (#transphobia), transex-
ual (transsexual), identidad de género (gen-
der identity), #homofobia (#homophobia),
homosexual (homosexual), #AlertaHomofo-
bia (#HomophobiaAlert), or #StopLGTBI-
fobia #StopLGTBIphobia. It should be men-
tioned that all the tweets of this dataset were
manually labelled by the organizers of the
shared task marking a tweet as HS (hope
speech) if the text: i) explicitly supports the
social integration of minorities; ii) is a pos-
itive inspiration for the LGTB community;
iii) explicitly encourages LGTB people who
might find themselves in a situation; or iv)
unconditionally promotes tolerance. On the
contrary, a tweet was marked as NHS (non-
hope speech) if the text: i) expresses negative
sentiment towards the LGTB community; ii)
explicitly seeks violence; or iii) uses gender-
based insults.

On the other hand, the English dataset
was harvested from YouTube, and it is com-
pound by comments that were posted into
that video streaming platform. The subject
matter of the comments written in English
were EDI, including women in the STEM
group and people from the LGBT collective,
COVID-19, the Black Lives Matters move-
ment, UK versus China, US versus China,
and Australia versus China (Chakravarthi,
2020; Chakravarthi et al., 2022). This

dataset was manually annotated by external
annotators using the guidelines defined in the
work of Chakravarthi (2020).

Table 1 and Table 2 show the distribution
of both datasets considering the number of
samples for each label and set.

Type Dev Train Test

Hope 100 691 150
Non-Hope 200 621 300

Total 300 1,312 450

Table 1: Spanish dataset statistics.

Type Dev Train Test

Hope 268 1,961 21
Non-Hope 2,531 20,690 4,784

Total 2,799 22,651 4,805

Table 2: English dataset statistics.

4 Task Settings

This shared-task was organized through Co-
daLab and is divided into three stages: Prac-
tise, Evaluation, and Post-evaluation. These
stages are described below.

4.1 Practice

During the practice phase, we provided par-
ticipants with labelled training and develop-
ment data that they could use to train and
validate their models. We released the data
for Spanish and English so that participants
could develop their systems for one or both
subtasks. The objective of this first phase
was to provide all teams with sufficient data
for them to use in their preliminary evalua-
tions and hyperparameter tuning. This en-
sured that participants were ready for eval-
uation prior to the release of the unlabeled
test data. In this phase, participants were
allowed to make a maximum of 100 submis-
sions through CodaLab in order to know the
performance of their systems.

4.2 Evaluation

On the evaluation phase participants received
the test dataset without the gold labels. Each
team could participate with up to 10 submis-
sions for each subtask from which they had
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to select the best ones for the ranking. The
systems were evaluated using precision, re-
call and F1-score per category and averaged
using the macro-average method.

4.3 Post-evaluation

After the evaluation phase, a post-evaluation
phase was opened in which participants could
test improved versions of their systems and in
which new users can participate to test their
approaches. This phase remains open and is
still accessible.

5 Participant approaches

The HOPE 2023 shared task attracted 50
teams that registered through CodaLab, of
which 12 submitted results and 8 presented
working notes describing their systems. In
this section, we briefly describe each of the
proposals submitted by the participants.

5.1 Habesha

The members of the Habesha team
(Gemeda Yigezu et al., 2023) (Instituto
Politécnico Nacional, Centro de Investi-
gación en Computación, México) developed
a model based on Support Vector Machines
(SVM). They used term frequency and
inverse document frequency (TF–IDF) for
feature selection and they obtained an
average macro F1 for English of 0.489 and
0.481 for Spanish.

The researchers considered that the model
performed better in English than in Spanish
because the Spanish dataset is significantly
smaller than the English one. This team
ranked 10th in the Spanish subtask. In the
English subtask, they forgot to publish their
results in the official leaderboard. If they had
published them, they would have achieved
the 6th position in English.

5.2 I2C-Huelva

In relation to the first subtask, the
I2C-Huelva team (Domı́nguez Olmedo,

Mata Vázquez, and Pachón Álvarez, 2023)
(I2C Research Group, University of Huelva,
Spain) employed BERTuit (Huertas-Tato,
Martin, and Camacho, 2022), a transformer
proposed for Spanish language, pre-trained
using RoBERTa (Liu et al., 2019) optimiza-
tion. BERTuit was trained from scratch
with texts created by native speakers and
published on Twitter from 2021 to 2018.
This team applied a basic preprocessing
consisted of:

1. Changing texts to lowercase.

2. Removing http/https links.

3. Removing all hash signs (#).

4. Strip white spaces (including newlines).

For the second subtask, hope speech de-
tection in English, they employed Distil-
BERT model (Sanh et al., 2019). In addi-
tion, a basic preprocessing was applied to all
texts:

1. Changing text to lowercase.

2. Removing http/https links.

3. Removing the hash signs (#).

4. Removing the @ signs.

5. Removing the emojis.

6. Striping white spaces (including new-
lines).

7. Removing Unicode characters.

8. Removing single letters and numbers
surrounded by spaces.

With both models, BERTuit and Distil-
BERT, they used the default hyperparame-
ters shown below:

• Optimizer: AdamW.

• Radam epsilon: 1e-8.

• learning rate: 4e-5.

• Strip white spaces (including newlines).

• train batch size: 8.

This team achieved the 2nd best results
for the Spanish subtask, with an average
macro F1 value of 0.744, and the 1st posi-
tion for the English subtask (average macro
F1 value of 0.501). They tried several config-
urations of BERTuit (subtask 1) and Distil-
BERT (subtask 2) and their best results were
obtained when they preprocesed the texts.

5.3 LIDOMA

The researchers from LIDOMA team
(Shahiki-Tash et al., 2023) (Instituto
Politécnico Nacional, Centro de Investi-
gación en Computación, México) used a
5-layered Convolutional Neural Networks
(CNNs) to embed the samples from a Bag of
Words (BoW) representation and retrieved
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relevant lexical features. They firstly prepro-
cessed all texts removing emoticons, special
characters, pictographs, flags, transport and
map symbols, as well as URL patterns.
Additionally, this team lower-cased all texts.

The final step was to train their 5-layered
CNN using Keras. In the first layer, an upper
bound on the accepted features needed to be
specified, which was then embedded in the
second layer with a fixed dimension. Next,
in the convolutional layer, the size and num-
ber of kernels were specified, as well as the
activation function. The team chose ReLU
as the optimal activation function. For the
output layer, the sigmoid function was cho-
sen. Finally, an L2 penalty on the kernels
was added to prevent overfitting.

In the Spanish dataset, their recall was
0.7467 for HS and 0.853 for NHS. Precision
was 0.586 for HS and 0.853 for NHS. Authors
believe that the low precision in HS was due
to several hope speech samples that, although
supportive of LGBT+ issues, also included
violent language or offensive slurs.

The English dataset, on the other hand,
was extremely unbalanced, as it can be seen
in Table 2, with only 8.76% HS samples and
91.24% NHS samples. The authors consid-
ered that the dataset imbalance has led to
obtain a generally high precision in NHS sam-
ples but a very low precision in HS samples.

This team ranked in 4th position in both
subtasks.

5.4 NLP SSN CSE

The NLP SSN CSE team (Balaji et al., 2023)
(Department of CSE, Sri SivaSubramaniya
Nadar College of Engineering, Tamil Nadu,
India) preprocessed all texts removing the
HTML tags, hashtags, social media men-
tions, and URLs. Emojis and emoticons were
replaced with the text they stand for. In ad-
dition, short terms were extended and every-
thing was lowercased. Finally, any extrane-
ous white spaces were eliminated too.

In relation to feature extraction,
CountVectorizer and TF–IDF vectorizer
were used. Researchers classified data using
several deep learning and traditional machine
learning models such as multilingual BERT
(mBERT) (Devlin et al., 2019), BERT
(Devlin et al., 2019), Random Forest, SVM,
Logistic Regression, and Decision Tree. It is
worth nothing that all transformers used the
uncased version.

Among all the models trained, mBERT
provided the best results for the English and
Spanish datasets with a weighted F1-score of
92.87% and 96.57% respectively, for the eval-
uation dataset. The Logistic Regression and
Random Forest classifiers achieved similar
F1-scores of 92.10% and 92.07% for the En-
glish dataset using TF–IDF vectorizer. How-
ever the results obtained for Spanish were
comparatively low.

This team obtained the 8th position for
the Spanish subtask and the 5th position for
the English one.

5.5 NLP URJC

The researchers from NLP URJC team
(Rodŕıguez-Garćıa, Riaño Mart́ınez, and
Montalvo Herranz, 2023) (Universidad Rey
Juan Carlos, Spain) employed BERT (Devlin
et al., 2019) in the English subtask, and the
Spanish version of BERT, BETO (Cañete et
al., 2020) in the Spanish subtask. Both mod-
els were integrated into a pipeline to address
the subtasks demanded in the challenge. This
pipeline consisted of four steps: preprocess-
ing, building the selected model, training and
testing.

The pipeline worked as follows: first, the
input data was processed in the cleaning
phase where URLs, emojis and stop words
were removed. Second, a model was built
and fine-tuned depending on the subtask ad-
dressed. Finally, the assessment phase was
conducted, and the development dataset was
employed to assess its accuracy. As a result,
three different outcomes could be obtained:
a file with the samples classified, a picture
with the resulting confusion matrix and the
evaluation metrics values.

This team highlights the difference be-
tween the good results obtained working with
the Spanish corpus versus the disappoint-
ing ones from the English dataset. Re-
searchers believe that this behavior is due
to an unusual distribution of the tweets in
the datasets. They used a word cloud with
the English dataset to show that there are
no highly discriminating features which may
help the model discern between the two la-
bels, finally selecting the NHS category since
it is the majority class.

They would ranked 8th (0.657) for the
Spanish subtask and 1st for the English one
(0.502), but they submitted their results out
of time.
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5.6 UMUTeam

The members of the UMUTeam (Pan,
Alcaraz-Mármol, and Garćıa-Sánchez, 2023)
(Universidad de Murcia, Spain) preprocessed
the datasets by replacing all of the hash-
tags and mentions with #[HASHTAG] and
@[USER], and changing all the emojis by
their textual meaning, using the emoji li-
brary. In addition, for English, general con-
tractions were expanded through the con-
traction library. Then, authors employed
data augmentation techniques to enhance
the overall performance of their classifica-
tion models, translating the texts classified
as hope speech from the English dataset into
Spanish, for subtask 1, and the other way
around for subtask 2.

In relation to the classification model,
they made use of finetuning with some dif-
ferent pretrained models based on the trans-
formers architecture to develop their final
classification models for both subtask 1 and
subtask 2. For the classification of the hope
speech texts, the researchers incorporated an
additional sequence classification layer, at the
end of the LLMs, which allowed the system
to output better classification results. The
LLMs that the team employed were: BETO
(Cañete et al., 2020), ALBETO (Cañete et
al., 2022), DistilBETO (Cañete et al., 2022),
MarIA (no et al., 2022), XLM-R (Conneau
et al., 2020), BERT (Devlin et al., 2019),
RoBERTa-large (Liu et al., 2019), ALBERT
(Lan et al., 2019), DistilBERT (Sanh et al.,
2019) and DeBERTa-large (He et al., 2020).

All models were finetuned using the hy-
perparameters from below:

• Training batch size of 16, 15 epochs.

• Learning rate: 2e-5.

• Weight decay: 0.01

In the Spanish subtask, they ranked in
5th position, with a macro F1-score of 0.710,
while in the English subtask they were placed
in 7th position, with a macro F1-score of
0.482.

5.7 Zavira

The team Zavira (Ahani et al., 2023) (Insti-
tuto Politécnico Nacional, Centro de Inves-
tigación en Computación, México) used the
SVM algorithm for the English dataset and
the K-Nearest Neighbors (KNN) algorithm
for the Spanish dataset.

The authors extensively preprocessed all
data. They used a lemmatizer to reduce
words to their base form and the removal of
stop words and punctuation marks to sim-
plify the text. Additionally, they employed
a clean-text method to remove any irrelevant
or redundant information that might nega-
tively impact the performance of the mod-
els. To generate features, the researchers
employed the Scikit-learn module’s TF–IDF
Vectorizer to extract character n-grams from
pre-processed textual data that had already
been cleaned and lemmatized.

Researchers suggested that cross-lingual
classification of hope and non-hope texts is a
challenging task, particularly due to the lin-
guistic differences between languages.

The team ranked in the 3rd position in
both subtasks. Specifically, the SVM algo-
rithm obtained an F1-score of 0.490, while
the KNN-based approach got an F1-score of
0.740.

5.8 Zootopi

The Zootopi team (Ngo and Tran, 2023)
(Wroclaw University of Science and Technol-
ogy, Poland; Jožef Stefan International Post-
graduate School, Slovenia; Jožef Stefan Insti-
tute, Slovenia and University of La Rochelle,
France) considered the two substasks as a se-
quence classification task. They examined
if the language model improved its perfor-
mance when additional training data from
another language was added (data augmen-
tation). They also checked the capacity of
XLM-R (Conneau et al., 2020) model in or-
der to incorporate knowledge working with
some language different from the one used
during the pretraining phase. In addition,
they evaluated ChatGPT’s performance and
examined how significantly it was affected by
certain sensitive words, which could poten-
tially lead to data poisoning.

More specifically, they tested XLM-R with
some different monolingual, crosslingual and
multilingual setups. On the other hand, in
relation to ChatGPT, researchers formulated
two different prompting scenarios respec-
tively for the English and Spanish datasets.
They found interesting to test this two differ-
ent approaches because the Spanish dataset
focuses solely on the LGBT+ community,
and therefore, the prompt furnished both
sentence context and criteria for determin-
ing whether a text is classified as HS or
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NHS. Nevertheless, regarding to the English
dataset, as context were related to differ-
ent fields, they developed a second scenario
were they provided another different domain-
specific information to the chatbot.

Regarding to the sequence-classification
mechanism, the results demonstrated that
rich-resourced cross-lingual learning can sig-
nificantly enhance the model’s performance.
Specifically, the cross-lingual setup in Span-
ish outperforms the monolingual setup by
up to 7 percentage points (pp) in F1-score
and up to 5 pp compared to the multilingual
setup. However, for rich-resourced languages,
the monolingual setup performs better with-
out the need for additional knowledge from
other less-resourced languages.

On the other hand, the best prompting
with ChatGPT surpassed the performance of
other sequence-classification approaches the
authors applied with a large margin for all
three evaluation metrics regarding the clean
and less-resourced language, Spanish, but
failed to capture the information from En-
glish contexts to provide a good classification.

Finally, the researchers highlighted some
biased responses from ChatGPT, particularly
when it relates to sensitive words, such as
the word “Trump”, which usually refers to
President Donald Trump. They also com-
mented that as most of the instances in the
Spanish dataset clearly convey an attitude or
sentiment towards the LGBT+ community.
They think that this also explains why Chat-
GPT performs significantly better than other
methods as well as it does on the English
dataset.

This team ranked in 1st position in the
Spanish subtask and 9th in the English sub-
task.

6 Results and discussion

The official leaderboards for subtask 1 and
subtask 2 of HOPE 2023 shared task are
shown in Table 3 and Table 4, respectively.

For the Spanish subtask, Zootopi achieved
the best results, followed by I2C-Huelva and
Zavira teams. Zootopi ranked with an aver-
age macro F1 of 0.916, (0.1724 points over
the second qualified). Zootopi obtained their
best results using ChatGPT and they sug-
gested that it was very important for their
system that the Spanish dataset were gener-
ally aligned with ChatGPT ethics, tagging
as hope speech those texts that spoke in

favour of the LGTB community. This team
also highlighted some biased responses from
ChatGPT, particularly when they were re-
lated to sensitive words, such as the word
“Trump”, which usually refers to the Pres-
ident Donald Trump.

For the English subtask, the results show
less variance than for the Spanish subtask.
The difference between the first (I2C-Huelva,
macro F1 of 0.5012) and the last classified
(Zootopi, macro F1 of 0.4429) is only 0.0583.
We assume that the main reason for these re-
sults is that only 21 documents were labelled
as Hope compared to the 4,784 documents la-
belled as Non-Hope. It is worth noting that
the training split for the English dataset has
the same ratio between training and testing.

In both subtasks, transformer-based mod-
els have been used, specially at the top of
the leaderboard. In the Spanish subtask,
Zootopi, I2C-Huelva and UMUTeam, three of
the top five teams, developed a transformer-
based solution. The majority of the results
were very similar. For instance, in the Span-
ish subtask, the results between the 2nd po-
sition and 6th position differ only in 4.03
points. The exception is the 1st position
that outperforms the 2nd position with 17.24
points. In case of the English subtask, as
commented, the results do not have much
variance. As not all the teams used trans-
former based solutions, we cannot conclude
that transformers were finally superior than
other alternatives, like classic machine learn-
ing techniques as KNN (Zavira team) or
CNN (LIDOMA team), nor newer solutions
as ChatGPT (Zootopi team). On the other
hand, we found that teams that extensively
preprocessed the data, as is the case of I2C-
Huelva or Zavira, obtained substantially bet-
ter results.

In relation to the datasets, some teams
considered that the Spanish one was not large
enough and they related their not so promis-
ing results to this. The English dataset was
the most criticized between the participants
because of its uneven distribution of hope
speech and non-hope speech texts. Certainly,
all the average macro F1 results from the En-
glish subtask were close to 0.5, so we defi-
nitely should consider some problems within
the English dataset that would probably be
related with its not well balanced distribu-
tion.

In any case, results for the Spanish sub-
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HS NHS

# Team Score P R F1 P R F1

01 Zootopi 91.61 86.71 (02) 91.33 (01) 88.96 (01) 95.55 (01) 93.00 (06) 94.26 (01)

02 I2C-Huelva 74.37 90.91 (01) 46.67 (04) 61.67 (05) 78.55 (05) 97.67 (02) 87.07 (02)

03 Zavira 74.30 62.15 (07) 73.33 (03) 67.28 (02) 85.35 (02) 77.67 (08) 81.33 (06)

04 LIDOMA 72.38 58.64 (08) 74.67 (02) 65.69 (03) 85.33 (03) 73.67 (09) 79.07 (08)

05 UMUTeam 71.03 56.99 (09) 73.33 (03) 64.14 (04) 84.44 (04) 72.33 (10) 77.92 (10)

06 honghanhh 70.34 77.65 (05) 44.00 (05) 56.17 (06) 76.99 (06) 93.67 (05) 84.51 (03)

07 juanmanuel.calvo 66.26 83.61 (03) 34.00 (06) 48.34 (07) 74.55 (07) 96.67 (03) 84.18 (04)

08 NLP SSN CSE 59.13 82.93 (04) 22.67 (07) 35.60 (08) 71.64 (08) 97.67 (02) 82.65 (05)

09 aswathyprem 48.64 73.68 (06) 9.33 (09) 16.57 (10) 68.45 (09) 98.33 (01) 80.71 (07)

10 Habesha 48.15 33.33 (10) 16.67 (08) 22.22 (09) 66.67 (10) 83.33 (07) 74.07 (11)

11 mgraffg 41.98 25.00 (11) 3.33 (10) 5.88 (11) 66.28 (11) 95.00 (04) 78.08 (09)

(*) NLP URJC 65.77 88.89 (02) 32.00 (07) 47.06 (08) 74.24 (08) 98.00 (02) 84.48 (04)

Table 3: Spanish subtask leaderboard. The ranking is calculated using the Macro F1-score. We
also include the Precision (P), Recall (R), and F1-score (F1) for the HOPE (HS) and Non-HOPE
(NHS) labels. (*) This team sent their results out of time.

HS NHS

# Team Score P R F1 P R F1

01 I2C-Huelva 50.12 1.63 (01) 19.05 (04) 3.01 (01) 99.63 (04) 94.96 (05) 97.24 (05)

02 juanmanuel.calvo 49.89 0.00 (06) 0.00 (05) 0.00 (06) 99.56 (06) 10.00 (01) 99.78 (01)

03 Zavira 49.75 0.00 (06) 0.00 (05) 0.00 (06) 99.56 (07) 99.44 (02) 99.50 (02)

04 LIDOMA 49.74 0.00 (06) 0.00 (05) 0.00 (06) 99.56 (08) 99.41 (03) 99.49 (03)

05 NLP SSN CS 49.37 0.00 (06) 0.00 (05) 0.00 (06) 99.55 (09) 97.95 (04) 98.75 (04)

06 honghanhh 48.62 1.28 (03) 28.57 (03) 2.46 (03) 99.65 (02) 90.36 (06) 94.78 (06)

07 UMUTeam 48.22 1.16 (04) 28.57 (03) 2.23 (04) 99.65 (03) 89.34 (07) 94.21 (07)

08 mgraffg 46.51 1.50 (02) 61.90 (01) 2.92 (02) 99.80 (01) 82.11 (08) 90.09 (08)

09 Zootopi 44.29 0.65 (05) 33.33 (02) 1.28 (05) 99.62 (05) 77.70 (09) 87.30 (09)

(*) NLP URJC 50.26 1.72 (01) 19.05 (04) 3.15 (01) 99.63 (04) 95.21 (05) 97.37 (05)

(**) Habesha 48.94 1.54 (02) 33.33 (02) 2.94 (02) 99.68 (04) 90.64 (06) 94.94 (06)

Table 4: English subtask leaderboard. The ranking is calculated using the Macro F1-score. We
also include the Precision (P), Recall (R), and F1-score (F1) for the HOPE (HS) and Non-HOPE
(NHS) labels. (*) This team sent their results out of time. (**) This team forgot to publish the
best result in the leaderboard.

task were far better than those of the English
subtask, even though Spanish, as the Zootopi
team pointed out, it is not a resource-rich lan-
guage.

7 Conclusions and future work

This paper presents the description of the
first shared task on multilingual hope speech
detection, organized within the IberLEF
workshop, in the framework of the SEPLN
2023 conference. Specifically, two subtasks
were proposed, the detection of HOPE speech

in Spanish and English. Twelve different
teams participated in the Spanish subtask
and eleven in the English subtask. The best
result from the Spanish subtask (Zootopi)
achieved an average macro F1-score of 0.916
while in the English subtask it was 0.501
(I2C-Huelva). As future work, we pretend
to improve the datasets by increasing their
sizes, and reducing the unbalance among the
labels in order to further promote the detec-
tion of hope speech.
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Abstract: Humour is an efficient strategy to spread prejudice because, most of
the time, it evades moral judgement. However, it perpetuates stereotypes and doing
so justifies discriminatory acts. At HUHU we propose a frame to study how humour
is used to discriminate minorities and to analyse their interplay with the degree of
prejudice expressed against specific groups. To this end, we provide a corpus of
prejudiced tweets in Spanish annotated with the presence of humour, its prejudice
degree and the targeted groups: women and feminists, the LGBTI+ community,
immigrants and racially discriminated people, and over-weighted people. This paper
analyses the results achieved by the 46 teams that participated in HUHU.
Keywords: hurtful humour, prejudice, minority groups, Twitter.

Resumen: El humor es una estrategia eficiente para propagar prejuicios porque,
la mayoría de las veces, elude el juicio moral. Sin embargo, perpetúa estereotipos
y, al hacerlo, justifica actos discriminatorios. En HUHU roponemos un marco para
estudiar cómo el humor se utiliza para discriminar a las minorías y analizar su
interacción con el grado de prejuicio expresado contra grupos específicos. Con este
fin, proporcionamos un corpus de tweets prejuiciosos en español anotados en cuanto
a la presencia de humor, su grado de prejuicio y los grupos de: mujeres y feministas,
comunidad LGBTI+, inmigrantes y personas discriminadas racialmente, así como
personas con sobrepeso. Este artículo analiza los resultados obtenidos por los 46
equipo que participaron en HUHU.
Palabras clave: humor hiriente, prejuicio, grupos minoritarios, Twitter.

1 Introduction

Sometimes people hurt other people in a cre-
ative way: they use humour. More frequently
than not, the target of the joke is part of a
minority or discriminated group. In this case,
humour is used for the expression of preju-
dice, defined as “the negative pre-judgement
of members of a race or religion or any other
socially significant group, regardless of the
facts that contradict it” (Jones, 1972). The
main fact that contradicts this pre-judgement
is that social groups, whatever they are, are
not homogeneous either in their characterist-
ics or in the way they act. When we present

them as homogeneous, we make use of a ste-
reotype (Lipmann, 1922).

Moreover, where minorities fight to raise
egalitarian treatment, we can observe that
humour becomes a space in which prejudiced
attitudes and stereotypes are maintained. In
fact, recent research in NLP shows that one of
the features that distinguishes offensive jokes
from non-offensive ones is the presence of
negative stereotypes and ethnic slurs (Merlo
et al., 2023). Some authors consider that
prejudicial messages make use of humour to
avoid the moral judgement that penalises dis-
crimination (Ford and Ferguson, 2004; Ford
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et al., 2008). But, despite its inoffensive ap-
pearance, this humour is not harmless; it has
a deterrent effect and serves as a social con-
trol mechanism: people don’t want to be ri-
diculed, so they try to avoid what is laughed
at in a given society (Freud, 1960; Billig,
2005). In addition, the effects of these of-
fensive jokes spill over into other spaces with
far more serious consequences. For instance,
research about sexism has demonstrated that
for men exhibiting high levels of hostile sex-
ism (Glick and Fiske, 1996), sexist humour
can have important social consequences, such
as rape proclivity (Romero-Sánchez et al.,
2017). Furthermore, it has been observed
that when prejudiced content is nuanced in
humour, individuals targeted by prejudice
are more likely to endorse and internalise
such expressions (Miller et al., 2019).

Due to the relevant implications of all
praxes that discriminate against minorities,
this task aims to shed light on the complex in-
terplay between prejudiced language, minor-
ity groups and humour when it serves to con-
vey hurtful content.

2 Related Works
Dealing with figurative language has placed
many challenges for NLP. Most of the com-
plexity comes with the contextual and socio-
cultural concepts involved in comprehending
this kind of communicative device. Humour,
as an instance of this form of communica-
tion, has been investigated in several shared
tasks from different perspectives, ranging
from classical humour recognition to more
fine-grained analysis focusing on the under-
lying mechanism that provokes humour, the
target of the jokes, and its offensive and hurt-
ing aspects.

At the SemEval evaluation forum, during
the last years, humour in English was ad-
dressed from a computational perspective in:
(i) 2017 in Task 6 #HashtagWars: Learning
a Sense of Humour (Potash, Romanov, and
Rumshisky, 2017), where participants were
asked to detect the top funniest tweets from
a given set; (ii) 2020 in Task 7 on Assessing
Humour in Edited News Headlines (Hossain
et al., 2020), where the aim was investigat-
ing the presence of humour after local modi-
fication on headlines; and (iii) 2021 in Task
7 where a HaHackathon was organised for
Detecting and Rating Humour and Offence
(Meaney et al., 2021). This was the first

shared task with the aim of detecting offens-
ive language in humorous messages; one of
the subtasks aimed at predicting the rate of
offence in texts, although from a general per-
spective without focusing on the expression
of prejudice.

At the IberLEF evaluation forum, hu-
mour in Spanish was addressed in the HAHA
shared task on: Humor Analysis based
on Human Annotation in (i) 2018 (Castro,
Chiruzzo, and Rosá, 2018) and (ii) 2019
(Chiruzzo et al., 2019) to detect and rate
humorous messages in a scale from 0 to 5;
and (iii) 2021 HAHA focused more on a fine-
grained analysis of humour where the organ-
izers aimed at detecting the linguistic device
employed to convey humour: e.g., irony,
wordplay, hyperbole, etc., as well as the con-
tent of which the joke is based on distinguish-
ing among racist jokes, sexist jokes, dark hu-
mour, dirty jokes, and others categories (fif-
teen in total).

Finally, in the PAN Lab at CLEF in 2022,
the IROSTEREO shared task was organized
on Profiling Irony and Stereotype Spreaders
on Twitter (Ortega-Bueno et al., 2022). Par-
ticipants were asked to determine whether or
not an author of a Twitter feed in English
is keen to spread stereotypes via the usage
of irony. In this task, stereotypes were ap-
proached as a set of widespread beliefs asso-
ciated with a group category presented in a
homogeneous way.

Although some of the previous shared
tasks investigated the use of offensive lan-
guage in humour or the dissemination of
stereotypes using irony, and previous work
was done to study the hurtfulness of other
types of figurative language such as sarcasm
(Frenda et al., 2022). To the best of our
knowledge no previous work assessed the
use of humour to spread prejudice against
minorities. Therefore, we propose HUHU
as the first shared task in Spanish focusing
on studying humour in prejudicial messages
against: (i) women and feminist, (ii) the
LGBTI+ community, (iii) immigrants and
racially discriminated people, and (iv) over-
weighted people.

3 Dataset
We constructed the dataset together with
80 students of psychology that manually
tracked down Twitter accounts to study
the characteristics of users who spread hate
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speech using humour. This characterisation
comprised identifying hurtful texts target-
ing various societal groups, including women,
feminists, the LGBTI+ community, immig-
rants, racially discriminated people, polit-
ically aligned population segments, vegans,
and other stereotypically perceived groups.
Based on the obtained results, we proceed
with our information retrieval strategy using
898 user accounts. Among all the targets
identified in the preliminary corpus, in the
context of this shared task, our interest lies
in studying the four aforementioned groups
(section 2). Hence, we considered this initial
set of tweets as a corpus of toxic language
containing instances belonging to a positive
or negative macro-classes from 898 distinct
Twitter users. The positive macro-class com-
prised the four minority groups under invest-
igation, while the negative class comprised
the remaining groups.

From the Twitter accounts posting tweets
belonging to the positive macro-class, we re-
trieve the last 1000 tweets posted after Janu-
ary 1st, 2020, taking them as potential pre-
judicial speech spreaders. The latter pro-
cess yields us a set of roughly 80 thousand
instances; we proceed to filter them by em-
ploying discriminative keywords representing
the topic modelled by the interest macro-
class. To this end, we fuse a set of keywords
obtained by: (i) KeyBERT (Grootendorst,
2020), (ii) YAKE (Campos et al., 2020),
and the top 100 terms1 according to the in-
formation gain in the distribution of the two
classes.

3.1 Annotation Process
The filtering yielded a reduction of nearly
30 thousand tweets. For each account,
we observed duplicated instances. Inspired
by (Chiruzzo et al., 2021) we constructed
graphs interconnecting tweets for each user
and grouped together those pairs with a Jac-
card similarity above 0.7 by a cut-off. Later,
we employed the Grivan Newman algorithm
(Girvan and Newman, 2002) to find com-
munities of similar texts and provided annot-
ators with an ordination according to this to
speed up the detection and removal of duplic-
ated instances.
Annotation was carried out in two main
steps. The first annotation stage consisted

1Here we exclude punctuation marks, stop words,
and other semantically meaningless structures

in taking the majority vote from 3 annotators
who decided whether the tweets actually con-
veyed prejudicial content and whether they
perceived any humorous intention by answer-
ing yes or no to the two following questions:

1. Does this tweet express prejudice towards
one of the following minorities: women
or feminists, immigrants or racialized
groups, LGBTI+ or other sexual minor-
ities, overweight people?

2. Does the tweet’s author intend to be hu-
morous?

Two teams consisting of one male and two
female university students were hired by the
Universitat Politècnica de València (UPV) to
accomplish this annotation task. From this
step, just prejudicial tweets were kept, and
several rounds were done considering all the
Twitter accounts, giving a larger representa-
tion of those which seemed to use humour to
convey prejudice in the initial set of manu-
ally annotated tweets. The latter was due
to the poor balance detected in the prelim-
inary corpus exploration. Once we had our
potential dataset, a second annotation step
was approached by a team of five annotators
(three female and two male students) hired
by the UPV. They were asked to identify the
minority group being the target of prejudice
and for each of them the prejudice degree in
discrete scale ranging from 1 to 5 where 1
means a lower prejudice degree and 5 the op-
posite.

First, the overall degree of prejudice to-
wards each minority in a given instance was
determined by the average scoring provided
by the five annotators (Equation 1). Sub-
sequently, the prejudice score of the tweet
was defined as the mean prejudice value to-
wards targeted minorities as in Equation 2:

A
(i)
k =

1

5

∑
j

T
(i)
jk ∀k, i (1)

S(i) =
1∑

k 1(A
(i)
k > 0)

∑
k

A
(i)
k ∀i (2)

Here, T (i)
jk represents the scoring provided by

the jth annotator to the kth target in the ith

tweet and A
(i)
k is the average score of preju-

dice for the ith tweet under kth target.
Examination of the mean prejudice

distribution among annotators with the
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Kolmogorov-Smirnov test yields a non-
normal distribution of the degree of preju-
dice in all targeted groups (p < 0.001). This
skewed data distribution leads to a low level
of agreement among different raters when us-
ing traditional Inter-Rater Agreement (IRA)
measures (Eugenio and Glass, 2004). To ad-
dress this issue, we employ Gwet’s AC1 meas-
ure of IRA (Gwet, 2008). Table 1 shows the
IRA for each prejudiced target individually
for the whole set of instances and for preju-
dicial texts nuanced with humour.

G1 G2 G3 G4

All 0.490.02 0.790.01 0.810.01 0.940.01
Humor 0.510.03 0.850.02 0.800.02 0.900.02

Table 1: Gwet’s AC1 measure of IRA across
annotators from the second phase for each
prejudiced minority.

From here, we can observe particularly
low IRA values for the target related to the
women and feminist movement. This differ-
ence is intriguing because all tasks are sub-
jective tasks regarding the definition given by
(Wong, Paritosh, and Aroyo, 2021) of sub-
jective tasks with genuine ambiguity judging
toxicity of online discussions (Aroyo et al.,
2019), which typically reach values of IRA
ranging between 0.2 and 0.4 in their annota-
tion process.
3.1.1 HAHA 2021
In the first annotation step, we in-
cluded tweets from the dataset proposed in
(Chiruzzo et al., 2021). In this corpus of
tweets in the Spanish language, the authors
included annotation of the jokes’ target, i.e.,
if somebody is being laughed at (the butt of
the joke) and who that entity is. We filter out
positive examples of humour comprising en-
tities related to the studied minority groups,
incorporating 1402 instances to the annota-
tion flow, which were finally reduced to 503
in the final dataset.

3.2 Dataset Statistics
After both annotation stages, the final dis-
tribution of tweets remained as shown in
Table 2.

From the columns denoted with emojis
and , representing humorous and not hu-
morous instances respectively, we can notice
an important imbalance in the final dataset,
nevertheless this relation of quantities does

Source G1 G2 G3 G4
Crawled 607 2323 1652 791 753 169
HAHA 518 1 328 66 89 100
Total 1125 2324 1980 857 842 269

Table 2: Final dataset statistics.

not suppose a critical scenario for most ma-
chine learning systems.

On the other hand, it is important to note
that a single tweet may contain prejudice
towards multiple minorities. Therefore, the
values in columnsG1 toG4 represent the sizes
of sets that are not mutually exclusive.

Our analysis revealed that when targets
of prejudice are combined, the most common
pattern was an overlap of at most two classes.
However, it is crucial to highlight that this
overlapping was not observed in the majority
of instances. For a more comprehensive un-
derstanding of this phenomenon, refer to Fig-
ure 1, where we specifically focused on pair-
wise relations.

G1 G2 G3 G4

G
1

G
2

G
3

G
4

0.39 0.04 0.021 0.025

0.04 0.17 0.016 0.005

0.021 0.016 0.17 0.002

0.025 0.005 0.002 0.053 0.05

0.10

0.15

0.20

0.25

0.30

0.35

Figure 1: Pairwise co-occurrence of minorit-
ies being the target of prejudice.

Based on the graph, it also becomes evid-
ent that instances of prejudice against wo-
men (G1), which is the dimension with the
highest controversy in terms of IRA, are
over-represented in our dataset compared to
the other minorities. This observation high-
lights a converse situation where the minor-
ity represented by (G4) is disproportionately
weighted in our dataset.

Regarding the proportion of humorous
and non-humorous messages targeting each
minority, we noticed a consistent pattern in
abusive tweets across most groups, except
for the one targeting overweight individuals
(G4). Specifically, the quantity of humorous
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and non-humorous messages in this particu-
lar group was nearly equal.

Finally, we investigated how levels of pre-
judice, as measured by Equation 2, are dis-
tributed in both positive and negative cases
of humour. The distribution of these preju-
dice levels, as depicted in Figure 2, reveals
that there is a shift towards more hurtful
messages among tweets that convey jokes.
This observation holds some implications for
the dataset, giving empirical evidence that
humour when used to make people laugh at
certain aspects of a minority group, can amp-
lify the hurtful connotations of prejudiced
messages. This phenomenon is aligned with
the research that points out the potential im-
pact of humour in reinforcing and perpetuat-
ing prejudice.

0 1 2 3 4 5
Average prejudice score

0.00

0.05

0.10

0.15

0.20

0.25

0.30

De
ns

ity

Non-humorous
Humorous

Figure 2: Degree of prejudice in humor-
ous/non-humorous texts.

3.3 Provided Partitions
Before partitioning, we carried out some
prepossessing steps to provide the dataset
to the participants; essentially, we masked
URLs and mentioned users, thereby protect-
ing sensitive information. Regarding the
hashtags, we designed a reduced set of spe-
cific terms expressing laugh, e.g., haha, jeje;
or the explicit intention of humour, e.g., rie,
humor. Then, we masked hashtags con-
taining those terms, while the remaining
hashtags were segmented using the ekphrasis
library proposed by (Baziotis, Pelekis, and
Doulkeridis, 2017).

When constructing the training and test
datasets, we ensure they closely reflect the
distributions observed in the corpus. This is

achieved by maintaining a proportional split
of approximately 75% for the training set and
25% for the test set. The specific distribu-
tion for each category can be seen in Table 3.
We keep in the training set instances at most
containing prejudice toward two minorities
simultaneously, given the reduced number of
tweets with three or more targets.

Source G1 G2 G3 G4
Train 869 1802 1292 607 664 214
Test 256 522 688 250 178 55

Table 3: Distribution into training and test
set.

We also ensure that the distributions de-
picted in Figure 2 were preserved in training-
test partitioning, including the skewness to-
wards more hurtful content for jokes.

4 Tasks Description
Three subtasks were proposed to assess the
hurtful humour observed in the dataset and
the dimensions of the prejudice.

HUrtful HUmour Detection
Subtask 1 consisted in determining whether
a prejudicial tweet is intended to cause
humour. Participants had to distinguish
between tweets that use humour to express
prejudice and tweets that express prejudice
without humour. Systems were evaluated
and ranked employing the F1-score over the
positive class.

Prejudice Target Detection
In Subtask 2a, considering the minority
groups analysed, participants were asked to
identify the targeted groups on each tweet as
a multi-label classification task. To this end,
systems were evaluated using the macro-F1
measure taking into account the unbalance
observed in section 3.2.

Degree of Prejudice Prediction
Subtask 2b consisted of predicting on a con-
tinuous scale from 1 to 5 to evaluate how pre-
judicial the messages are on average among
minority groups. It was evaluated employing
the Root Mean Squared Error.

4.1 Baselines
We present three baseline models to estab-
lish a comparative framework. These mod-
els encompass different approaches, with one
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utilising a classic machine learning approach
and the other two leveraging state-of-the-art
transformer architectures.2

The first baseline model utilises a straight-
forward linear classification technique, em-
ploying a support vector machine based on
bags of 3-grams of characters. The second in-
volves fine-tuning a pre-trained BETO model
(Cañete et al., 2020), which is based on the
BERT architecture and trained on Spanish
texts. Finally, we incorporated a fine-tuning
version of the BLOOM model (Scao et al.,
2022), a multilingual model, on its bloom-
1b1 variant.

During the transformer-based models fine-
tuning process, we employed the RMSprop
algorithm (Hinton, Srivastava, and Swersky,
2012) for parameter optimisation. We gradu-
ally increase the learning rate from shallower
layers to deeper ones (Howard and Ruder,
2018), starting from 1e-5 incrementally ad-
justed by a factor of 0.1 for each subsequent
layer. We use a batch size of 32 examples for
BETO and 16 for BLOOM.

In addition to the aforementioned models,
we explored a more naive approach for the
classification task. This approach involved
predicting the positive class for subtask 1 and
assigning ”true” labels to all four classes in
the multi-label subtask 2a. This serves as a
baseline to compare the performance of the
more sophisticated models.

5 Participating Systems
Participants were allowed to send up to two
submissions for each subtask. The usage of
external data was restricted due to the pres-
ence of some instances from the HAHA data-
set.

For the final evaluation, 46 teams of the 77
registered in HUHU, made at least one sub-
mission. Table 4, Table 5 and Table 6 show
the top-ranked systems along with the results
of the proposed baselines for each subtask re-
spectively.3

The majority of the participating teams
preprocessed the tweets of the dataset and
employed traditional Machine Learning (ML)
as well as Deep Learning (DL) models, spe-
cifically transformer-based architectures.

2Source code can be found here https://git-
hub.com/labadier/HUHU

3Full Ranking can be found in the shared task
web page at https://sites.google.com/view/huhuat-
iberlef23/results

Team run F1-score ↑
RETUYT-INCO 1 0.820
BERT 4EVER 2 0.799
CISHUHUC 1 0.796
BLOOM-1b1 0.789
MosquitosBiased 1 0.784
HUHU-RMA-2023 1 0.782
amateur37 1 0.781
MJR 1 0.779
JPK 2 0.778
INGEOTEC 1 0.775
CAVIROS 2 0.774
JUJUNLP 1 0.772
mesichiquito 1 0.766
LaVellaPremium 2 0.764
BETO 0.759
SVM-3gram-char 0.679
allTrue 0.492

Table 4: Top-ranked systems for subtask 1.

Team run Macro-F1 ↑
JUJUNLP 1 0.796
Joe 1 0.783
Ratolins 1 0.778
RETUYT-INCO 1 0.773
BETO 0.760
BERT 4EVER 2 0.758
LaVellaPremium 1 0.753
MosquitosBiased 1 0.746
FENRIRFENIX 1 0.741
amateur37 1 0.739
Patata 2 0.732
mesichiquito 1 0.729
CAVIROS 2 0.727
Chincheta 1 0.722
SVM-3gram-char 0.603
allTrue 0.482

Table 5: Top-ranked systems for subtask 2a.

5.1 Preprocessing
As part of their preprocessing strategy,
several teams employed various techniques
such as converting all tweets to lowercase,
lemmatising or stemming words, removing
stopwords, eliminating punctuation marks
and special characters (Aguirre and Cadena,
2023; Árcos and Pérez, 2023). Some teams
even experimented with removing emojis,
which could potentially aid in detecting hu-
morous intentions (García and de la Rosa,
2023). In addition, other teams eliminated
URL, MENTION, and HASHTAG tokens in-
troduced during the data partitioning pro-
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Team run RMSE ↓
M&C 1 0.855
Huhuligans 1 0.874
BETO 0.874
MosquitosBiased 1 0.881
Zeroimagination 1 0.881
CIC-NLP 1 0.881
ByteMeIfYouCan 1 0.887
cocalao 1 0.890
mesichiquito 1 0.891
MJR 1 0.893
MJR 2 0.893
FENRIRFENIX 1 0.895
LaVellaPremium 2 0.898
Climent 1 0.899
SVM-3gram-char 0.907
BLOOM-1b1 0.915

Table 6: Top-ranked systems for subtask 2b.

cess, discarding any remaining unmasked in-
stances.

Moreover, specific teams introduced word
correction by replacing words not found in
the embedding dictionaries with the nearest
element based on the Levenshtein distance
criterion. Another noteworthy preprocessing
step undertaken by the team (García-Díaz
and Valencia-García, 2023) involved the re-
moval of jargon proper from social networks.

Conversely, another group of participants,
primarily those proposing systems based on
transformer-based models, opted to token-
ise the tweets directly (Kaoshik and Kather,
2023; Peng and Lin, 2023; Inácio and Oli-
veira, 2023).

5.2 Text Representation and
Models

Most of the proposed systems relying on
machine-learning methods employed repres-
entations based on Bag of Words or n-
grams tokens weighted with their respect-
ive tf-idf value to feed Support Vector Ma-
chines (SVM), Random Forest (RF), Gradi-
ent Boosting regressors, etc. For instance, in
their work, (Aguirre and Cadena, 2023) com-
bined these representations with linguistic
features from the HurtLex lexicon (Bassig-
nana, Basile, and Patti, 2018) to address
all three subtasks. Similarly, (Árcos and
Pérez, 2023) employed these representations
to train a system consisting of stacked SVM
and Gradient Boosting regressors for preju-
dice degree estimation.

Another emerging trend was the integra-
tion of traditional approaches with represent-
ations obtained from pre-trained word em-
beddings based on deep learning techniques,
both contextual and non-contextual. For in-
stance, (Sastre et al., 2023) experimented
with the application Principal Components
Analysis to reduce the embeddings obtained
from RoBERTuito (Pérez et al., 2022) and
employed them as input for a Multilayer Per-
ceptron in subtask 1, and Gradient Boost-
ing regressors and SVMs for subtasks 2a and
2b respectively. In a similar way, (García
and de la Rosa, 2023) utilised word em-
beddings from the Word2Vec matrix and a
pre-trained XLM-RoBERTa model to pre-
dict emotion probabilities, polarity features,
and stylistic features. These features were
fed into an ensemble of SVMs and a shallow
Neural Network model for subtask 1, and a
Multilayer Perceptron for subtasks 2a and 2b.
(Bonet, Rincón, and López, 2023) adopted a
similar strategy but using Decision Trees Re-
gressors and SVMs instead. Finally, (Inácio
and Oliveira, 2023) and (Sacristán, Muñoz,
and Peris, 2023) employed contextual embed-
dings coming from Large Language Models
(LLM) to feed SVMs in subtask 1.

On the other hand, some systems solely
relied on pre-trained and fine-tuned LLMs
based on transformer architectures, like the
best-performing system for regression sub-
task proposed by the team M&C, which con-
sisted in a simple fine-tuning of RoBERTa
model (Liu et al., 2019). Relying also
on transformer architectures, (Kaoshik and
Kather, 2023) proposed an ensemble ap-
proach for subtask 1, using predictions
from DistilBERT Cased (Sanh et al., 2019),
XLM-RoBERTa Spanish (Lange, Adel, and
Strötgen, 2021), RoBERTuito Cased, BERT
Cased (Devlin et al., 2018) and mBERT
Cased which is a multilingual version of the
former. They adopted a similar strategy for
subtasks 2a and 2b, excluding the RoBER-
Tuito model. In the same way, (Inácio
and Oliveira, 2023)and (García-Díaz and
Valencia-García, 2023) combined different
of these state-of-the-art pre-trained models.
The latter, employing a Knowledge Integra-
tion technique that combines linguistic fea-
tures with representations learned from the
LLMs into a multi-input neural network.
Whereas (Cruz et al., 2023), who achieved
the best performance in competition for sub-
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task 2a, combined the predictions of the fine-
tuned LLMs by weighting them with respect
to their individual performance.

It is worth mentioning the multitask learn-
ing system proposed by (Peng and Lin, 2023),
which incorporated a cross-task interaction
mechanism to share knowledge across tasks
and used BERT-based model as a backbone.
This, in addition to the attempt to balance
the dataset by introducing a back-translation
technique on the work of (Sastre et al., 2023)
to fine-tune a RoBERTuito, which resulted in
the best-performing system for subtask 1.

6 Analysis and Discussion
After the evaluation phase, we analyzed the
predictions made by participants. In this
section, we provide some findings related to
the systems’ performance and the difficulties
placed by instances from the dataset.

6.1 Systems Performance
As stated in section 5, we observed a near-
balanced number of submissions using both
DL and traditional ML architectures. We
study how this particular distinction in the
approaches defined any difference in perform-
ance. Figure 3 shows the distribution of F1-
scores for both subtask 1 (left) and subtask
2a (right) on DL and ML approaches.
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Figure 3: ML and DL systems performance
for subtask 1 and subtask 2a.

From here we can see that most DL-
based systems, as well as the average within
this category, exhibit superior performance
for humour recognition task. However, the
situation differs when considering subtask
2a, which involves identifying the underlying
topic of prejudicial tweets. In this case, there

is considerable reliance on specific terms re-
lated to the ground truth minority. Con-
sequently, even straightforward techniques
like Bag of Words (BoW) can yield predic-
tions that are nearly as precise as the more
intricate modelling approaches employed by
transformer-based models.

Regarding subtask 2b in Figure 4, where
the Kernel Density Estimation of the sys-
tems’ performance is depicted, we can ob-
serve a greater representation of ML sub-
missions, specifically just 17 of the 55 docu-
mented submissions were based on DL. Nev-
ertheless, systems under this paradigm again
presented a more regular and shifted distribu-
tion towards lower RMSE values, i.e., a bet-
ter performance. In fact, we must point out
that the top three ranked systems were based
on transformer-based architectures.
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Figure 4: ML and DL systems performance
for subtask 2b.

6.2 Error Analysis
To explore the errors made by the systems
in subtask 1, we categorised the texts based
on their difficulty level in each submission.
Four difficulty categories were established:
very difficult (more than 75% of submis-
sions failed), difficult (between 75% and 50%
failed), easy (less than 50% but more than
25% failed), and very easy (less than 25%
failed).

We notice a significant relationship
(Pearson-χ2 = 238.545, df = 3, p < 0.001)
between the difficulty level and whether the
text was a joke or not. Among the non-
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Difficulty Not humour Humour Humour G1 Humour G2 Humour G3 Humour G4
very easy 28.93 0 0 0 0 0
easy 36.97 7.81 6.8 5.4 8.6 14.3
difficult 19.16 45.31 57.1 13.5 41.4 39.3
very difficult 14.94 46.88 36.1 81.1 50 46.4
Total 100.00 100.00 100 100 100 100

Table 7: Percentage of correctly classified according to its difficulty category.

humorous texts, approximately 65% of in-
stances were classified as easy or very easy.
However, for the humorous class, this per-
centage dropped significantly to only 7.8%
of texts. These findings are summarised in
Table 7.

In addition, we analysed if there was a
particular target group that introduced some
specific difficulty in the recognition of hu-
mour. Among the non-humours texts we did
not find any significant relation between the
level of difficulty and the target group men-
tioned in the text. However, among the jokes
we found a significant relation (Pearson-χ2 =
34.071, df = 16, p < 0.005) between the de-
gree of difficulty for humour recognition and
the groups mentioned in the text. As we can
see in Table 7, the most serious difficulty for
humour recognition is related to the fact of
mentioning the LGBTI+ group (Humor G2).

For subtask 2a, we examined the num-
ber of teams that successfully identified the
mention of each minority group in the in-
stances. As we can see in Table 8, systems
had more difficulty recognising all targeted
groups when more than one was mentioned in
the same tweet. Since the data do not follow
a normal distribution, we applied the Mann-
Whitney Test and all means differed signi-
ficantly (p < 0.001). We explored also if hu-
mour introduced significant differences in the
task of recognising which group is mentioned.
The Mann-Whitney Test indicates that only
two groups show significant differences re-
garding humour: the LGBTI+ group (G2) is
better recognised in humorous texts than in
non-humorous and the over-weighted people
(G4) are better recognised in non-humorous
texts than in humorous texts. Moreover, we
observed a significant Spearman correlation
between the number of teams that correctly
recognised the target group and the level
of prejudice (mean) that the five annotators
gave to the tweet. This correlation indicates
that systems had an increased ability to re-
cognise all target groups in tweets have been

judged more prejudicial by annotators (see
Table 8).

Regarding subtask 2b, we analysed the
predictions of the best-ranked submission
and we computed the differences between the
prejudice scores given by the annotators and
the scores predicted. Positive values repres-
ented cases of overestimation of the degree of
prejudice and negative values the opposite.
We explored the potential effects of the pres-
ence of humour and the number of targeted
minority groups on the performance of the
best system. The Kolmogorov-Smirnov test
revealed a violation of the normality assump-
tion for these measures. However, consider-
ing the robustness of ANOVA to violations
of normality in previous research (Blanca et
al., 2017; Schmider et al., 2010), we pro-
ceeded with a parametric analysis to explore
the interaction effect of these two variables.
By performing an ANOVA, we observed a
significant interaction between the two inde-
pendent variables (F(1) = 15.008, p < 0.001)
and a significant main effect of mentioning
only one minority group or more than one
(F(1) = 299.953, p < 0.001). When tweets
mentioned more than one group, the system
tended to overestimate the degree of preju-
dice, and this overestimation was signific-
antly more pronounced in humorous texts.
Conversely, when tweets targeted only one
group, the system underestimated the degree
of prejudice, and there was no significant dif-
ference between humour and non-humorous
texts in terms of this underestimation (see
Figure 5).

We further examined the estimation of
the degree of prejudice in tweets that men-
tioned a singular group to determine if differ-
ent groups introduced significant differences.
While the interaction with humour was not
significant, there was a significant main effect
of the group mentioned in the tweet (F(2)
= 24.446, p < 0.001). The results showed
that the model tended to overestimate the de-
gree of prejudice against the LGBTI+ group
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Target Non-humour Humour Single group Multiple groups Correlation with
prejudice degree

G1 38.61 38.09 45.01 30.08 0.310**
G2 41.39 46.44 52.06 31.56 0.499**
G3 45.88 46.67 52.21 38.40 0.561**
G4 53.84 51.72 55.00 50.77 0.354**

**Correlation is significant at the 0.01 level.

Table 8: Number of teams that identify correctly the group target.
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Figure 5: Prejudice degree according to
humour presence and number of targeted
groups on instances.

(Mean = 0.58) and underestimate the de-
gree of prejudice against immigrants (Mean
= -0.73) and women (Mean = -0.41). It is
worth noting that the prejudice against over-
weighted people always appeared alongside
another target group, and thus, it was not
included in this particular analysis.

7 Conclusions
In this overview paper we described the
HUHU shared task that we organized Iber-
LEF 2023 and presented the results obtained
by the 46 teams that participated. We
provided a novel dataset related to humour
recognition consisting of prejudiced tweets in
Spanish annotated along the dimensions of
the degree of prejudice perceived by individu-
als and the minority targets involved in text.
We observed in the construction of the cor-
pus a tendency to effectively increase the per-
ception of prejudice when the minority being
targeted also is an object of mocking. For
subtask 1 in competition, 66 systems were
submitted, where transformer-based models
obtained the higher performance with respect
to traditional machine learning algorithms,
specifically the best performing system tried
to balance the classes representation using

back-translation to fine-tune a RoBERTuito
model. In subtask 2b we observed a sim-
ilar phenomenon across the 58 received sub-
missions, resulting in the best estimators of
prejudice degree RoBERTa-based models. In
contrast for subtask 2a, where we had 56 sub-
mitted runs, in spite of the top-ranked system
being based on ensembling multiple trans-
formers models, the subsequent two teams
in ranking, approached traditional machine
learning techniques. In this case, we noticed
that the performance of both paradigms was
quite balanced due to the highly vocabulary-
dependent characteristic of this task.

Based on the error analysis, it is evident
that humour recognition is still a challenge
for most systems. A higher number of errors
were observed in the positive class, indicating
difficulties in identifying instances of humour.
Interestingly, we found that the degree of pre-
judice played a crucial role in aiding systems
to recognise the target group: when humans
label a tweet as more prejudicial the systems
recognise better the victim of this prejudice.
We also noticed that certain groups - espe-
cially the LGBTI+ community- introduced
special difficulties for systems to recognise
humour. Regarding the estimation of pre-
judice degree, we observed that the presence
of multiple target groups and the use of hu-
mour leads the systems to overestimate the
prejudice.
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Abstract: This paper presents the results of the DIPROMATS 2023 challenge,
a shared task included at the Iberian Languages Evaluation Forum (IberLEF).
DIPROMATS 2023 provides a dataset with 12012 annotated tweets in English and
9501 tweets in Spanish, posted by authorities of China, Russia, United States and
the European Union. Three tasks are proposed for each language. The first one
aims to distinguish if a tweet has propaganda techniques or not. The second task
seeks to classify the tweet into four clusters of propaganda techniques, whereas the
third one offers a fine-grained categorization of 15 techniques. For the three tasks
we have received a total of 34 runs from 9 different teams.
Keywords: Propaganda, Digital Diplomacy, Twitter, Information Contrast Model.

Resumen: Este art́ıculo presenta los resultados de DIPROMATS 2023, una tarea
compartida inclúıda en el Iberian Languages Evaluation Forum (IberLEF). DIPRO-
MATS 2023 proporciona un conjunto de datos con 12.012 tweets anotados en inglés
y 9.501 tweets en español, publicados por autoridades de China, Rusia, Estados
Unidos y la Unión Europea. Se proponen tres tareas para cada idioma. La primera
tiene como objetivo distinguir si un tweet tiene técnicas de propaganda o no. La
segunda tarea busca clasificar el tweet en cuatro grupos de técnicas de propaganda,
mientras que la tercera ofrece una categorización detallada de 15 técnicas. Para las
tres tareas, hemos recibido un total de 34 ejecuciones de 9 equipos diferentes.
Palabras clave: Propaganda, Diplomacia digital, Twitter, Modelo de Contraste
de Información.

1 Introduction

Propaganda can be understood as “the delib-
erate, systematic attempt to shape percep-
tions, manipulate cognitions, and direct be-
havior to achieve a response that furthers the
desired intent of the propagandist” (Jowett
and O’Donnell, 2015). To this end, it in-
volves “a set of techniques and mechanisms
which facilitate the propagation of ideas and
actions” (Sparkes-Vian, 2019). Propaganda’s

subtlety can make it a sophisticated manipu-
lative method, as its content does not neces-
sarily need to be false, and its features may
only be identifiable through systematic long-
term observation. This differentiates pro-
paganda from disinformation, which in con-
trast can be exposed through objective fact-
checking.

The DIPROMATS challenge has been or-
ganized for the first time with the aim of
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finding the best techniques to identify and
categorize propagandistic tweets from gov-
ernmental and diplomatic sources. Previous
work that have attempted to automatically
identify and classify propaganda techniques
in texts have been inspired by Da San Mar-
tino et al. (2019), who classified segments
within news articles depending on the tech-
nique they contained. In total, these authors
initially considered 18 techniques, but in pos-
terior related works they reduced them to 14
and even grouped them in 6 different clusters
(Da San Martino et al., 2020; Da San Mar-
tino et al., 2022).

DIPROMATS 2023 is also grounded in Da
San Martino et al. (2019) as we also try to de-
tect propaganda techniques in texts, and we
partially borrow their categorization. How-
ever, DIPROMATS seeks to classify tweets
instead of text segments, and does not fo-
cus on news articles but on tweets published
by authorities from four powers: China, Rus-
sia, United States (US) and the European
Union (EU). Within the authorities consid-
ered there are accounts from government
institutions and representatives, embassies,
ambassadors, and other diplomatic profiles
such as consuls and missions. Focusing on
this type of content we intend to study gov-
ernmental propaganda directly at its source.

This paper unfolds as follows. Next sec-
tion describes the three tasks proposed by
this challenge and their evaluation measures.
Section 3 describes the dataset provided, and
Section 4 an overview of the systems sub-
mitted by the participants. In Section 5 we
discuss the results they obtained and finally,
Section 6 ends with the main conclusions of
the shared task.

2 Task

2.1 Description

DIPROMATS 2023 presented three tasks for
each language, Spanish and English. Partici-
pants could choose in which task(s) and lan-
guage(s) they participated:

• Task 1: Propaganda identification.
The first task consisted of a binary clas-
sification problem. The systems had to
decide whether a tweet contained propa-
ganda techniques.

• Task 2: Propaganda characteriza-
tion, coarse. In the second task the

systems had to categorize a tweet in dif-
ferent groups of propaganda techniques
that shared rhetorical patterns. There
were four possible groups, besides a neg-
ative class: Group 0: not propagan-
distic, Group 1: Appeal to Commonal-
ity, Group 2: Discrediting the opponent,
Group 3: Loaded Language and Group
4: Appeal to Authority.

• Task 3: Propaganda characteriza-
tion, fine-grained. The third task
asked systems to decide which of the
available techniques the tweet contained.
The selection of techniques was inspired
by Da San Martino et al. (2019).
We dismissed some of the techniques
used by these authors and incorporated
other techniques proposed by Johnson-
Cartee and Copeland (2004) or Hobbs
and McGee (2014).

For task 3 we finally considered 15 types
of techniques. Two techniques belonged to
Group 1: Appeal to commonality:

• Ad populum / Ad antiquitatem:
the tweet appeals to the will, the tra-
dition or the history of a community to
support an argument (Weston, 2017).

– The leadership of the #CPC is the
choice of history and of the Chinese
people.

• Flag Waving: the tweet includes hy-
perbolic praise of a nation, worships a
patriotic symbol, exhibits self-praise, or
portrays someone as a hero.

– The European Union is the best ex-
ample, in the history of the world,
of conflict resolution.

Ten techniques were included in Group 2:
Discrediting the opponent:

• Name Calling / Labelling: the au-
thor refers to someone or something with
pejorative labels (Da San Martino et
al., 2019; Institute for Propaganda Anal-
ysis, 1938).

– The #US is the gravest threat to
global strategic security and stabil-
ity.

• Undiplomatic Assertiveness /
Whataboutism: the tweet vilifies
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an opponent, depicting their behavior
as hostile, hypocritical or immoral,
displaying undiplomatic contempt. This
technique also includes counteraccu-
sations to deviate the attention from
sensitive issues.

– Just another proof that the #Me-
diaFreedom principle is only ap-
plied to western or western-paid me-
dia. When Euro-NATO govern-
ments crack down on #Russian or
Russian-language media there’s zero
reaction from #HumanRights apol-
ogists. Bias and double standards

• Scapegoating: the tweet transfers the
blame to one person, group or institution
(Da San Martino et al., 2019).

– What has caused the current dif-
ficulties in China-UK relationship?
My answer is loud and clear: China
has not changed. It is the UK that
has changed. The UK side should
take full responsibility for the cur-
rent difficulties.

• Propaganda Slinging:the author ac-
cuse others of spreading propaganda,
disinformation or lies (Johnson-Cartee
and Copeland, 2004).

– Pompeo has been churning out lies
wherever he goes, spreading political
virus across the world.

• Personal attacks: the author at-
tacks the personal, private background
of an opponent (Johnson-Cartee and
Copeland, 2004).

– Example by Johnson-Cartee and
Copeland (2004): He tries to ap-
peal to Christian voters, but his real
life is anything but Christian. He
is a heavy drinker and a compulsive
womanizer.

• Appeal to Fear: the author either
seeks to instill fear in the readers about
hypothetical situations that an opponent
may provoke or aims to intimidate an
opponent by warning about the conse-
quences of their actions (Johnson-Cartee
and Copeland, 2004).

– We urge the US to stop using the
Uighur Human Rights Policy Act

of 2020 to harm China’s inter-
ests. Otherwise, China will reso-
lutely fight back, and the US will
bear all the consequences.

• Absurdity Appeal: the author char-
acterizes the behavior of an opponent or
their ideas as absurd, ridiculous or pa-
thetic (Johnson-Cartee Copeland, 2004).

– Joe Biden’s response to the H1N1
Swine Flu was pathetic. Joe didn’t
have a clue!

• Demonization: the author invokes
civic hatred towards an opponent, who
is presented as an existential threat.

– Concast (@NBCNews) and Fake
News @CNN are Chinese puppets
who want to do business there.
They use USA airwaves to help
China. The Enemy of the People!

• Doubt: The author casts doubt on
the credibility or honesty of someone
(Da San Martino et al., 2019).

– Growing doubts over the US govern-
ment’s handling of the #COVID19,
e.g. When did the first infection oc-
cur in the US? Is the US govern-
ment hiding something? Why they
opt to blame others?

• Reductio ad Hitlerum: the tweets
try to persuade an audience to disap-
prove an action or idea from an oppo-
nent by associating it with someone or
something that is hated by the audience
(Teninbaum, 2009).

– The CPC has 90 million members,
plus their families, the data has at
least 270 million. Infringing these
elites is directly against the Chi-
nese people. Don’t forget Hitler’s
evil history of persecution and mas-
sacres of German Communists and
Jews.Stop NEW horrible fascists!

Group 3: Loaded Language has only
one technique called “Loaded Language”,
that includes hyperbolic language, evocative
metaphors and words with strong emotional
connotations. For example: this monumental
achievement left a tremendous mark in his-
tory!

Finally, two more techniques are included
in Group 4: Appeal to Authority:
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• Appeal to false authority: the tweet
includes a third person or institution to
support an idea, message, or behavior
for which they should not be considered
as a valid expert.

– A voice of a Pakistani student’s wife
tells real situation about the coron-
avirus in China. Trust the Chinese
Government. No panic!

• Bandwagoning: The author seeks to
persuade someone to join a course of
action because someone else is doing it
(Da San Martino et al., 2019; Hobbs
and McGee, 2014).

– Germany took strong action today
against Hizballah. We call on #EU
member states to follow suit in hold-
ing Hizballah accountable.

2.2 Evaluation measures and
baselines

For the evaluation we used two metrics for
classification: ICM (Amigo and Delgado,
2022) (official metric) and F1. ICM is a eval-
uation metric suitable for Multi-label Hier-
archical classification tasks, as is the case of
our tasks 2 and 3. This metric is particu-
larly useful when the distribution of classes
is highly unbalanced, both in terms of class
frequency and the number of labels per item,
as in the case of DIPROMATS. ICM ranges
from − to +; in order to normalize the re-
sults for a more straightforward interpreta-
tion, we rescale so that the ICM of the gold
standard receives 1, and a system that al-
ways returns the least frequent class receives
0. F1 is less suited for our problem because
it does not take into account the hierarchical
structure of classes: a mistake between dis-
tant classes penalizes the same as a mistake
between sibling classes. Also, it is insensitive
to imbalanced data. However, we report it as
a reference, as it is the most common metric
for classification problems.

As baselines, we report a naive baseline
that assigns all tweets to the most frequent
class (no propaganda) and the results of a
popular LLM, Roberta-base.

To obtain the baselines, we divided the
training set into 90% for training and 10% for
development. Then we performed a straight-
forward fine-tuning of the roberta-base
model (for English) and its Spanish equiv-
alent PlanTL-GOB-ES/roberta-base-bne.

We modeled the problem as a multilabel
classification. For the first task, we have two
classes. For the second, five (the four large
groups described above plus the negative
class). For the third task, 13 classes, corre-
sponding to each propaganda subtype that
had examples in the training set, plus the
negative class. We conducted a small grid
search on the training data and picked the
best hyperparameters for each task:1

1. Batch size: 16, 32.

2. Weight decay: 0.01, 0.1.

3. Learning rate: 1e-5, 3e-5, 5e-5.

4. Epochs: 5.

3 Dataset

DIPROMATS 2023 encompasses two anno-
tated datasets, one composed of tweets in
English and another one of tweets in Spanish.
The tweets, which were collected through the
Twitter API for Academic Research, were
published between January 1st, 2020 and
March 11th, 2021. The dataset in English
contains 12012 tweets: 3022 of them were
published by 106 Chinese authorities, 2960
from 114 Russian officials, 2916 from 186 au-
thorities from the EU and 3114 tweets were
posted by 216 US authorities.

The dataset in Spanish included 9591
tweets, 2997 of them published by 25 Chinese
authorities, 1391 by 22 Russian authorities,
2465 tweets were published by 48 European
authorities, and 40 authorities from the US
provide 2738 tweets.

We split the data with a temporal crite-
rion, choosing for each dataset the date that
divides positive tweets in a 70/30 propor-
tion. The 70%, oldest subset is the training
set, and the newest 30% subset is the test
set. The annotation process started by mark-
ing the fine-grained techniques detected in a
tweet. If at least one technique was identi-
fied, that tweet was consequently annotated
as propagandistic.

Together with the text of the tweets and
their different labels, the training dataset
provided information about the username
that published the tweet and his/her coun-
try of origin, the tweet id, the time when the

1The trained baseline models and
results can be found in GitHub:
https://github.com/grmarco/dipromats-baselines.
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tweet was posted and a sum of the retweets
and likes that it received. Moreover, the type
of tweet was also indicated. In total there
were 10,328 organic tweets, 1,694 retweets,
1,713 quotes and 793 replies.

Four analysts contributed to the mak-
ing of the annotation guide. Two of them
were the annotators of both datasets, con-
sidered experts by their knowledge of in-
ternational relations and philosophy of lan-
guage. The other two were computer scien-
tists that were trained for the task. The four
of them initially annotated in parallel a pur-
posive sample of 100 tweets considered pro-
pagandistic. Inter-annotator agreement was
computed using Cohen’s Kappa. The two
main annotators had a stronger agreement
(K = 0.69) when classifying into propaganda
groups, whereas the agreement on the catego-
rization of fine-grained techniques was lower
(K= 0.56). This could be partially explained
because of the scarcity of certain techniques
in the sample. The four analysts obtained a
K= 0.54 agreement for the groups and 0.39
for the fine-grained techniques.

After a detailed discussion of all tweets
were there was some type of disagreement,
the analysts revised the annotation criteria.
The two main annotators then manually clas-
sified in parallel another representative sam-
ple of 231 tweets. In this second annotation
they had a agreement of K= 0.86 when de-
tecting if a tweet contained any technique
and K= 0.81 when identifying the first three
propaganda groups (the fourth group only
had one example in the sample). Moreover,
the agreement was K= 0.8 when annotating
the six techniques that were represented more
than once in the sample.

The manual annotation revealed that one
of the challenging aspects of this task is that
the training dataset in both languages is very
unbalanced. First, the binary classification,
corresponding to task 1, shows a consider-
ably higher proportion of non-propagandistic
tweets: only 23.4% of the tweets in English
and 19.6% of tweets in Spanish contained at
least one technique. At the group level, even
if groups 1, 2 and 3 appeared frequently, only
4 tweets in English and 6 in Spanish had tech-
niques associated with Group 4, Appeal to
Authority (see Figure 1). In Spanish, group
2, Discrediting the Opponent had almost as
much frequency as the other three groups
combined.

Figure 1: Number of tweets that contained
each of the propaganda groups in Spanish
and English.

At a fine-grained level, the techniques
within the groups were also unevenly dis-
tributed as Figure 2 and Figure 3 show. In
both languages, Flag Waving was much more
used than Ad Populum / Ad Antiquitatem in
group 1. In group 2 there were two techniques
that did not have any example in the training
dataset: Reductio ad Hitlerum and Personal
Attacks. Other techniques, such as Scape-
goating, barely appeared. On the contrary,
Undiplomatic Assertiveness / Whataboutism
had a very high occurrence in both languages.

Figure 2: Number of tweets in English con-
taining each technique. Color indicates be-
longing to different groups.

4 Overview of the systems

In total, 28 groups registered for the task, out
of which 9 teams from 4 countries submitted
a total of 34 runs (each participant was al-
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Figure 3: Number of tweets in Spanish con-
taining each technique. Color indicates be-
longing to different groups.

lowed to submit up to five runs, where each
run might contain results for part of all of the
tasks in one or both languages). For task 1,
18 runs were submitted in Spanish by 6 dif-
ferent teams, whereas 9 teams submitted 30
runs in English. For task 2 and 3 we received
17 runs in Spanish from 5 different teams and
28 runs in English from 7 participants. 7 out
of the 9 teams that sent runs also submitted
working notes describing their systems.

Concerning the classification approaches,
all seven teams employed some sort of trans-
former architecture for at least one of the
tasks. Six teams relied on BERT-based (De-
vlin et al., 2018) approaches, being RoBERTa
(Liu et al., 2019) the most popular one. Al-
ternatively, one team, Mario, used the open-
source GPT-J model. Traditional machine
learning methods such as Nearest Neighbors
(kNN) and Boolean bag-of-words were also
applied in task 2 by team PropaLTL. Next,
we briefly describe the approaches presented
by each team.

ELiRF-VRAIN participated in the three
tasks for both languages. This team used
data augmentation to increase the number
of samples by translating Spanish samples
into English and vice versa. They employed
BETO (Cañete et al., 2020) for tweets in
Spanish and an updated, RoBERTa-based
version of TimeLM (Loureiro et al., 2022) for
tweets in English. For the fine-tuning process
they created a Discrepancy Correction Pro-
cedure to prevent labeling inconsistencies.

Mario just participated in task 1 and only
in English. Their approach was based on
a system of cascades of language models,

adopting GPT-J as the backbone model for
all the experiments.

NL4IA participated in the three tasks,
but only in English. They employed data
augmentation by adding textual information
about the sentiment, the interactions and the
author’s country of the tweet. Then, they ap-
plied RobertaforSequenceClassification (Wolf
et al., 2020) as the pre-trained model for the
classification task.

PropaLTL took part in the three tasks
and in both languages, although they focused
primarily on the binary propaganda identi-
fication task. Their approach consisted in
adding contextual information to the tweet
text, considering its sentiment, the tweet
type and the country of the author. For
task 1 they used BERTweet (Nguyen, Vu,
and Tuan Nguyen, 2020) and RoBERTuito
(Pérez et al., 2022), whereas for Task 2, as
mentioned above, they decided to exploit a k-
Nearest Neighbors (kNN) classifier, together
with a Boolean bag-of-words representation.

UMUteam also participated in the three
tasks for both languages. However, their fo-
cus was mainly on the third task, the fine-
grained classification, inferring thus the la-
bels for tasks 2 and 1. Their methodology
involved a typical machine-learning pipeline
that consisted in cleaning the dataset, ex-
tracting features from the documents and
train and evaluate a variety or BERT-based
models.

UnedMediaBiasTeam participated in the
three tasks and in both languages. This team
developed a three-stage hierarchical model
using a fine-tuned XLM-RoBERTa (Conneau
et al., 2020) and leveraging the provided data
as well as data from the SemEval’23 task
3 dataset (Piskorski, J. et al., ), and from
the MBIC (Spinde et al., 2021a) and BABE
(Spinde et al., 2021b) datasets.

Finally, UniLeon-UniBO followed a
bottom-up strategy to address the three
tasks in both languages. On the basis of
the decision in task 3, the systems deter-
mined the label in task 2 and 1. Their
models were built on top of RoBERTa, and
in the fine-tuning process they resorted
to the Propaganda Techniques Corpus
(Da San Martino et al., 2020) to increase
the number of instances for certain tech-
niques. They selected and extracted the
sentences from this corpus that contained
the same (or similar) techniques to those in
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DIPROMATS. They also made the model
aware of the author’s country by attaching
it as a contextual feature in the text of the
tweet.

5 System results

The three tasks were evaluated indepen-
dently. Teams were ranked by the ICM re-
sult they obtained. A detailed classification
that includes all the runs submitted by par-
ticipants and the F1 of the two classes of task
1 is available at the DIPROMATS website.2

5.1 Task 1

18 different runs were submitted for task 1 in
Spanish and 30 in English. 16 runs were con-
sidered for the bilingual evaluation. As Table
2 shows, PropaLTL achieved the best score in
Spanish. Their best run, the third one they
submitted, incorporated as a contextual fea-
ture the type of the tweet. In English, Mario
obtained the best result in the only run this
team submitted, following a system of cas-
cade based on GPT-J. The bilingual rank-
ing was also topped by PropaLTL, whose five
runs achieved the best scores. Run 4, incor-
porating information about the emotion of
the text, was the top performer.

In task 1 the differences in the perfor-
mance of the top systems in different lan-
guages are not significant. The best run in
Spanish is two points higher in terms of ICM,
and their F1 is practically identical.

5.2 Task 2

For task 2 there were 17 runs in Spanish,
28 in English and 15 for both languages.
The best score in Spanish was achieved by
UniLeon-UniBO using the RoBERTa archi-
tecture from the BERTIN project (De la
Rosa et al., 2022). They started conduct-
ing a Twitter-oriented preprocessing keep-
ing emoticons, emojis, and other features,
while splitting hashtags and user mentions
into words. They also incorporated infor-
mation about the country of origin of the
author. Finally, they enriched the traning
dataset with a dataset that considered simi-
lar propaganda techniques to identify propa-
gandistic segments in news articles.

With this approach, UniLeon-UniBo
ranked second in English. In this lan-
guage, top-performer NL4IA, which relied on
RoBERTa-Large, also enriched the tweet text

2https://sites.google.com/view/dipromats2023/results.

with contextual information: the sentiment
and interaction metrics of the tweet. In the
bilingual evaluation, UMUteam achieved the
best result based on a ensemble learning with
the mode of the predictions.

In this task, the difference in performance
between Spanish and English is larger. The
best run in English obtained slightly better
results than the best Spanish run in terms of
ICM, but in terms of F1 English results are
12 points higher.

5.3 Task 3

17 runs in Spanish and 28 in English partic-
ipated in task 3. 15 runs were considered
for the bilingual classification. As in task
2, UniLeon-UniBo attained the best score in
Spanish. In English, the highest score was
achieved again by NL4IA, with a run that
attached information on the country of ori-
gin of the authorities to the text, a strategy
that was also followed by the top-performer
in Spanish UniLeon-UniBo.

The ICM of the best systems in task 3 re-
mained close between Spanish and English.
However, the difference between the perfor-
mances in both languages kept widening in
terms of F1 score. A 20 point-gap separates
the best result in English from the best one
in Spanish (see Table 2 and Table 3).

Note that it is not trivial to perform bet-
ter than a straightforward fine-tuning of a
standard LLM: The Roberta-base baseline is
beaten typically by two or three systems, de-
pending on the task.

6 Conclusions

This paper presented the results of the first
edition of DIPROMATS, which challenged
participants to automatically detect and clas-
sify propagandistic messages from public rep-
resentatives. This shared task provided an
original annotated dataset and a novel cat-
egorization, proposing a framework that al-
lowed to test systems in two different lan-
guages and in different levels of granularity.

The approaches adopted by participants
were very diverse. Generally, the best sys-
tems incorporated some kind of data aug-
mentation that included contextual informa-
tion in the message analyzed. Some success-
ful approaches conducted bottom-up strate-
gies that focused on the fine-grained level to
resolve the more coarse-grained tasks. Con-
versely, the team PropaLTL, that decided to
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Both languages

Task 1 Task 2 Task 3

Team ICM F1 Team ICM F1 Team ICM F1

Gold 1 1 Gold 1 1 Gold 1 1

PropaLTL 0.8196 0.7953 UMUteam 0.9146 0.4815
ELiRF-

VRAIN
0.9122 0.3616

UnedMBT 0.8048 0.777
ELiRF-

VRAIN
0.9139 0.4838 UMUteam 0.9115 0.3284

UMUteam 0.8041 0.7734 UnedMBT 0.9129 0.4639 UnedMBT 0.9082 0.2793

ELiRF-

VRAIN
0.8004 0.7732 PropaLTL 0.9008 0.3824 PropaLTL 0.871 0.0674

INGEOTEC 0.7639 0.7365

Baseline

max freq.
0.6647 0.4565

Baseline

max freq.
0.8665 0.1826

Baseline

max-freq.
0.8704 0.0652

Baseline

roberta-base.
0.8256 0.8024

Baseline

roberta-base.
0.9229 0.5223

Baseline

roberta-base.
0.9184 0.3225

Table 1: Results of tasks 1, 2 and 3 for tweets in Spanish and English (best run).

Spanish

Task 1 Task 2 Task 3

Team ICM F1 Team ICM F1 Team ICM F1

Gold 1 1 Gold 1 1 Gold 1 1

PropaLTL 0.8421 0.8089 UniLeon 0.9123 0.4301 UniLeon 0.9043 0.2788

UMUteam 0.8275 0.7887 UMUteam 0.9118 0.4164
ELiRF-

VRAIN
0.9035 0.3628

UniLeon 0.825 0.7864
ELiRF-

VRAIN
0.9098 0.4578 UMUteam 0.9017 0.3414

ELiRF-

VRAIN
0.8203 0.7815 UnedMBT 0.9054 0.4079 UnedMBT 0.8946 0.2733

UnedMBT 0.8176 0.7757 PropaLTL 0.8892 0.3761 PropaLTL 0.8622 0.0789

INGEOTEC 0.792 0.7485

Baseline

max freq.
0.6852 0.4531

Baseline

max freq.
0.8586 0.1812

Baseline

max-freq.
0.8598 0.0697

Baseline

roberta-base.
0.8448 0.8121

Baseline

roberta-base.
0.9174 0.4707

Baseline

roberta-base.
0.9053 0.3105

Table 2: Results of tasks 1, 2 and 3 for tweets in Spanish (best run).

focus mostly on the binary classification (task
1), also obtained remarkable results in that
task. Also, it is remarkable that the base-
line, a roberta-base carefully trained, obtains
results that are acceptable from the outset
and not trivial to surpass.

As expected, systems achieved worse per-
formances as the complexity of the task in-
creased. This partially explains the meaning-
ful differences among the results of the three
tasks. The degree of difficulty also seem to
have an impact in the performance of the sys-
tems when dealing with different languages:

the more complex the task, the wider the gap
between English and Spanish models.

The use of ICM, a novel measure which
is theoretically sound in terms of multi-
class, multilabel hierarchical classification,
has been a mixed experience. It is obviously
better suited for our tasks 2 and 3, and there-
fore better reflects the true behaviour of sys-
tems. But, at least with the normalization
schema that we have applied, it seems to be
less discriminative than F1.

Results confirm that automated propa-
ganda detection is a challenging exercise that
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English

Task 1 Task 2 Task 3

Team ICM F1 Team ICM F1 Team ICM F1

Gold 1 1 Gold 1 1 Gold 1 1

Mario 0.8202 0.809 NL4IA 0.9392 0.5591 NL4IA 0.9247 0.4838

PropaLTL 0.818 0.8062 UniLeon 0.9356 0.549 UniLeon 0.9205 0.4405

UniLeon 0.8132 0.8011 UnedMBT 0.926 0.4879
ELiRF-

VRAIN
0.9085 0.3768

NL4IA 0.808 0.7953
ELiRF-

VRAIN
0.9256 0.5058 UnedMBT 0.9073 0.3229

UnedMBT 0.7924 0.7774 UMUteam 0.925 0.4976 UMUteam 0.9064 0.3253

UMUteam 0.7853 0.7677 PropaLTL 0.9148 0.3866 PropaLTL 0.8628 0.0721

ELiRF-

VRAIN
0.7848 0.7709 IIA-CSIC 0.5971 0.1689 IIAA-CSIC 0.6187 0.067

INGEOTEC 0.736 0.7255

IIA-CSIC 0.7023 0.6981

Baseline

max freq.
0.6456 0.4600

Baseline

max freq.
0.8870 0.1840

Baseline

max-freq.
0.8636 0.0767

Baseline

roberta-base.
0.8066 0.7938

Baseline

roberta-base.
0.9327 0.5339

Baseline

roberta-base.
0.9176 0.3418

Table 3: Results of tasks 1, 2 and 3 for tweets in English (best run).

has still room for improvement, particularly
when distinguishing among different tech-
niques. Future work must also address the
unbalanced distribution of categories, which
may have constituted an obstacle for the
training and testing processes. All in all, the
enriching diversity of approaches submitted
for the first edition of DIPROMATS has con-
tributed to the literature on automated pro-
paganda detection by providing valuable in-
dications on where to direct ensuing efforts.
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Abstract: This paper describes PoliticES 2023, a shared task organized within the
workshop IberLEF 2023 in the framework of the 39th edition of the International
Conference of the Spanish Society for Natural Language Processing. This second
edition of the task shares the goal of the first edition of PoliticES, which is to extract
political ideology and other psychographic and demographic characteristics of users
in social networks. What is new this year is that the traits are extracted from text
clusters of users who share the same traits, and that celebrities have been included
as a type of profession. This edition attracted 43 teams, of which 11 submitted
results and 8 sent papers describing their systems. Most of the participants proposed
Transformers-based approaches, but others also used traditional machine learning
algorithms.
Keywords: Cluster profiling, political ideology, author analysis, demographic and
psychographic traits.

Resumen: Este art́ıculo describe PoliticES 2023, una tarea organizada dentro del
taller IberLEF 2023 en el marco de la 39 edición del Congreso Internacional de
la Sociedad Española para el Procesamiento del Lenguaje Natural. Esta segunda
edición de la tarea comparte el objetivo de la primera edición de PoliticES, extraer
la ideoloǵıa poĺıtica y otros rasgos psicográficos y demográficos de usuarios en redes
sociales. Las novedades son que este año los rasgos se extraen de clústers de textos
de usuarios que comparten los mismos rasgos y que se ha incluido celebridades como
tipo de profesión. Esta edición ha atraido a 43 equipos, de los cuales 11 enviaron
resultados y 8 presentaron art́ıculos describiendo sus sistemas. La mayoŕıa de los
participantes propusieron enfoques basados en Transformers, pero también otros
utilizaron algoritmos tradicionales de aprendizaje automático.
Palabras clave: Perfilado de clústers, ideoloǵıa poĺıtica, análisis de autores, rasgos
demográficos y psicográficos.

1 Introduction

Political ideology encompasses a range of psy-
chological characteristics that contribute to
our understanding of individual and collec-
tive behaviour. These traits include moral
and ethical values as well as inherent at-
titudes, evaluations, biases and prejudices
(Verhulst, Eaves, and Hatemi, 2012). A
study conducted by Fatke (2017) showed a
correlation between personality traits and
political ideology. The author collected data
from 21 countries and found correlations be-

tween the big five personality traits and polit-
ical ideology. Specifically, conscientiousness
showed a strong association with right-wing
ideology, while openness to experience and
agreeableness were significantly more associ-
ated with left-wing ideology. Furthermore,
our political ideology has a significant impact
on our daily lives. For example, Baumgaert-
ner, Carlisle, and Justwan (2018) discovered
a relationship between political ideology and
citizens’ attitudes towards vaccination cam-
paigns against infectious diseases.
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This is the second edition of the shared
task PoliticES (Garćıa-Dı́az et al., 2022).
This new edition of PoliticES is held in the
framework of IberlEF 2023 (Jiménez-Zafra,
Rangel, and Montes-y Gómez, 2023), as part
of the SEPLN 2023 conference, and its objec-
tive is to extract information about political
ideology from clusters of texts. For this pur-
pose, a cluster profiling task is proposed. It
focuses on the identification of gender, pro-
fession and political spectrum from a binary
and multi-class perspective. The novelty this
year is that instead of profiling users, partici-
pants will work with clusters of texts written
by different users but with the same charac-
teristics, in order to avoid legal and ethical
problems.

The previous edition of PoliticES (Garćıa-
Dı́az et al., 2022) attracted 20 teams which
submitted results and, finally, 14 participants
sent working notes for the description of their
systems. In this first edition, participants
had to identify 2 demographic traits, gen-
der and profession, and political ideology as a
psychographic trait in two axes, binary and
multiclass. The novelties this year are that
we have included users who are celebrities
and that the tweets are organized in clusters
of users who share the same traits.

The paper is structured as follows. Section
2 provides a description of the PoliticES 2023
shared task. Section 3 presents the dataset
that was used in the competition. The par-
ticipant approaches are summarized in Sec-
tion 4, followed by the presentation of results
and a discussion in Section 5. Lastly, Section
6 concludes the paper by offering insights and
suggestions for future work.

2 Task description

The aim of the PoliticES 2023 shared task
is to extract two demographic traits (gender
and profession) and one psychographic trait
(political ideology) from a cluster of tweets
from users who share these characteristics.
Political ideology is approached as both a bi-
nary problem (pib) and a multiclass problem
(pim).

The categories for each trait are:

• gender: male, female.

• profession: political, journalist,
celebrity.

• pib: left, right.

• pim: left, moderate left, right, moderate
right.

The challenges involved in this shared task
are:

1. Extraction of political ideology from a
collection of texts. This is the second
edition of the first Spanish collaborative
task focused on political ideology. In ad-
dition, extracting data from clusters of
texts rather than writings by the same
author will make this task more difficult,
as certain biases of the datasets will dis-
appear.

2. Multi-class classification. The task
of automatic document classification
should be approached from a binary and
multiclass perspective with four different
classes.

The competition was organized through
CodaLab and is available at the following
link: https://codalab.lisn.upsaclay.
fr/competitions/10173. It was divided
into 3 phases: Practice, Evaluation and Post-
Evaluation.

In the practice phase, participants were
given a subset of the training data to familiar-
ize themselves with the data format. In addi-
tion, they were provided a notebook contain-
ing a baseline system based on BoW (Bag-
of-Words) and Logistic Regression to give a
starting point for system development. They
were then given the full training set to de-
velop their approaches. Participants were al-
lowed to make a maximum of 100 submis-
sions to CodaLab. In the evaluation phase,
the test partition was made available for the
participants to label using the developed sys-
tems. This partition was used to evaluate the
teams. They were allowed to make a max-
imum of 10 submissions through CodaLab,
from which each team had to select the best
one for the ranking. The ranking was de-
termined using the arithmetic mean of the
macro F1 scores for gender, profession, bi-
nary political ideology, and multi-class polit-
ical ideology.

3 Dataset

The dataset released for this shared task fol-
lows the guidelines defined in the PoliCorpus
2020 dataset (Garćıa-Dı́az, Colomo-Palacios,
and Valencia-Garćıa, 2022) and the corpus
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used for the PoliticES 2022 shared task
(Garćıa-Dı́az et al., 2022).

The tweets were compiled between 2020
and 2022 from the Twitter accounts of
politicians, political journalists and celebri-
ties in Spain using the UMUCorpusClassifier
(Garćıa-Dı́az et al., 2020). These users were
selected because their political affiliation can
be guessed from the party the politicians be-
long to, the editorial line of the newspapers
the journalists write for, or the type of polit-
ical parties the celebrities support.

The politicians were selected from: (1)
members of the Spanish government, (2)
members of the Spanish Congress and Sen-
ate, (3) mayors of some important cities in
Spain, (4) presidents of autonomous commu-
nities, (5) former politicians, and (6) employ-
ees of political parties. The journalists were
selected from different Spanish news media,
such as ABC, El Páıs, ElDiario, El Mundo
or La Razón, among others. They are rele-
vant figures in political journalism, and some
of them publish opinion articles and partic-
ipate in television debates, so their political
orientation can be assumed with some guar-
antees. For the celebrities, we selected those
that publicly expressed their political ideol-
ogy or support for different political parties
on social networks.

We removed tweets that shared content
from news sites without using retweets. We
also discarded those that contained mentions
of news sites or some linguistic cues, such as
the pipe symbol commonly used by news sites
to categorize their news. We also anonymized
Twitter mentions of politicians by replacing
them with the token @user. In addition,
mentions of other Twitter accounts were also
coded as @user. Other entities, such as ref-
erences to political parties, are also replaced
by the token @political party. As a re-
sult, the textual characteristics cannot be
trivially guessed by reading the user’s name
and searching for information about them on
the web.

The next step was to organize the users
into text clusters by mixing some of these
extracted tweets to avoid ethical and pri-
vacy issues with author profiling on Twitter.
Each cluster is composed of 80 tweets written
by different users who share all the charac-
teristics under evaluation. We labeled each
cluster with self-assigned gender (male, fe-
male), profession (celebrity, politician, jour-

nalist), and political spectrum on two axes:
binary (left, right) and multiclass (left, mod-
erate left, moderate right, right).

The final dataset consists of 2797 clusters
of 80 tweets each. For the shared task, train-
ing and test sets were released (80%-20%).
We released the dataset in two parts: train-
ing and testing. However, in the first phase
of the competition, we released an early bird
dataset consisting of a subset of 360 clus-
ters for training and 90 for testing, each with
40 tweets. It is worth noting that the ac-
counts from training and testing are com-
pletely independent to avoid automatic clas-
sifiers learning to identify the authors rather
than the features. The number of users per
set and feature is shown in Table 1.

4 Participant approaches

The PoliticES 2023 shared task attracted 43
teams that registered in CodaLab, of which
11 submitted results and 8 presented working
notes describing their systems. Below is a
brief summary of the participants’ proposals:

• (1st) ELiRF-VRAIN (Ahuir et
al., 2023). The ELiRF-VRAIN team
approached the competition using
two Spanish Transformers: MarIA
(Gutiérrez Fandiño et al., 2022) and
BETO (Cañete et al., 2020). They
divided the dataset into batches, as
all tweets from a cluster does not fit
into a Transformer architecture due to
max length restrictions, and performed
the classification using a voting scheme
based on the mode. The Transformers
were fine-tuned using hyperparame-
ter tuning. They also propose IDC
(Ideology Discrepancy Correction) to
align discrepancies between the binary
and multiclass classifiers for political
ideology.

They achieve the 1st position in the
ranking and the 1st position in the two
binary classification tasks: gender and
binary political ideology. They achieve
the 3rd position for the identification of
the profession and the 2nd position for
the identification of political ideology in
a multiclass axis.

• (2nd) HiTZ-Ixa (Fernandez de Lan-
dam and Agerri, 2023). This team
proposes a multi-level representation
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Trait Labels Train Test Total

Gender
Female 757 166 923
Male 1493 381 1874

Profession
Celebrity 113 56 169
Journalist 1385 305 1690
Politician 752 186 938

Binary ideology
Left 1255 327 1582
Right 995 220 1215

Multiclass ideology
Left 430 117 547
Moderate left 825 210 1035
Moderate right 728 153 881
Right 267 67 334

Table 1: Corpus statistics per trait and labels.

to combine both user-level and tweet-
level representations derived from tex-
tual data. For this, they evaluate sev-
eral Transformers, including multilin-
gual BERT (Devlin et al., 2019), Dis-
tilmBERT (Sanh et al., 2019), XLM-
RoBERTa (Conneau et al., 2020),
XLM-T (Barbieri, Espinosa Anke, and
Camacho-Collados, 2022), mDeBERTa
(He, Gao, and Chen, 2021), BETO
(Cañete et al., 2020), PolitiBETO
(Villa-Cueva et al., 2022), and MarIA
(Gutiérrez Fandiño et al., 2022). Then,
they extract the sentence embeddings of
each model, and average all representa-
tions of each cluster to create an user
representation. Next, they concatenate
each tweet with its user representation.
These features are the input of four Lo-
gistic Regression classifiers, one for each
of the features. They achieve the 2nd
position in the ranking, but reach the
1st position for the identification of the
users’ profession.

• (3rd) ESCOM-IPN (Acosta-Pacheco
et al., 2023). They achieve the 3rd po-
sition using traditional machine learn-
ing classifiers like Logistic Regression or
SVMs with statistical features including
term frequency and TF–IDF. First, they
concatenate all tweets in each cluster,
next they apply tokenization, lemman-
tization, and clean the texts by remov-
ing stop words and punctuation. These
methods proved to be very competitive
for political classification, reaching the
2nd position in the binary task and the

1st position in the multiclass labeling.
This result suggests that the identifica-
tion of political ideology can be done
more easily by identifying certain key-
words in the documents.

• (4th) INGEOTEC. This team did not
send the working notes. Therefore, their
system could not be analyzed.

• (5th) Jorge Owl. This user did not
send any working notes. Therefore, his
system could not be analyzed.

• (6th) INFOTEC-LaBD (Cabrera-
Pineda, S. Tellez, and Miranda, 2023).
This team evaluated several UMAP fea-
tures (Uniform Manifold Approximation
and Projection) (McInnes et al., 2018),
which incorporate a nonlinear dimen-
sional reduction method of unigrams, bi-
grams, and 4-character-n-grams. Then,
they evaluated SVMs classifiers with lin-
ear and non-linear kernels using five-fold
stratified validation to evaluate differ-
ent hyperparameters using Grid Search.
They get similar position in the ranking
for all the traits.

• (7th) UMUTeam (Pan, Caparrós-
Laiz, and Almela, 2023). The
UMUTeam employed a basic approach
based on Transformers. Basically,
they fine-tuned the MarIA model
(Gutiérrez Fandiño et al., 2022) to
create a classifier for each trait. They
achieved a better position in the ranking
for the psychographic traits than for the
demographic traits.
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• (8th) NLP URJC (Rodŕıguez-Garćıa,
2023). This team proposed a hybrid ap-
proach that evaluates different strategies
for solving each task. These strategies
involved MarIA (Gutiérrez Fandiño et
al., 2022), BETO (Cañete et al., 2020),
or traditional models such as Logistic
Regression to identify the four traits.

• (9th) Dataverse (López-Ávila et al.,
2023). Similar to other participants,
the Dataverse team proposed an archi-
tecture based on BETO (Cañete et al.,
2020) to accomplish the proposed task.
They apply a preprocessing stage by
removing emojis and transforming all
tweets in lowercase. Note that this is
a similar approach as the one conducted
by the UMUTeam, but replacing MarIA
with BETO. This team improved on the
proposed baseline.

• (10th) UC3M (Brandon et al., 2023).
This team explored SVMs, Convolu-
tional Neural Networks (CNNs) and
two multilingual Transformers: multi-
lingual BERT (Devlin et al., 2019) and
XLM-T (Barbieri, Espinosa Anke, and
Camacho-Collados, 2022). The classifi-
cation report showed that they obtained
limited recall in multi-classification
problems for celebrities, when detect-
ing the profession, and for the right and
left wings, when detecting political ide-
ology in multiclass. The limited recall
caused that the UC3M team did not
outperform the proposed baseline in the
overall ranking. However, they achieve
their best results in the gender predic-
tion task, reaching 7th place in the rank-
ing.

• (11th) RandomSeed42. These partic-
ipants decided to withdraw their submis-
sion for the shared task. We keep the
user in the leaderboard to maintain the
ranking.

5 Results and discussion

The official leaderboard of the PoliticES 2023
shared task is shown in Table 2. It shows
the results of the 11 participants plus a base-
line based on Bag of Words and Logistic Re-
gression. All traits are evaluated with the
macro average F1-score and the final rank-
ing is the average of the four traits. The

source code of this baseline is publicly avail-
able at https://codalab.lisn.upsaclay.
fr/competitions/10173#participate.

The system with the best overall perfor-
mance is the one proposed by ELiRF-VRAIN
with an average macro-f1 of 81.1319 using a
voting scheme and Transformers. This re-
sult is followed by HiTZ-Ixa and ESCOM-
IPN with an average macro-f1 of 79.3477 and
78.5280, respectively. It can be seen that the
results are very competitive as most of the
participants outperform the proposed base-
line.

Regarding the results per trait, on the
one hand, in terms of demographic char-
acteristics, gender and profession have sim-
ilar results, with the best score for gen-
der being 82.9633% (ELiRF VRAIN) and
for profession 86.0821% (HiTZ-Ixa). How-
ever, there are two labels for gender (male
and female) but three for profession (politi-
cian, celebrity, and journalist), making gen-
der the most difficult demographic to iden-
tify. For the psychographic trait, political
ideology, the multi-class classification was the
most complex, obtaining the best F1 score of
69.1334% (ESCOM-IPN), very similar to the
second F1 score (69.1309%, ELiRF VRAIN).
The binary trait of political ideology achieves
higher scores, with 89.0715% in first place
(ELiRF VRAIN) and 89.4368% in second
place (ESCOM-IPN).

Regarding the approaches used, similar
to the previous edition of PoliticES (Garćıa-
Dı́az et al., 2022), most teams proposed
Transformers as the way to go, mainly fine-
tuning the pre-trained models to identify
the demographic and psychographic traits.
The Transformers most widely used are
BETO (Cañete et al., 2020) and MarIA
(Gutiérrez Fandiño et al., 2022), but multilin-
gual Transformers such as mBERT (Devlin et
al., 2019), XLM-T (Barbieri, Espinosa Anke,
and Camacho-Collados, 2022) were also eval-
uated. Only one team evaluated PolitiBETO
(Villa-Cueva et al., 2022), released in the
past edition of PoliticES, that was trained
using the PoliticES 2022 dataset. Traditional
models based on machine learning algorithms
are also very popular and achieve good posi-
tions in the ranking. However, there are also
participants promoting new ideas, such as
the ideological discrepancy correction heuris-
tic proposed by ELiRF-VRAIN, which aligns
political ideology in case of discrepancies
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Ranking Traits

# Team Ranking Gender Profession BI MI

01 ELiRF-VRAIN 81.1319 82.9633 (01) 82.7618 (03) 89.6715 (01) 69.1309 (02)
02 HiTZ-Ixa 79.3477 79.5627 (02) 86.0824 (01) 87.7588 (06) 63.9871 (06)
03 ESCOM-IPN 78.5280 76.9522 (03) 78.5898 (05) 89.4368 (02) 69.1334 (01)
04 INGEOTEC 77.7584 71.1549 (08) 83.7945 (02) 89.1394 (03) 66.9448 (03)
05 Jorge Owl 77.1708 76.9522 (03) 76.7503 (06) 88.0666 (04) 66.9141 (04)
06 INFOTEC-LaBD 76.5324 74.3540 (04) 79.1357 (04) 87.9303 (05) 64.7094 (05)
07 UMUTEAM 69.2255 68.3632 (09) 61.6362 (09) 86.0017 (07) 60.9011 (07)
08 NLP URJC 67.5665 72.8925 (05) 70.5932 (08) 72.2695 (10) 54.5109 (08)
09 Dataverse 66.6668 72.4442 (06) 73.1998 (07) 78.4927 (08) 42.5304 (09)
– BASELINE 65.2679 66.3429 (–) 60.2390 (–) 79.7701 (–) 54.7196 (–)

10 UC3M 59.4392 71.4114 (07) 56.8049 (10) 73.3694 (09) 36.1709 (11)
11 RandomSeed42 53.8552 61.1954 (10) 54.3934 (11) 63.4900 (11) 36.3420 (10)

Table 2: PoliticES official rankings (rankings per trait are shown in parentheses). The traits are
gender, profession, binary ideology (BI), and multiclass ideology (MI). The traits are evaluated
using the macro-averaged F1-score and the final ranking is the average of all traits.

between binary and multiclass classification
models.

6 Conclusions

This paper presents the second edition of
the PoliticES task in IberLEF 2023. It is
a cluster profiling task for political ideology
in Spanish. Political ideology is a psycho-
graphic characteristic that can be used to un-
derstand individual and social behavior. Due
to its relevance, we intend to promote the re-
search of cluster profiling for political ideol-
ogy in Spanish by organizing this collabora-
tive task.

We are pleased with the impact of the
PoliticES task, as 43 teams registered for it
through CodaLab, which is still accessible at
the following link: https://codalab.lisn.
upsaclay.fr/competitions/10173. Fi-
nally, of all the registered participants, 11
submitted results and 8 presented a descrip-
tion of their proposal. As expected, ap-
proaches based on Transformers are the trend
solutions, but some of them also used tra-
ditional machine learning systems or even a
combination of both. Finally, it should be
mentioned that multi-class political ideology
is the most difficult feature for the partici-
pants to classify.

For future work, we plan to expand the
dataset by including more clusters and in-
creasing the diversity of professions. Another
idea that has been proposed but not yet im-
plemented is to add more subtasks to the
author analysis. For example, we plan to
add a stance detection subtask to determine

which authors are in favor of certain issues
and which users are against them. We can
use this information to define clusters of users
and see if there is a relationship between is-
sues and political ideology.
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and O. Juárez Gambino. 2023. Par-
ticipation of ESCOM’s NLP group at
PoliticES-IberLEF2023: Voting Ensemble
and basic Machine Learning methods ap-
plied to political ideology. In Proceedings
of the Iberian Languages Evaluation Fo-
rum (IberLEF 2023), co-located with the
39th Conference of the Spanish Society
for Natural Language Processing (SEPLN
2023), CEUR-WS.org.

Ahuir, V., L.-F. Hurtado, F. Garćıa-
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Abstract: This paper presents the FinancES 2023 shared task, organized in the
IberLEF 2023 workshop, within the framework of the 39th International Conference
of the Spanish Society for Natural Language Processing (SEPLN 2023). The aim of
this task is to extend the challenge of sentiment analysis in Spanish to the financial
domain, in order to extract the sentiment that a piece of financial information can
have for several actors, including the main economic target (i.e., the specific com-
pany or asset where the economic fact applies), other companies (i.e., the entities
producing the goods and services that others consume) and consumers (i.e., house-
holds/individuals). Specifically, two tasks are proposed and evaluated separately.
One to identify the main target and to determine the sentiment polarity towards
such target, and a second task to assess the sentiment towards both other companies
and consumers. The ranking includes results for 10 different teams proposing novel
approaches, mostly based on Transformers and generative language models.
Keywords: Sentiment Analysis, Named Entity Recognition, Targeted Sentiment
Analysis, Finances.

Resumen: Este art́ıculo resume la tarea FinancES 2023, organizada en el taller
IberLEF 2023, dentro del marco de la 39ª Conferencia Internacional de la Sociedad
Española de Procesamiento del Lenguaje Natural (SEPLN 2023). El objetivo de
esta tarea es mejorar la materia de la mineŕıa de opiniones en español dentro del
ámbito financiero realizando el análisis de sentimientos desde distintos puntos de
vista. En concreto, se proponen y estudian dos tareas que son evaluadas de forma
independiente. La primera tarea consiste en (i) identificar el actor principal asociado
a una noticia financiera, y (ii) el sentimiento expresado hacia dicho actor. La segunda
tarea consiste en determinar el sentimiento de la noticia (i) hacia otras empresas (i.e.,
otros agentes económicos), y (ii) hacia los consumidores (i.e., la sociedad). El ranking
incluye los resultados de 10 equipos diferentes que proponen enfoques novedosos, en
su mayoŕıa basados en Transformers y modelos generativos del lenguaje.
Palabras clave: Análisis de Sentimientos, Extracción de Entidades Nombradas,
Análisis de Sentimiento Dirigido, Finanzas.

1 Introduction

The need to manage financial data has been
in the spotlight for some time (Hasan, Popp,
and Oláh, 2020). Years ago, this data sat
in warehouses connected to specific applica-
tions in banks and financial companies. Then
the web came along and made economic, fi-

nancial and monetary data more accessible.
With vast amounts of financial information
available online, there are many opportuni-
ties to monitor public opinion, receive early
warnings and perform positive and negative
impact analysis. The impact of emotions on
financial markets has been demonstrated in
several studies (Goodell et al., 2022; Nemes
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and Kiss, 2021).

Several factors hinder the effectiveness of
Sentiment Analysis in the financial domain.
Firstly, financial language is inherently com-
plex as financial terms refer to an underly-
ing social, economic and legal context (Milne
and Chisholm, 2013). Furthermore, the type
of language used within this domain is highly
context dependent, as a word or phrase can
have either positive or negative connotations
depending on the context in which it is used
(e.g., ‘stock market shares rise’ vs. ‘debt
rises’). Finally, the degree of subjectivity in
the financial domain is not difficult to de-
termine, as an event can be considered pos-
itive or negative depending on the point of
view. For example, there may be financial
news positive for banks but very negative for
other economic sectors and society in general.

The FinancES 2023 shared task is or-
ganized at IberLEF 2023 (Jiménez-Zafra,
Rangel, and Montes-y Gómez, 2023). The
aim of FinancES is to explore targeted Sen-
timent Analysis in the financial domain.
Specifically, the approach adopted here is
based on microeconomics. In this context,
(Bowles, 2003) explains the role of economic
agents, i.e. individuals or organizations that
influence the economy. The author states
that the main microeconomic agents in the
capital market are consumers, companies,
governments and central banks.

Consequently, in order to develop a Sen-
timent Analysis method that takes into ac-
count different viewpoints, three different
perspectives are considered: (1) economic
target of the news item; (2) individual eco-
nomic actor: companies; and (3) individ-
ual economic actor: consumers. The ‘target’
refers to the sector to which the economic
fact applies, while ‘companies’ are those enti-
ties that produce the goods and services that
households/individuals consume (i.e., ‘con-
sumers’). From these three perspectives, the
news item has an impact on the target and
the economic agents, which is considered as
positive, negative or neutral. To sum up, two
distinct tasks are proposed. On the one hand,
a task combining the challenges of aspect-
term extraction to identify the target entity
in the text and aspect-based sentiment clas-
sification to determine the emotional polar-
ity towards such target. On the other hand,
a task dedicated to assessing the impact of
a news headline on the two other economic

agents, namely, companies and consumers.
The rest of the paper is organized as fol-

lows. Section 2 provides a description of the
two tasks involved. Next, the dataset com-
piled for this task is described in Section 3.
The approaches of the participants for solv-
ing the two tasks proposed can be found in
Section 4. The official leader board is shown
and commented in Section 5. Finally, Section
6 summarizes the task and includes some fur-
ther work.

2 Task description

There are two main challenges in the Fi-
nancES 2023 shared task: (i) The identifi-
cation of the main economic target of the
headline, which is made difficult by both the
reduced length of the text and the linguis-
tic characteristics of newspaper headlines;
and (ii) Multi-dimensional sentiment classifi-
cation, which, unlike traditional multi-target
tasks, where multiple targets are identified
within each processed text, here each head-
line refers to a single target entity, but the
stances of other economic agents (companies
and consumers) are also taken into account.

Accordingly, two tasks are proposed. The
first task, financial targeted sentiment analy-
sis, consists of identifying the main economic
target from financial news headlines and de-
termining the sentiment polarity (positive,
neutral or negative) towards such target. The
second task, financial sentiment analysis at
document level for companies and consumers,
consists of determining the sentiment polar-
ity of each news headline towards both com-
panies and consumers.

Task 1 is evaluated with the arithmetic
mean of the target f1-score and sentiment
classification macro-f1. For the economic tar-
get, the IOB2 (short for Inside, Outside, Be-
ginning) scheme is used. Task 2 is evaluated
with the arithmetic mean of the macro-F1 for
companies and macro-F1 for consumers.

The competition was organized through
CodaLab and is accessible at the following
link: https://codalab.lisn.upsaclay.
fr/competitions/10052. It was organized
into 3 phases: Practice, Evaluation and Post-
evaluation. In the Practice phase, the par-
ticipants were provided with a subset of the
training data to familiarize with the train-
ing data format, and with a notebook with a
baseline based on Bag of Words (BoW) and
Spacy (Honnibal and Montani, 2017). Later,

José Antonio García-Díaz, Ángela Almela, Francisco García-Sánchez, Gema Alcaraz-Mármol, María José Marín, Rafael Valencia-García

418



Sentiment

text target target companies consumers

Acuerdos comerciales, sinónimo de opor-
tunidades para República Dominicana

Acuerdos com-
erciales

POS POS POS

EDP Renováveis vende unos activos
eólicos en Portugal a China Three Gorges
por 242 millones

EDP
Renováveis

POS POS NEU

El petróleo avista los 82 dólares: la de-
manda gana a la normalidad en Kaza-
jistán y Libia

Petróleo POS NEG NEG

Table 1: Examples of annotations of the dataset.

the participants were provided with the full
training set to develop their approaches. For
this, they were allowed to make a maximum
of 100 submissions in CodaLab. It should
be mentioned that in the Evaluation phase
the test partition was provided to partici-
pants, who labeled it using the developed sys-
tems. This partition was used to evaluate the
teams. They were allowed to make a max-
imum of 10 submissions through CodaLab,
from which each team had to select the best
one for ranking. The ranking was determined
separately for both tasks.

3 Dataset

The dataset for FinancES 2023 is an exten-
sion of a the dataset published in (Pan et
al., 2023). This dataset consists of Spanish
news headlines collected from digital news-
papers specialized in economic, financial and
political news. Some of these newspapers are
Expansión,1 El Economista,2 Modaes3 or El
Financiero.4 It is worth noting that these
newspapers are based in different Spanish-
speaking countries.

In preparing the dataset, a two-step
filtering process was considered. First,
specific subsections of the newspapers
were identified that contain the news
published with economic content (e.g.
elconfidencial.com/mercados). Fur-
thermore, the collected headlines were
pre-processed to discard those that did not
belong to the financial domain. Secondly,
a content curator manually revised the
remaining headlines, removing the irrelevant

1https://www.expansion.com/
2https://www.eleconomista.es/
3https://www.modaes.com/
4https://www.elfinanciero.com.mx/

ones.

Each headline in the corpus was labeled
with the target entity and the sentiment po-
larity on three dimensions: target, companies
and consumers. That is, given a headline, it
was manually classified as positive, neutral or
negative for three specific entities: (i) target
(i.e., the specific company or asset to which
the economic fact applies), (ii) companies
(i.e., the entities that produce the goods and
services that others consume), and (iii) con-
sumers (i.e., households/individuals). Each
heading was annotated by three members of
the organizing committee. In case of dis-
agreement, the annotators discussed the par-
ticular case and, if no agreement was reached,
the headline was discarded. In this first step,
we collected about 14k headlines, filtering out
the headlines with a short length or those
that did not specify a target entity. Table 1
shows some examples of the dataset, includ-
ing the headline, the target and the sentiment
in a three-class polarity for the target and the
other economic agents: companies and soci-
ety.

The final dataset consists of 7980 head-
lines, divided in a ratio of almost 80%-20%.
It is worth noting that the train split is the
same for both tasks. The statistics of the
dataset for each sentiment are shown in Table
2. It can be seen that the ratio between pos-
itive, neutral and negative documents varies
depending on the considered dimension. In
the case of the target, there are less head-
lines that are neutral, while is the other way
around for companies and consumers, where
there is a greater number of headlines that
are considered neutral. On the other hand,
the number of negative sentences for all three
dimensions is more similar.
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Target Companies Consumers

label train test train test train test

positive 2818 816 646 523 897 553
neutral 606 205 3843 822 4173 803
negative 2935 600 1870 276 1289 265

total 6359 1621 6359 1621 6359 1621

Table 2: Corpus statistics per sentiment towards the target, companies, and consumers.

4 Participant approaches

There are 34 users registered in the FinancES
2023 shared task. 10 of which submitted re-
sults and 6 presented working notes describ-
ing their systems. It worth noting that there
were two teams that participated in only one
of the tasks proposed. Next, we present a
brief summary of the participants’ proposals:

• abc111. This team achieved the 1st po-
sition in Task 1 and the 4th position
in Task 2. This team did not send the
working notes describing their proposed
approach.

• ABCD Team (Thin et al., 2023). This
team achieved the 3rd position in both
Task 1 and Task 2. For this, the partic-
ipants propose a generative framework
based on the mT5 model (Xue et al.,
2021) that addresses both tasks. To
support the model in distinguishing sen-
timent values for the two tasks, the
authors introduce two binary auxiliary
tasks that aim to (i) identify whether
the sentiment values of Task 1 and Task
2 align, and (ii) determine whether the
sentiment values between the companies
and consumers are equivalent.

• AnkitSinghRaikuni. This team
achieved the 5th position in the Task 1
and the 6th position in Task 2. This
team did not send the working notes de-
scribing their proposed approach.

• ITST (Salas-Zárate and Paredes-
Valverde, 2023). This team achieved the
8th position in Task 1 and the 9th posi-
tion in Task 2, both below the proposed
baseline. For this, the participants
present a system based on linguistic
features which are extracted with LIWC
(Tausczik and Pennebaker, 2010). Since
some of the identified features might
not be relevant to the financial domain,

the features are discriminated using
a selection technique based on Rough
Set Theory and Information Gain.
Overall, the resulting performance is
limited as compared to state-of-the-art
approaches.

• NLP URJC (Rodŕıguez-Garćıa et al.,
2023). This team achieved the 7th po-
sition in both tasks; however, they only
outperformed the proposed baseline in
the case of Task 1. Their pipeline con-
sists of a preprocessing stage, an entity
recognition phase and the polarity ex-
traction. All these models are grounded
on the usage of BETO (Cañete et al.,
2020) and spaCy (Honnibal and Mon-
tani, 2017) for the part-of-speech tag-
ging.

• LLI-UAM (Laboratorio de Lingǘıstica
Informática) (Porta-Zamorano,
Torterolo, and Moreno-Sandoval, 2023).
This team achieved the 2nd position
in Task 1 and the 1st position in Task
2. This team evaluates Transformers
based on different sizes of the mT5
model (after fine-tuning) for sentiment
classification. They also conduct a
data analysis process for identifying
and correcting mistakes in targets and
the polarity. An interesting approach
proposed by this team is the usage of
ChatGPT for data augmentation to
increase the datasets’ distribution.

• SINAI (Jiménez-Zafra et al., 2023).
The SINAI team achieved the 4th po-
sition in Task 1 and the 2nd position
in Task 2. They explored Transformer-
based models pretrained with general
data and financial domain data as well
as off-the-shelf NER systems. The mod-
els are monolingual in Spanish and En-
glish, translating the dataset into En-
glish as a preliminary stage to evalu-

José Antonio García-Díaz, Ángela Almela, Francisco García-Sánchez, Gema Alcaraz-Mármol, María José Marín, Rafael Valencia-García

420



Ranking User Result Target Sentiment

01 abc111 79.224 87.714 70.735
02 LLI-UAM 79.217 85.218 73.216
03 ABCD Team 78.218 85.451 70.984
04 SINAI 77.800 83.817 71.783
05 Ankit Singh Raikuni 55.421 57.536 53.306
06 UTB-NLP 52.923 41.008 64.838
07 NLP URJC 51.441 60.677 42.206
– BASELINE 49.811 42.839 56.782

08 Team ITST 27.693 10.633 44.753
09 UNAM Text Mining 13.468 08.664 18.272

Table 3: FinancES official leaderboard for Task 1, including the official ranking and result. We
also provide the results for identifying the target and the sentiment.

Ranking User Result Companies Consumers

01 LLI-UAM 64.235 59.259 69.211
02 SINAI 63.490 58.348 68.632
03 ABCD Team 61.037 58.864 63.211
04 abc111 57.502 53.028 61.975
05 fanchuyi 47.269 41.423 53.114
06 Ankit Singh Raikuni 45.763 41.976 49.551
– BASELINE 43.378 38.427 48.330

07 NLP URJC 42.513 43.656 41.369
08 UNAM Text Mining 37.040 34.569 39.511
09 Team ITST 24.820 26.927 22.713

Table 4: FinancES official leaderboard for Task 2, including the official ranking and result. We
also provide the results for identifying the sentiments for the companies and consumers.

ate the English-based Transformers. Be-
sides, they evaluated generative LLMs
such as ChatGPT.

• UNAM Text Mining. This team
achieved the 9th position in Task 1 and
the 8th position in Task 2, both below
the proposed baseline. This team did
not send the working notes describing
their proposed approach.

• UTB-NLP (Cuadrado et al., 2023).
This team only participated in Task 1,
achieving the 6th position. This task
is addressed by combining Transformer-
based models and phonestheme embed-
dings, feeding the extracted features into
a traditional machine learning classifier
based on Support Vector Machines.

• fanchuyi. This team only partici-
pated in Task 2, achieving the 5th posi-
tion. This team did not send the work-
ing notes describing their proposed ap-
proach.

5 Results and discussion

The official leaderboards of the FinancES
2023 shared task are shown in Table 3 for
Task 1 and in Table 4 for Task 2.

For Task 1 (see Table 3) the best result is
achieved by abc111, with an average score of
79.224%. This result is very similar to that
of the LLI-UAM team (79.217%). The main
difference is that LLI-UAM scored better in
identifying the sentiment and abc111 scored
better in identifying the target. It can be
seen that the top four teams achieve simi-
lar results in terms of identifying the target
and the sentiment, but there is a significant
drop in performance in the results from po-
sition 5 onwards. The low results obtained
by the UNAM Text Mining team in identify-
ing the target suggest a problem with their
pipeline, as they obtain more limited results
than those obtained with a random classifier.
In this case, all but two participants beat the
proposed baseline of spaCy for target identi-
fication and BoW for sentiment classification.
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For Task 2 (see Table 4), the best re-
sult is achieved by LLI-UAM with a score
of 64.235%, less than one point above SINAI
(the second ranked team with a score of
63.490%). It can be seen that the results are
generally better for identifying sentiment to-
wards consumers than towards other compa-
nies. In this case, the drop in performance is
also observed between the fourth best partic-
ipant and the rest. The baseline, consisting
of a BoW, outperformed three participants
for both company and consumer sentiment
identification.

6 Conclusions

This paper presents the first edition of the Fi-
nancES shared-task in IberLEF 2023, which
consists of two subtasks: one to identify the
main target of a financial news headline and
its sentiment, and another to calculate the
sentiment polarity towards consumers and
other companies.

As this is the first time we have orga-
nized this event, we are very pleased with
the response, with the registration of 34 users
and the participation of 10 teams, who sent
promising approaches for solving both tasks,
most based on Transformers and generative
models.

The shared task is still accessible in the
post-evaluation phase https://codalab.
lisn.upsaclay.fr/competitions/10052.
The Codalab page contains two notebooks
for the preparation of the baseline and the
submission file to be sent to the competition,
as well as the full dataset including the
golden labels. We hope that these resources
will help the Spanish NLP community.

As future work, we would like to organize
a second edition of this task. In this sense, we
will extend the dataset incorporating more
data sources, including more newspapers and
other sources such as micro-posts from Twit-
ter. Incorporating more subjective content,
we are considering to annotate the dataset
from a Emotion Analysis perspective in order
to incorporate a more fine-grained subjective
analysis of financial news.
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Abstract: This paper presents the framework and results of the Rest-Mex task at
IberLEF 2023, focusing on sentiment analysis and text clustering of tourist texts.
The study primarily focuses on texts related to tourist destinations in Mexico, al-
though this edition included data from Cuba and Colombia for the first time. The
sentiment analysis task aims to predict the polarity of opinions expressed by tourists,
classifying the type of place visited, whether it’s a tourist attraction, hotel, or restau-
rant, as well as the country it is located in. On the other hand, the text clustering
task aims to classify news articles related to tourism in Mexico. For both tasks, cor-
pora were built using Spanish opinions extracted from TripAdvisor and news articles
from Mexican media. This article compares and discusses the results obtained by
the participants in both sub-tasks. Additionally, a method is proposed to measure
the easiness of a multi-class text classification corpus, along with an approach for
system selection in a possible late fusion scheme.
Keywords: Rest-Mex 2023, Sentiment Analysis, Clustering, Mexican Tourist Text.

Resumen: Este art́ıculo presenta el marco y los resultados de la tarea Rest-Mex en
IberLEF 2023, que se enfoca en el análisis de sentimiento y agrupamiento de textos
tuŕısticos. El estudio se centra principalmente en textos relacionados con destinos
tuŕısticos en México, aunque esta edición incluyó datos de Cuba y Colombia por
primera vez. La tarea de análisis de sentimiento tiene como objetivo predecir la
polaridad de opiniones expresadas por turistas, clasificando el tipo de lugar visitado,
ya sea un atractivo tuŕıstico, un hotel o un restaurante, aśı como el páıs en el que
se encuentra. Por otro lado, la tarea de agrupamiento de textos busca clasificar
noticias relacionadas con el turismo en México. Para ambas tareas, se construyeron
corpus utilizando opiniones en español extráıdas de TripAdvisor y noticias de medios
mexicanos. En este art́ıculo, se comparan y discuten los resultados obtenidos por
los participantes en ambas sub tareas. Además, se propone un método para medir
la facilidad de un corpus de clasificación textual multi-clase, aśı como un enfoque
para la selección de sistemas en un posible esquema de fusión tard́ıa
Palabras clave: Rest-Mex 2023, Análisis de sentimientos, Agrupación de textos,
Textos Tuŕısticos.
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1 Introduction

Tourism is a multifaceted phenomenon en-
compassing social, cultural, and economic as-
pects, involving people’s movement to des-
tinations beyond their usual place of resi-
dence for personal or business/professional
purposes (Guerrero-Rodriguez et al., 2021).
This activity plays a crucial role in numerous
countries (Diaz-Pacheco et al., 2022), includ-
ing Mexico, where it ranks among the top
ten globally and second among Iberoameri-
can countries in terms of international tourist
arrivals (Álvarez-Carmona et al., 2022b)1.
Moreover, tourism contributes significantly
to Mexico’s national GDP, accounting for
8.7% (Arce-Cardenas et al., 2021) and gen-
erating approximately 4.5 million direct jobs
(Álvarez-Carmona et al., 2022a).

In 2021, Rest-Mex emerged as an evalua-
tion forum focusing on text analysis within
the domain of tourism, aiming to provide so-
lutions for various tasks in Mexican Spanish
(Álvarez-Carmona et al., 2021). The forum’s
inaugural edition featured two tasks: analy-
sis of recommendation systems and sentiment
analysis, both based on data collected from
TripAdvisor.

Building upon its previous success, the
2022 edition of Rest-Mex expanded its scope
by introducing three sub-tasks: Recommen-
dation System, Sentiment Analysis on Mexi-
can tourist texts, and a novel task involving
the determination of the color of the Mex-
ican Covid-19 epidemiological semaphore
(Álvarez-Carmona et al., 2022c).

Continuing its commitment to advancing
research in the field, the 2023 edition of
Rest-Mex proposes two sub-tasks: i) Senti-
ment Analysis and ii) Clustering for Mex-
ican tourism. To support these tasks, two
distinct datasets have been curated. For
sentiment analysis, a collection of 359,565
opinions was gathered from various tourist
destinations in Mexico, Cuba, and Colom-
bia. The data includes labeled information
about polarity, type of attraction, and the
country of origin for each opinion. Addition-
ally, 114,550 news items related to tourism
topics such as insecurity, gastronomy, prices,
and landscapes, were collected from multiple
states within the Mexican Republic.

1Mexico is in the world’s top ten and the second
Iberoamerican country related to the arrival of inter-
national tourists (Olmos-Mart́ınez et al., 2023).

This study not only presents the collec-
tions and provides an overview of the partici-
pating works in the forum but also introduces
two methodologies. The first methodology
measures the easiness of the corpus, while
the second methodology selects systems that
make substantial contributions to the classi-
fication of all instances in the test set. Both
approaches are founded on set operations.

This paper is structured as follows: Sec-
tion 2 presents an overview of the collection-
building process and the evaluation metrics
used in the forum. Section 3 provides a sum-
mary of the solutions submitted by partici-
pants for the tasks, along with the analysis
of their results. Finally, Section 4 presents
the conclusions drawn from this evaluation
forum’s findings.

2 Evaluation framework

This section outlines the construction of the
two used corpora, highlighting particular
properties, challenges, and novelties. It also
presents the evaluation measures used for the
tasks.

2.1 Sentiment Analysis corpus

The first subtask is a classification task where
the participating system can predict the po-
larity, the tourist attraction, and the country
of an opinion issued by a tourist who traveled
to the representative tourist places. This col-
lection was obtained from the tourists who
shared their opinion on TripAdvisor between
2002 and 2023. Each opinion’s polarity is an
integer between [1, 5], where{1: Very bad,
2: Bad, 3: Neutral, 4: Good,5: Very good}.
Also, the participants must determine the at-
tractiveness of the opinion being issued. The
possible classes are Attractive, Hotel, and
Restaurant. Finally, through each opinion,
the country that the tourist visited must also
be determined. For this corpus, we have data
from 3 countries: Mexico, Cuba, and Colom-
bia.

The corpus consists of 359,565 opinions
shared by tourists. We use a 70/30 parti-
tion to divide into train and test. This means
that we used 251,702 labeled instances for the
train partition, while we used 107,863 unla-
beled instances for the test partition.

Table 1 shows the distribution of the in-
stances for the sentiment analysis task for the
train and test partitions for polarity, type,
and country.
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Trait Class Train Test

Polarity 1 5772 2560
2 6952 2866
3 21656 9133
4 60227 25938
5 157095 67366∑

251702 107863

Type Attractive 111188 47819
Hotel 76042 32538

Restaurant 64472 27506∑
251702 107863

Country Mexico 118776 50917
Cuba 66223 28183

Colombia 66703 28763∑
251702 107863

Table 1: Instances distribution on sentiment
analysis task.

The class imbalance (?) is clear for the 3
traits, making this a task with a significant
degree of difficulty too.

Formally the problem of this task is de-
fined as:

“Given an opinion about a tourist place,
the goal is to determine the polarity, between
1 and 5, of the text, the visited attraction,
which could be an attraction, a hotel, or
a restaurant and the country visited among
Mexico, Cuba, and Colombia.”

2.2 Clustering for Mexican Tourist
Texts

The second subtask is a clustering task where
the participating system can group news con-
taining information relevant to tourism. This
collection was obtained from news websites
that published reports regarding tourism
from 2020 to December 2023. The collection
has 4 important groups2: insecurity, gastron-
omy, prices, and landscapes.

For this task, 114,550 news items re-
ferring to tourism were collected for several
states of the Mexican Republic. Unlike pre-
vious editions of Rest-Mex, this particular
subtask is unique in that it is unsupervised.
In contrast to other subtasks that involved
a training phase, this subtask does not re-
quire one. Instead, all instances are utilized
for comprehensive clustering.

2The participants did not know the name of these
4 groups

Group Instances
Insecurity 96,872
Gastronomy 8,876
Prices 5,238
Landscapes 3,564∑

114,550

Table 2: Instances distribution for the clus-
tering task.

Table 2 shows the distribution of the in-
stances.

Similar to the sentiment analysis task, this
corpus displays a pronounced class imbal-
ance. This imbalance represents a significant
challenge in achieving the desired groupings.

Formally the problem of this task is de-
fined as:

“Given a tourist text news corpus C, each
system must group the text in 4 groups”

2.3 Performance measures

Previous Rest-Mex editions have used the
well-known MAE (Mean Average Error) met-
ric. Nevertheless, for this edition, we propose
to give more weight to minority classes. For
the sentiment analysis collection of the Rest-
Mex, the minority classes are the ones with
the most negative polarities. Therefore, for
this edition, to evaluate the result of the po-
larity classification, Equation 1 is proposed.

ResP (k) =

∑|C|
i=1((1−

TCi
TC

) ∗ Fi(k))∑|C|
i=1 1−

TCi
TC

(1)

Where k is a forum participant system,
C = {1, 2, 3, 4, 5}, TC is the total instances
in the collection, TCi is the total is instances
in the class i. Finally, Fi(k) is the F-measure
value for the class i obtained by the system
k. With this measure, correctly classified in-
stances of class 1 will have more importance
than instances of class 2, which in turn will
have more importance than class 3, and so
on.

For the Type prediction, there are 3
classes (Attractive, Hotel, and Restaurant).
For this reason, we apply the Macro F-
measure as the Equation 2 indicates.

ResT (k) =
FA(k) + FH(k) + FR(k)

3
(2)

Where FA(k) represents the F measure ob-
tained by the system k for the Attractive
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class. FH(k) represents the F measure ob-
tained by the system k for the Hotel class. In
the same way, FR(k) represents the F mea-
sure obtained by the system k for the Restau-
rant class.

Also, for the evaluation of the new sub-
task, the country classification, the idea is
similar to the type prediction measure. The
Equation 3 shows the country classification
measure.

ResC(k) =
FMex(k) + FCub(k) + FCol(k)

3
(3)

The final measure for this task is the aver-
age of 3 sub-tasks. The idea is that polarity
has more weight than the other two subtasks,
it will be given twice the importance, as we
can see in the Equation 4.

Sent(k) =
2 ∗ResP (k) +ResT (k) +ResC(k)

4
(4)

To evaluate each system in the unsuper-
vised classification task,that is, the cluster-
ing task, an alignment must first be done.
Given the Gold Standard, the output of each
k system must be renumbered so that the
themes correspond. This is because the only
restriction that the participating teams have
is that they must make 4 groups with the
news shared in the competition.

This means that the labels do not neces-
sarily coincide for the same groups expected
in the Gold Standard. For this reason, a re-
labeling will be done for each system using
the Gold Standard label that shares the most
instances with each of the groups resulting
from the k system.

Once the alignment is done, it will be eval-
uated with a macro F-measure as shown in
the Equation 5

Thematic(k) =
1

|L|

|L|∑
i=1

Fi(k) (5)

Where k is a forum participant system,
L = {1, 2, 3, 4} and Fi(k) is the F-measure
value for the class i obtained by the system
k.

2.4 Measuring the easiness of the
corpus

As a contribution of this work, we propose a
method for measuring corpus easiness. This

provides a descriptive and qualitative under-
standing of the constructed collections.

This measure is based on set operations
and is an extension of the measure proposed
in (Álvarez-Carmona et al., 2018a). In that
work, the difficulty of a paraphrase detec-
tion corpus with only two classes is mea-
sured. The authors propose counting the
words shared by texts that are paraphrased
and texts that are not and using that to de-
termine the difficulty of the corpus.

For our problem, we propose something
similar. We define a corpus as easier if the
texts belonging to one class do not share
words with texts from other classes.

Thus, a class is considered easier if it has
more exclusive words in its texts. If we define
a class as the set of words from the texts that
belong to that class, then the easiness of that
class, denoted as x, is defined by Equation 6.

easinessClass(x,C) = Cx −
|C|⋃

i=1,i̸=x

Ci (6)

Here, C is the set of classes in the collec-
tion, and x is the class for which we need to
measure the exclusive elements.

To measure the easiness of the entire cor-
pus, we measure the exclusive words of all
classes and divide it by the total number of
words in the collection. This is represented
by Equation 7.

easiness(C) =

∑|C|
i=1 easinessClass(i, C)⋃|C|

i=1Ci

(7)
Thus, if all words in all classes are exclu-

sive, the value of Equation 7 is 1, indicating
the highest easiness index. Conversely, if no
class has exclusive words, the value will be 0,
indicating the lowest easiness index.

2.4.1 Easiness of the sentiment
analysis corpus

Applying the proposed method, as described
in Equation 7, yielded the results presented
in Table 3. The easiness score for the polar-
ity trait is 0.38, indicating a moderate level
of ease. Similarly, the easiness score for the
Type trait is 0.50, suggesting a relatively
higher level of ease. In the case of the Coun-
try trait, the easiness score is 0.47, reflecting
a similar level of ease as the Type trait.
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Trait Class easinessClass

Polarity 1 5353
2 5650
3 13128
4 31227
5 81287

easiness(Polarity) 0.38

Type Attractive 72576
Hotel 52752

Restaurant 21955

easiness(Type) 0.50

Country Mexico 72044
Cuba 37765

Colombia 33751

easiness(Country) 0.47

Table 3: Easiness for sentiment analysis.

These results reveal that the type trait is
the most straightforward, closely followed by
the country trait. Conversely, the polarity
trait proves to be the most complex. Among
the individual classes, Class 5 demonstrates
the highest level of easiness within the Polar-
ity trait, while the Attractive class shows the
greatest easiness within the Type trait, and
Mexico stands out as the most easily classi-
fied within the Country trait.

Conversely, the most challenging classes
are Class 1 for Polarity, the Restaurant class
within the Type trait, and Colombia within
the Country trait.

2.4.2 Easiness of the clustering texts
corpus

The same methodology was employed for the
Clustering corpus, and the corresponding re-
sults are presented in Table 4. The Cluster-
ing corpus demonstrated an overall easiness
score of 0.61, indicating a potentially higher
level of ease compared to the traits in the sen-
timent analysis task. Notably, the Insecurity
class emerged as the easiest to classify within
the Clustering corpus, while the Landscapes
class posed the greatest difficulty. However,
it is important to note that this task does
not have a training phase, therefore, better
results will not necessarily be obtained than
the traits of the sentiment analysis task.

Group easinessClass

Insecurity 632649
Gastronomy 55891
Prices 37204
Landscapes 25498
easiness(Clustering) 0.61

Table 4: Easiness for the clustering task.

3 Overview of the Submitted
Approaches

This section presents the results obtained by
the participants for both tasks.

3.1 Sentiment analysis overview

For this study, 16 teams have submitted 61
solutions for the sentiment analysis task.

Table 5 shows a summary of the results
obtained by each team for the sentiment anal-
ysis task. This table only shows the best re-
sult of each team3.

The participating teams in the Rest-Mex
2023 sentiment analysis task proposed vari-
ous approaches to improve classification per-
formance. The LKE-IIMAS team (Murillo et
al., 2023) achieved the best results by adapt-
ing a RoBERTa Transformer pre-trained
with texts in Spanish to the domain of
tourism reviews. They also employed data
augmentation techniques for minority classes
using back translation.

The javier-alonso team (Alonso-Menćıa,
2023b) secured second place by using two
variants of the RoBERTa model, namely
roberta-base-bne and twitter-xlm-roberta-
base. They balanced the effect of minority
classes through oversampling strategies.

The IIMAS-UNAM team (Baez-Reyes et
al., 2023) demonstrated the effectiveness of
Transformers with Adapters for sentiment
analysis tasks.

The INGEOTEC team (Graff et al., 2023)
proposed a multilingual sentiment analysis
framework called EvoMSA, which incorpo-
rates stacked generalization. They utilized
lexical and semantic features to achieve com-
petitive classification results.

The UCT-UA team (Mirabal, Hernández-
Alvarado, and Salas, 2023) employed a cas-
caded approach of transformer-based classi-
fiers biased towards minimizing Mean Av-
erage Error for polarity. They also utilized

3To see the results of the 61 runs of the forum,
you can access https://sites.google.com/cimat.
mx/rest-mex2023/results
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multi-class transformer-based classifiers for
predicting type and location.

The BUAA team (Castorena-Salas,
Sanchez-Vega, and Lopez-Monroy, 2023)
focused on capturing essential features
such as writing style, character n-grams,
and thematic elements to improve classi-
fication performance. They employed the
SVM algorithm and conducted a two-stage
hyperparameter search.

The Dataverse team (Garćıa-Gutiérrez et
al., 2023) addressed the challenge of an un-
balanced tourist database by using Beto lan-
guage model-based instances generation for
minority classes. They also performed ran-
dom reduction of instances from majority
classes.

The Sena team (Jurado-Buch et al.,
2023) constructed a single textual classifier
for tourism opinions, incorporating polarity,
type, and country of origin. They applied a
function to balance the training dataset and
employed a Beto transformer for classifica-
tion.

The UMSNH team (Cerda-Flores et al.,
2023) used a late fusion ensemble of multi-
ple methods, including Fasttext, BERT, and
micro-TC, adjusted by training subsets and
classified using XGBoost.

The JL team (Garćıa-Mendoza and Bus-
caldi, 2023) utilized a BERT-based classifi-
cation model and data augmentation tech-
niques for minority classes, resulting in im-
proved performance compared to the baseline
approach.

The ITT team (Ceballos-Mejá and

Álvarez-Carmona, 2023) focused on iden-
tifying specific topics related to tourism
experiences and employed filtering tech-
niques to classify texts. They used the Beto
model for classification.

The Algiedi team (Sandoval, 2023) pro-
posed a reductionist approach, achieving su-
perior classification performance by utilizing
a reduced number of instances from the cor-
pus.

The Arandanito team (Carmona-Sánchez,
2023) analyzed the role of verbs, nouns, and
adjectives in sentiment analysis of tourist
opinions in Spanish.

The LyS-Salsa team (Kellert, Matlis, and
Gómez-Rodŕıguez, 2023) adapted an Un-
supervised, Compositional, and Recursive
(UCR) rule-based approach to the Universal
Dependencies formalism.

The Last team (Gallardo-Hernández and
Aranda, 2023) utilized the Mutual Informa-
tion measure and trained words with normal-
ized MI values as class features.

Two baselines were proposed for this task.
The first baseline is the Majority baseline,
which simply predicts the majority class for
all instances. The second baseline utilizes
the Beto model, a variant of BERT, for clas-
sification without fine-tuning. By evaluat-
ing the performance of Beto without pre-
training, the aim is to assess its effectiveness
as a standalone model for the task at hand.

It is intriguing to observe that all meth-
ods yielded superior results compared to
the Majority baseline. Notably, only two
teams failed to surpass the Bert-based base-
line. This could be attributed to ”The Last”
team’s utilization of a simplistic word count-
based method, which may not be as robust
as other approaches. Additionally, the LyS-
SALSA team only provided predictions for
the polarity trait, while submitting random
solutions for the other traits. These re-
sults signify the valuable findings and high-
performing models generated by the partic-
ipants, showcasing their efficacy in handling
tourist text data.

Table 6 presents the top-performing re-
sults for each class across the three traits.
Notably, the LKE-IIMAS team achieved the
highest performance in all classes, except for
class 2 of polarity, where the proposal from
the javier-alonso team outperformed.

It is intriguing to observe that the mi-
nority classes achieved remarkably compet-
itive results, despite the limited number of
instances available for training.

These findings suggest a potential correla-
tion between the performance outcomes and
the corpus easiness results previously dis-
cussed.

3.1.1 Sub-Perfect assemble for the
sentiment analysis task

In previous editions of Rest-Mex, as well as in
other evaluation forums, the Perfect Ensem-
ble of systems has been computed (Álvarez-
Carmona et al., 2018b; Aragón et al., 2019).
This approach involves combining all partic-
ipating systems, where an instance is consid-
ered correctly classified if at least one partic-
ipating system classifies it correctly.

This approach has shown that systems in
evaluation forums like this are usually highly
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Rank Institute Country Team Sent ResP ResT ResC
- - - Perfect Assembly 0,99 0,99 0,99 0,99
- - - SubPerfect Assembly 0,99 0,99 0,99 0,99
1st BUAP Mex LKE-IIMASRUN2 0,78 0,62 0,99 0,94
2nd UC3M Esp javier-alonsosub6 0,77 0,60 0,99 0,94
3rd UNAM Mex IIMAS-UNAM 0,75 0,59 0,98 0,90
HM INGEOTEC Mex INGEOTEC 0,74 0,55 0,98 0,93
HM UCT Chi/Esp UCT-UArun1 0,72 0,52 0,99 0,94
HM BUAA Mex BUAAM1−M1−M2 0,71 0,53 0,98 0,92
HM CIMAT Mex Dataverse 0,71 0,52 0,97 0,92
HM SENA Col/Mex SENAi=1 0,70 0,50 0,97 0,88
HM UMSNH Mex UMSNH-xgbensemble 0,69 0,50 0,97 0,89
HM UC3M Esp Camed-CU-ES 0,69 0,51 0,97 0,85
HM Paris 13 Fra JL 0,68 0,48 0,97 0,90
HM ITT Mex ITTk=1 0,68 0,48 0,96 0,87
HM Algiedi Solutions Mex Algiedi5000 0,67 0,49 0,95 0,81
HM Algiedi Solutions Mex ArandanitoA+N+V 0,63 0,44 0,95 0,78
BL Beto-No-Fine-Tuning 0,38 0,24 0,83 0,34
HM A Coruña Esp/Deu LyS-SALSA 0,31 0,34 0,33 0,32
HM IBERO Mex The-Last 0,23 0,18 0,30 0,25
BL Majority 0,14 0,15 0,20 0,21

Table 5: Performance for the Sentiment Analysis task.

F-measure class Best result Team
1 0,68 LKE-IIMASRUN1

2 0,46 javier-alonsosub6
3 0,58 LKE-IIMASRUN2

4 0,51 LKE-IIMASRUN2

5 0,86 LKE-IIMASRUN2

Attractive 0,99 LKE-IIMASRUN2

Hotel 0,99 LKE-IIMASRUN2

Restaurant 0,98 LKE-IIMASRUN2

Mexico 0,95 LKE-IIMASRUN2

Cuba 0,94 LKE-IIMASRUN2

Colombia 0,93 LKE-IIMASRUN2

Table 6: Performance for the Sentiment
Analysis task per class.

complementary and achieve classification ef-
fectiveness close to 100%.

However, when combining more than 60
systems, the question arises: Is it possible
to select fewer systems that achieve similar
performance to the Perfect Ensemble?

To answer this question, we propose a sys-
tem selection method based on sets. Similar
to the method used to measure the easiness
of a class (Equation 7), we represent systems
as sets, where the instances in each set cor-
respond to the IDs of correctly classified in-
stances.

Thus, a system is considered to contribute
more to the ensemble if it has a greater
number of exclusively correctly classified ele-
ments. This is measured by Equation 8.

contributes(k, P ) =
Pk −

⋃|P |
i=1,i̸=k Pi⋃|P |

i=1 Pi

(8)

Using Equation 8, we calculate the ex-
tent to which a system exclusively con-
tributes to the ensemble. Systems without
unique instances are penalized more than
those that contribute more instances, regard-
less of whether they have many correctly clas-
sified elements or not.

The idea is to use this measure to calculate
the contribution of each system and eliminate
the system that contributes the least to the
ensemble.

To evaluate the entire ensemble, we can
strive for a balance between the number of
correct instances and the number of systems.
In other words, an ensemble should be more
valuable if it achieves a high result with fewer
systems. For this purpose, Equation 9 is pro-
posed.

OF (E,α) = |E|α−1 ×
|E|∑
i=1

contributes(k,E)

(9)
This function gives significant weight to

the sum of each contribution in the ensemble
and the number of systems. If α = 1, the
number of systems is not taken into account.
If α > 1, the equation gives more weight to
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Systems selected

Figure 1: Objective function for different
numbers of selected systems.

ensembles with more systems. Conversely, if
α < 1, the exponent is negative, favoring en-
sembles with fewer systems. In our case, α
should be less than 1.

With this description, Algorithm 1 is pro-
posed.

Data: E, α, increment
Result: E
for i in len(E) do

s =
[contributes(k,E) for k in len(E)];
y.append(OF (s, α+ (i×
increment)));

for k in len(s) do
if y[k] == min(y) then

E.pop(k);
end

end
end

Algorithm 1: Algorithm to select the
systems for the assembly.

The increment variable is utilized to en-
sure that as systems are eliminated from the
ensemble, the remaining ones gain increased
significance or relevance.

The goal of this algorithm is to find the
optimal number of systems for the ensemble
that maximizes Equation 9.

Figure 1 illustrates the result of Algorithm
1 with α = 0.5 and increment = 1. As we can
see, the optimal number of systems is 16.

Table 5 also presents the results of the
Perfect Ensemble (61 systems) and the Sub
Perfect Ensemble (16 systems). It can be
observed that despite using a significantly
smaller number of systems, the results are
identical to those of the complete ensemble.

Systems (1-8) Systems(9-16)
javier-alonsosub2 ArandanitoV
javier-alonsosub8 ArandanitoN
UCT-UArun1

UMSNH-f1weightedensemble

LyS-SALSA ArandanitoA+N+V

ArandanitoA ITTk=10

SENAi=6 ITTk=1,1,1,5,5

SENAi=4 ITTk=−1,−1,2,3,4

SENAi=2 BUAAM1−M2−M2

Table 7: The best 16 systems selected for the
assembly.

This demonstrates that the proposed
method for system selection performs well.
The 16 systems are listed in Table 7.

It is interesting to note that the system
that achieved the best results (LKE-IIMAS)
is not included in this list. This may be
because, although it has the highest num-
ber of correctly classified instances, it actu-
ally has fewer exclusive instances compared
to other systems that achieve lower perfor-
mance. From this, we can conclude that for a
potential late fusion scheme, simply selecting
systems with the best results may not neces-
sarily lead to optimal results.

3.1.2 Interesting opinions

Some of the interesting opinions in the collec-
tion are those that were correctly classified
by all 61 participating systems. These are
the easiest instances to classify. The same
applies to instances that none of the systems
were able to classify correctly, which could in-
dicate the most challenging instances to clas-
sify or instances whose labels are incorrect for
some reason.

Table 8 shows the number of interesting
opinions per class. It can be observed that
for polarity, no class was correctly classified
by all systems. However, there are instances
from classes 2, 3, and 4 that were incorrectly
classified by all systems. This is because clas-
sifying internal classes can be highly subjec-
tive, especially when an instance belongs to
class 3 but is actually closer to its neighbor-
ing classes like classes 2 and 4. For example:

Polarity 3: No se pierdan la opor-
tunidad de visitar este hermoso parque,
śı les gusta la caminata ó simplemente
pasar un buen rato en la naturaleza. este
lugar es una de las mejores opciones.

In the case of the type attribute, it is no-
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Class Correct by All Wrong by All
1 0 0
2 0 7
3 0 47
4 0 169
5 0 0

Attractive 5320 0
Hotel 0 16

Restaurant 0 12
Mexico 3 0
Cuba 0 28

Colombia 0 16

Table 8: Interesting opinions.

table that the class ”Attractive” has 5320 in-
stances that were correctly classified by all
systems. This could be because this class was
inherently the easiest within this attribute.
It is also interesting to observe that there
are a few instances from the ”Hotel” and
”Restaurant” classes that are consistently
confused by all systems. Upon examining
these instances, it is often found that there
are restaurants within hotels, and sometimes
tourists mention the restaurant when rating
the hotel and vice versa. For example:

Hotel: Lo mejor es el restaurante.
El hotel es bonito pero faltan los de-
talles de un buen hotel boutique, un trato
mas personalizado, pequeños detalles en
la habitación, mejores amenidades.

Finally, there are some opinions about
Cuba or Colombia where there is no mention
of anything specific to the country, making it
challenging for the models to predict the cor-
rect destination country. On the other hand,
the easiest instances to classify for the la-
bel ”Mexico” are three instances that discuss
the Mayan culture, which appears to be the
most distinctive feature compared to Cuba
and Colombia. For example:

Mexico: Pinturas de la historia maya
con descripciones en inglés, español y di-
gerir’de’gook. Vale la pena una visita por
una hora. Entrada libre.

3.2 Clustering text results

For this task, 17 systems were received from
4 teams. Table 9 shows the best results of

each team4.
The Javier-Alonso team (Alonso-Menćıa,

2023a) proposes a clustering approach that
combines K-means and Gaussian Mixture
models, leveraging text representations ob-
tained through the multilingual Sentence
Transformer. By applying preprocessing
techniques such as stopwords and punctua-
tion removal, as well as lemmatization, the
team prepares the data. The Sentence Trans-
former generates text vectors, which are then
subjected to dimensionality reduction using
Uniform Manifold Approximation and Pro-
jection (UMAP). The team identified opti-
mal clusters and fine-tuned hyperparameters
by visually analyzing the groups on a two-
dimensional UMAP plane. Notably, this ap-
proach achieved the best results in the eval-
uation.

The Cimat team (Rivadenerida-Perez and
Callejas-Hernandez, 2023) proposes the uti-
lization of two well-established techniques
for conducting thematic modeling, coupled
with two robust representation methodolo-
gies. Their investigations demonstrate that
the most effective segmentation was achieved
by combining BERT embeddings and K-
means clustering. Additionally, the authors
explored the application of LDA and hierar-
chical clustering using frequency-based rep-
resentations. Their results secured a com-
mendable second position for this task in
the forum. However, it would be intrigu-
ing to assess the effectiveness of employing
the embedding-based representation in con-
junction with the hierarchical clustering ap-
proach.

The JCMQ team (Madera-Quintana,
Hernández Gónzalez, and Mart́ınez-López,
2023) presents a methodology that utilizes
TF-IDF and LSA algorithms to convert texts
into vectors. They then employ the K-Means
method for text clustering.

The MCE team (Ramos-Zavaleta et al.,
2023) employed a two-step approach for clus-
tering the news data. First, they transformed
the news using embeddings and subsequently
performed dimensional reduction using UMA
representation. Then, they applied the OP-
TICS algorithm as the base method to clus-
ter the data, aiming to enhance accuracy by
identifying points that may have been over-

4To see the results of the 17 runs of the forum,
you can access https://sites.google.com/cimat.
mx/rest-mex2023/results
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Rank Institute Country Team Thematic Insec. Prices Gastro. Lscps.
- - - Perfect Assembly 0,89 0,97 0,98 0,99 0,62
1st UC3M Esp javier-alonsokmeans10−5 0,28 0,61 0,23 0,21 0,06
2nd CIMAT Mex CIMATrun3 0,24 0,51 0,24 0,14 0,06
BL Majority 0,22 0,91 0 0 0
3rd UC Cub JCMQrun5

0,21 0,51 0,12 0,06 0,15
HM ITESM Mex MCE2ndIterKmeans

0,20 0,50 0,11 0,11 0,07

Table 9: Performance for the Clustering text task.

looked by the base clustering. To further im-
prove clustering results, they stacked a layer
of k-means on top of the base cluster results.

As a baseline for this task, only the major-
ity class baseline was considered. This base-
line simply predicts the most frequent class,
which in this case is ”Insecurity.” Due to the
significant class imbalance in the dataset, the
baseline achieves a higher F-measure com-
pared to the JCMQ and MCE teams. How-
ever, it should be noted that this is primar-
ily due to the high F-measure of 0.91 ob-
tained in the majority class. Nevertheless,
all systems surpass the baseline for the other
three classes. The best result for the Prices
group was obtained by the Cimat Team. The
best result for Gastronomy is obtained by
javier-alonso team. Finally, the best result
for Landscapes is obtained by JCMQ team.

It is important to emphasize that since
this is an unsupervised task, it is not appro-
priate to evaluate the quality of the cluster-
ings as good or bad. Rather, these four differ-
ent proposed approaches represent valuable
alternatives for various scenarios.

4 Conclusions

This paper described the design and results
of the Rest-Mex shared task collocated with
IberLef 2023 (Jiménez-Zafra, Rangel, and
Montes-y Gómez, 2023). Rest-Mex stands
for Sentiment analysis and clustering Span-
ish tourists text. For the two tasks, 20 teams
participated. Mainly, the members of these
teams come from institutes in countries such
as Mexico, Spain, Cuba, Colombia, France,
and Chile. 78 systems were received to be
evaluated to solve each of the two tasks pro-
posed in the Rest-Mex 2023.

The sentiment analysis task aimed to iden-
tify the polarity, type, and country of an
opinion. The team that got the best per-
formance was (Murillo et al., 2023). This
team represents the University of Puebla in
Mexico. They proposed a method based on
RoBERTa. This is further evidence of the

importance of transformers in textual clas-
sification tasks. Also, the results indicate
that distinguishing between opinions of ho-
tels, restaurants, and attractions is a task
that can have very high results, close to 100
%. The country trait is a little more difficult.

For the clustering task, the best per-
formance is obtained by (Alonso-Menćıa,
2023a). The proposed is based on cluster-
ing with K-means and Gaussian Mixture.
The results show that it is possible to make
a grouping on important news related to
tourism.

A method was proposed to measure the
easiness of a corpus, which appears to ef-
fectively reflect the performance of the ap-
proaches aiming to solve different tasks.

Finally, it is shown that there is significant
complementarity between the participating
systems. A system was also proposed to se-
lect among the participating systems in such
a way that the same results can be achieved
by combining only 16 systems, compared to
the original 61 systems of the sentiment anal-
ysis task.
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Álvarez-Carmona, M. Á., Á. Dı́az-Pacheco,
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Garćıa-Mendoza, J.-L. and D. Buscaldi.
2023. Enriching with minority instances
a corpus of sentiment analysis in spanish.
In IberLEF@SEPLN.

Graff, M., D. Moctezuma, E. Tellez, and
S. Miranda. 2023. Ingeotec at rest-
mex: Bag-of-words classifiers. In Iber-
LEF@SEPLN.

Guerrero-Rodriguez, R., M. Á. Álvarez-
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